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Abstract:

This dissertation attempts to forecast Greece’s inflation rate, using functional univariate time series
techniques. The goal is to cover a plethora of the most used methods of forecasting time series involving
both Econometric and Machine Learning models. Forecasting the inflation rate is really important given
that inflation is a key indicator of a country’s economic activity. These forecasts can be used for the
purpose of fiscal and monetary policy making, or in the private sector as the financial and labor market
are greatly affected by changes in the rate of inflation. First, a short historical analysis of the inflation
rate throughout the last 60 years is given, then, a description of each forecasting method follows and,
finally, the empirical results from, each empirical method are presented. More specifically, the methods
applied are the Naïve, the Simple Average, the Moving Averages, the Single Exponential Smoothing,
Holt’s Linear Trend model, Holt-Winter’s Seasonal model and the Box – Jenkins methodology of ARIMA
analysis (both seasonal and non-seasonal), which covers the most commonly used deterministic and
stochastic models.
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1. Introduction

1.1 Scope of the thesis
The purpose of this thesis is to present different methods of forecasting macroeconomic indices, to
compare these methods and their results and finally, attempt a one-year forecast. The index under
examination is a time series of Greece’s inflation rate (Consumer Price Index – CPI). Inflation rate is used
by economists to measure the inflation of a country’s economy and it can be defined as the rate of
increase of the CPI. It is very important for a government to have as accurate forecasts as possible, in
order to pursue the right macroeconomic policy, as the primary goal of the policy maker is to achieve
stability in the macroeconomic environment, which as a result reduces the levels of uncertainty,
improves living standards and attracts much needed Foreign Direct Investments. In this thesis, the
methods that are going to be used are the averaging methods, exponential smoothing methods,
Autoregressive Integrated Moving Averages (ARIMA) and their extension, seasonal ARIMA or in short
SARIMA. The need for accurate forecasts is continuously giving birth to new forecasting methods, while
also improving older methods through new technological techniques and increased computational
power.

1.2 Thesis Organization
The first part (Chapter 2) of this project will be a literature review, where some historical information
will be provided for the series and for each technique that will be used, as well as there will be an
attempt to answer the question of whether or not these methods are often used to forecast
macroeconomic indices. Chapter 3 will cover the theory and methodology of each separate method.
After displaying basic data information and descriptive statistics in the 4th chapter of this thesis, the
empirical results of each method will be provided. After comparing and choosing the best out of these
methods, there will be an attempt to do a step forward forecast using this method and compare it to the
forecasts of some systemic institutions. Chapter 5 is the conclusion of this thesis with a short evaluation
and criticism which is followed by the appendix and the code used to apply each method.
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2. Literature review
Inflation is defined as a continuous rise on the general price level in an economy, while the rate of this
rise is called the inflation rate (Blanchard 2007). Inflation is considered to be a serious problem for an
economy, as it reflects on the country’s purchasing power. The higher the inflation, the lower is the
purchasing power of a country’s currency. The rise on the general price level means that, there will be
an increase on the price of the final goods and services in such a level that the consumers will not be
able to cover their basic every day needs. Of course, inflation has an impact on the price of the factors of
production, meaning that wages, fees, earnings etcetera, will increase too, but not on the same level as
the prices of the final goods due to the nominal rigidity (wages tent to be resistant to changes and need
more time to reach the equilibrium), which will respectively lead to an inability to cover their demand.
Another negative effect of inflation is the uncertainty that is causes on an international level, as the cost
of opportunity of holding money is increased, which as a result discourages Foreign direct investments
as well as savings. A positive effect of inflation is the decrease of unemployment, as it is observed by
William Phillips (1958) and later established by Paul Samuelson and Robert Solow on 1960. The Phillips
curve, as it is called, describes a tradeoff between inflation and unemployment, an increase on the rate
of inflation signals a decrease on the rate of unemployment. However, according to Milton Friedman
and Edmund Phelps (1967) the Phillips curve is a short run model, as in the long run inflation would no
longer decrease the unemployment, nevertheless this model is still used as a means of forecasting by
banks as well as an intuitive guide on monetary policy, especially by governments following a Keynesian
policy. Most countries aim to control the inflation, through monetary authorities and central banks,
while the Keynesian theory insists that this can be done using fiscal and monetary policy emphasized on
controlling the aggregate demand. According to Geoffrey H. Moore (1983), short recessions are a way to
control inflation, as he observed that a period of recession (a normal part of the business cycle, during
which the economic activity is reduced, accompanied by a fall on gross domestic product-GDP) is always
followed by a period of low inflation rate, even though this concept is criticized by many economists.
However, a prolonged period of recession is called depression and has a heavy burden on the economy
as it is characterized with extensive rise of the unemployment rate, diminished productivity,
bankruptcies and volatility on currency values, leading to reduced investments and low levels of
economic growth.
A common misconception is the difference between deflation and disinflation. Disinflation is defined as
a declining inflation rate over time, which, nonetheless, remains positive. Deflation, on the other hand,

8

is a sustained decline in general price levels, which remains negative through time, the opposite of
inflation. Disinflation can be proven to be good for a country’s economy, as the prices of final goods and
services decrease, which in turn raises their consumption, with the result being an upturn on the
purchasing power. However, a steady deflation has a negative impact on the economy, because instead
of the consumption being increased, the exact opposite is happening. Consumers tend to buy fewer
goods with the thought that the prices may fall during the next period. This has a negative effect on the
corporate sector, which will attempt to downsize in order to maximize the profitability, resulting in an
increase on the rate of unemployment. Moreover, deflation is tied to rises in the real debt burden, often
leading in an increase on bankruptcies and defaults of both companies and households. In order to
counter deflation and stimulate the economy, some aggressive and unconventional monetary policy
tools are being used, with some examples being structural reforms, quantitative easing, flexible fiscal
policy etcetera.
Another problem to be encountered is the hyperinflation. Hyperinflation is namely a rapid increase on
the inflation and occurs when the inflation rate is 50% or above for a period of a month. It occurs when
there is an imbalance in the supply and demand relationship for the money, produced by an excessive
growth in the supply of money, which can’t be followed by the same growth on the nation’s GDP. This
phenomenon is terrible for the economy as the currency loses its value, financial institutions and lenders
are highly probable to default, tax revenues fall and so do the savings. It is considered to be quite a rare
phenomenon, as it is tied to wars and the solution is for governments to print more money, in an
attempt to stabilize the prices, which only enhances the problem even more, entering a never ending
cycle.
Most economists agree that the ideal is to have a low and stable inflation rate, but certainly not
negative or zero. This view is obviously present in the Maastricht treaty (February 7th 1992), as one of
the criteria that a country must fulfill, so it can be a member of the euro zone and continue to comply
after its integration, is that the inflation rate must not exceed by more than 1.5 points that of the best
performing members in this section, resulting in price stability. Tasked with keeping the inflation rate
low and steady are the central banks and other monetary authorities, by aiming to keep the inter-bank
lending rates at a low 2-3% threshold, while giving motives for people to seek loans, in order to create
new money. The low and stable inflation is targeted, as it lowers the dangers of a recession, enabling
the labor market to adapt quickly to a probable downturn and reducing the risk of falling into a liquidity
trap. On the other side, high inflation rate in not advised due to being economically costly and the

9

negative inflation or deflation due to the problems described above, making the recovery from a
recession far more difficult.
Mainstream economists are using two main price indices to calculate the inflation rate. These
measures are either the Consumer Price Index (CPI) or the GDP deflator (Blanchard 2007). The GDP
deflator takes into consideration each and every good and service that is included in the GDP and is
defined as following: GDP deflator = Nominal GDP / Real GDP. The most commonly used index to
measure the inflation rate is the CPI, due to being more consistent as the GDP deflator has the problem
that some of the products, that are included in it, are not sold to consumers, while also some products
bought by the consumers are imported from abroad, which means that they are not included on the
deflator either. The CPI measures the changes in price levels of the goods and services purchased by the
households, namely the market basket, and can be a good index to simulate the general price levels in
an economy. The main difference between the deflator and the CPI is, that the former measures the
amount of domestic goods purchased by each consumer, while the latter measures the total amount of
goods consumed. Besides their differences, it is observed that, these two indices tend to move together
with a slight difference of less than 1 %. Only on rare cases, a big difference is observed between the
two variables, a fact that makes them consistent enough. In this thesis the Inflation rate is measured
through the CPI.

Figure 2.1: Greece’s inflation rate, 06/1958 – 04/2018
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The figure above (figure 2.1) represents Greece’s inflation rate with monthly date throughout a period
of 60 years. Some of the phenomena that were described in the previous paragraph are quite obvious.
From 1959 up until 1970, we can see a period of alteration from inflation to zero levels and deflation
with the highest inflation rate being 5.56 % and the highest deflation rate being -1.89 %, following the
business cycle. That alteration may be tied to the political instability inside the country, leading to
imbalances on the fiscal policy, if there was any at all.
In 1973, there is an obvious rapid increase on inflation rate, reaching up to 33.8 %, fortunately not
rising as much as needed to be considered as hyperinflation. For this excessive rise, the oil crisis on 1973
is to be held responsible, also named as the First Oil Crisis. The effects of this crisis became obvious in
almost every country, leading to high inflation with a simultaneous rise on the levels of unemployment,
contradicting the Phillips curve. This was a period of stagflation, as the rise on both the rates of inflation
and unemployment, with the decrease of the GDP, while the wages remained the same, lead to the
stagnation of economic growth. Of course, Greece could not escape this phenomenon, which is the
reason we are seeing that sudden increase. Maybe, another important factor is that Greece was under a
dictatorial regime from 1967-1974, making the country more vulnerable to the impact of the crisis.
After that excessive rise in the period 1973 – 1974, we can see a short period of disinflation when
inflation dropped from approximately 30% to 15%, followed by a 5-year period of steady, yet high,
inflation rate, fluctuating around the 13% – 14% mark. However, the shocks from the Second Oil Crisis
on 1979 led, once again, in a huge increase of the inflation levels. During these years, there is a period of
recession characterized by an obvious cyclical behavior alternating between disinflation and inflation.
This is another case of stagflation, with the inflation rate increasing up to approximately 26%, while the
GDP was negative, with a rate of -1.6%. In addition to that, Greek policymakers had already adopted a
people-friendly policy, raising the mean wages, which in turn created a wage inflation, resulting in
higher levels of general price inflation. In order to cover the ever-increasing demand for money, the
Central Bank of Greece moved to print more money, making the problem even worse. Greece had to
implement an inflation stabilization program during the period of 1985-1989, which stabilized the
inflation to a mean 17% rate. It has to be noted that, the mean CPI on the 1970’s decade was 12%,
whereas in the next decade rose to an average of 19.6%, which was much higher than the average of the
rest members of the European Economic Community, who had an average of 4.5%.
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Later, in 1992 the Maastricht Treaty was signed, forcing Greece to abide by the criteria set by the
European Committee, in order to be able to join the European and Monetary Union (EMU) and adopt
the euro as the country’s main currency. These criteria were called “euro convergence criteria” and one
of these stated that the 12-month average inflation rate should not exceed the “reference value”, which
was defined as the average inflation rate of the 3 best performing members plus 1.5%. To be able to
fulfill this criterion, Greece adopted a restrictive fiscal and economic policy, including enforced wage
cuts and a strong recession, reducing the money circulating in the economy. This policy paid off, as the
economy followed a great disinflation rate, falling below the 10% mark by the start of 1995 and hitting a
2.7% by the end of the millennium. After finally joining the EMU on 1999, we can see a slight increase of
the CPI as a result of the relaxation of the previously established restrictive policy. This low and stable
inflation continued throughout the next years, with only a slight decline from the convergence criteria,
marking Greece as an outlier and causing the calculation of the reference value to be changed towards
the 4th to 6th best performing members instead of the first three.
The impact of the Global Financial Crisis (2008 – 2009), also affected Greece with a slight delay. The
effects of this crisis are starting to become obvious in middle 2010, when a shock raised the CPI up to
5%, followed by a recession characterized by a steady disinflation. Starting at 2013, Greece experiences
an extended period of deflation, reaching up to -2.6, accompanied by every negative effect that was
described earlier. A noteworthy fact is that the prices of basic goods and services, like food and health
sectors, remained unchanged, as there were constant raises on taxes keeping the prices high enough,
while unemployment was only getting higher. This has a serious impact on the living standard and the
lack of trust pushed investors away.
This period of deflation seems to be over by the start of 2017, with the inflation rate becoming positive
again, but maintaining a low level of average 0.8%. This signaled that the crisis was on its latest stages
and Greece is starting to recover, with a positive growth of approximately 2%, a rapid change on
investments, which increased by 7.5% in a one-year period. On the downside, the public debt is still on a
high level with 179%. Same thing applies to the unemployment rate and high average of 21.5%, which
nonetheless seems to follow a downshift trend.

All these events mark the importance of analyzing and forecasting time series, like inflation, GDP,
unemployment rate etc. A time series is defined as a sequence of numerical observations, called data
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points, placed in a successive order over time. Time series are split into two categories based on how
their observations evolve over time, continuous and discrete series (Dimelis Sophia 2013). In discrete
time series, the values are distinct time points, measured over fixed intervals or periods. On the
contrary, in continuous time series, the observations are measured with time being a continuous
variable. The inflation rate used in this dissertation is a good example of a discrete time series. One of
the most important reasons, if not the most important, of examining time series is forecasting.
Forecasting is basically, the art of predicting future values as accurately as possible through a plethora of
methods and it is of high importance either for governments in order to plan their policy, or for
corporations so as to examine a country’s economic situation and plan their investments or manage
their inventory. Economic forecasting is widely used on macro and microeconomics, but has seen great
popularity especially in the financial economics. Forecasting methods can be split into two broad
categories, subjective and objective. The subjective or qualitative methods rely on the personal
experience of the forecaster, are based on qualitative data and can’t be easily reproduced, still they are
often proved to be quite accurate and intuitively easier to follow. On the other hand, the objective or
quantitative methods are based on mathematical/statistical models and are easily reproduced by every
forecaster. These methods will be explained further on the methodology part, but some main points are
the following, the models can be categorized as causal and non-causal. Causal models examine the
statistical relationship between variables before attempting to forecast them, while non-causal models
use only the previous observations, attempting to model the previous behavior of the series and then
forecast it. Non-causal models can also be split into two more specialized categories, the deterministic
and the stochastic models, which will also be explained later on.
As there exists a sizable literature in this area, only the most influential of them will be discussed
below. First, regarding the deterministic models and more specifically the exponential smoothing
methods, Holt (1957) managed to extend the simple exponential smoothing method fitting in a trend
smoothing equation. This was a groundbreaking work, as it allowed better smoothing and by extension
better and more accurate forecasts on datasets that involved trend, which most real-life series do. This
method is mentioned in the literature as the “Holt’s Trend model”. A further extension to this model
came from Holt’s student, P. R. Winters (1960), who introduced a seasonality smoothing equation to the
already existing Holt’s trend model, turning the forecasting function into a product of 3 equations, the
level, the trend and the seasonality. This process took the name Holt-Winters method and along with
Holt’s Trend method, is still seeing much use, especially on forecasting market sales data, even though it
is more than 50 years old, basically due to its high efficiency accompanied by a low cost and high
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forecasting accuracy, if used for short-term forecasting. Another useful contribution in the exponential
smoothing sector was done by R.G. Brown (1962) with his variation of exponential smoothing methods
called “Brown’s One-parameter linear method” and “Brown’s one-parameter Quadratic Method”, using
a double and a triple exponential smoothing respectively. These techniques are easily automated, are
able to adapt to changes in the patterns of trend and seasonality in the data or else breaking points and
with a few modifications from J. Taylor (2010) they can be used to forecast data that have double or
even triple seasonal cycles. Some other contributors to the smoothing literature are the following: C.C.
Pegels (1969) with the “Pegels’ classification exponential smoothing”, G. Chow (1960) with his “Adaptive
Control Method”, Box and Jenkins (1962) with their “three-parameter smoothing”, P.J. Harisson (1965)
with his “Harmonic Smoothing Method” or in short “HS method” and D.W. Trigg (1964) with the
“Monitoring (tracking signal) System”.
Regarding the stochastic methods, the most influential work has been done by G. Box and G. Jenkins
with the publication of their book titled: “Time series analysis: Forecasting and control” in 1970. The
well-known Box-Jenkins approach involves an iterative three or four-stage process (depending on the
narrative) of selecting an optimal ARIMA (Autoregressive Integrated Moving Average) model, estimating
its parameters, testing whether the model violates any assumptions and proceeding into forecasting on
the last stage. This method is one of the most used, if not the most used, approach on forecasting. It
relies on the forecaster’s ability to recognize and select the model which best describes the series’ past
behavior and then uses a mathematical model to forecast its future behavior. The Box-Jenkins technique
finds a wide use across all types of data, be it macroeconomic indicators, market sales or even financial
data and has empirically shown great results in all sectors. In some instances it shows even better
results than newer, more advanced and definitely more complicated methods, such as the neural
networks, rendering it as the “rule of thumb” technique for the majority of forecasters/researchers. In
the macroeconomic literature, whilst these models are called atheoritical, they tend to perform really
well and in fact corroborate most macro theories, even if they are used on univariate series, which
means not taking into consideration other statistically significant factors while modeling.
In fact, even before Box and Jenkins, several other researchers studied the ARIMA models, but Box and
Jenkins were the ones that put the whole process together. Some of these researchers are the following.
G.U. Yule (1926) introduced the autoregressive models, which were generalized later by G. Walker
(1931). The moving average models were introduced by Slutzky (1937). However, H. Wold (1938) was
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the one who provided the theoretical foundation of the ARMA process. Based on this theoretical
foundation, Box and Jenkins built up their approach and methodology.
Lately, a huge part of the research on forecasting time series is based on Artificial Intelligence (AI) /
Machine Learning (ML) methodology. The rise of computational power is giving birth to iterative,
mathematically heavy algorithmic processes, which tend to maximize the forecasting accuracy, in such a
level that in some cases they can even lead to unrealistic forecasts due to overfitting. Machine Learning
is mainly used on cross-sectional data, but is seeing application even on time-series. These methods
include regressions, splines, hidden Markov models, neural networks etc. Some may argue that they are
difficult to understand, costly and suffer from low interpretability, but their ability to predict data points
is top notch. Deep learning algorithms, or more specifically, neural networks find more use on
forecasting financial data, with the Long Short-Term Memory network, but there, also, a growing
interest in macroeconomic forecasting using Artificial Neural Networks (ANN).

3. Methodology

As mentioned above, this part will discuss the theoretical background of each method –to be applied
later on- starting with the so called smoothing techniques and progressing into the rest. First of all, some
definitions should be given.
Model – based forecasts can be divided in two large groups, the causal and non-causal models. Causal
models take into consideration the economic theory and proceed on forecasting a variable, based on
the economic and statistical relationship between this and other related variables. The multivariate
regression analysis or multiple regression, is one of the most important and frequently used techniques,
as it gives good forecasting results accompanied by great interpretability. The goal of this method is to
try and interpret the dependent variable through the independent variables and then try to forecast. On
the other hand, non-causal models are atheoritical as they are not concerned with the economic theory.
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These models attempt to forecast a variable through specific mathematical and statistical models, taking
into consideration only its historical values, its observed behavior. However, these models can be
divided into two groups, Deterministic and Stochastic models. The basic difference between these
models is how the random factor is included in each one. Regarding the deterministic models, the
random factor is introduced as a residual error and added in each time period. These models include
methods like the Moving Averages, Exponential Smoothing and the Decomposition method.
Contrariwise, the stochastic models consider the random factor as a mechanism which produces the
time series itself. The ARIMA models (Box – Jenkins methodology) are the most used stochastic models,
with some alternatives like the seasonal ARIMA (SARIMA).
In general, the non-causal models are less complex, producing good forecasting results while
maintaining a low cost. Their main drawback is that they do not depend on the economic theory, which
has a negative impact on their long-term forecasting accuracy, when examining economic variables, like
the inflation and unemployment rate. To conclude, it is empirically proven that the non-causal models
are used mainly for short – term forecasts, due to being atheoritical, while causal models produce better
long - term forecasts.

Before going further, it is deemed necessary to define the term “stationarity”. In short, in order for a
time-series to be strictly stationary, each and every of the series statistical properties (mean, variance,
covariance, autocorrelation, etc) must be constant over time. More often than not, economic and
business time-series are not stationary, which means that at least one of the prerequisites is violated,
with the most common violation being a trend in the mean. This problem is often observed, due to the
occurrence of a unit root or of a deterministic trend. In order to apply most of the statistical methods on
a time-series, the data must be stationary, which means that if the data is not stationary some
mathematical transformations need to be applied so that it becomes stationary. The most common way
of identifying whether or not a series is stationary, is by examining the autocorrelation function plot
(ACF plot), which will be described further in Chapter 3. Other ways of checking for stationarity, are the
Dickey-Fuller tests (DF tests) and Phillips-Perron test (PP tests). If the series is trend-stationary, which
means, that the series is characterized by a stable long-run trend and a stochastic shock will not have a
permanent effect, as the variable will tend to revert back to the trend line, it is possible to make it
stationary just by de-trending it. However, if the series has a unit root (the roots of the characteristic
equation lie inside or on the unit circle), then the data in not stationary, a stochastic shock will have a
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permanent effect on the mean and the way to make it stationary is through taking first, second or even
higher order differences. Let Yt denote the value of the series Y at period t, then the first differences of
this series is ΔYt = (1 – L) Yt = Yt – Yt-1, which is a series of the changes from one period to the next. If
stationarity is not achieved through first differences, we proceed on taking second order differences,
elsewise the first differences of the first differences, Δ2Yt = (1-L)2Yt = ΔYt – ΔYt-1. Generally, the dth order
differences can be defined as ΔdYt = (1-L)dYt. Rarely though, non-stationary economic data need more
than first or second differences. Lastly, it is proven than first differences eliminate the linear trend in the
series, second differences can eliminate a quadratic trend and nth differences eliminate the polynomial
trend of order n, while if an exponential trend is observed it may be better to first apply a logarithmic
transformation in the data and then start taking differences. Further explanation of differencing will be
discussed later on, during the analysis of the Box-Jenkins methodology.
Another useful remark that should be made is a basic process in every forecasting methodology, the
splitting of the dataset into two subsets. The first set is often called train or initialization set (in this
paper we will be referred to this subset as “train set”) and basically this is the part of the data, where
the models are fit or “trained”. This fitting procedure produces the so called “fitted values”, which are
used to calculate the in sample “fitted errors”- a measure of goodness of fit of the forecasting model.
The second subset is called the “test set” and this is set where the accuracy of the trained forecasting
model will be computed, which refers to whether and how well the chosen model can reproduce the
already known data. In order to measure the accuracy of each forecasting exercise, some measures of
modeling accuracy will be introduced.
Defining ei as the error for every t time period, Yt as the actual observation and ̂ t as the fitted value,
then:
Et = Yt - ̂ t
Mean Error = ME = ∑

i/

n

Mean Absolute Error = MAE = ∑

i|

/n

Sum of Squared Error = SSE = ∑
Mean Squared Error = MSE = ∑

/n
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Root Mean Squared Error = RMSE = √∑

Standard Deviation of Errors = SDE = √∑

/ (n – 1)

The measures above are some of the most standard statistical measures used in forecasting. Of course,
the decision of the best model should be done, after taking into consideration, if not all of the above, at
least as many as possible. Some would argue, that the most important measure is the MSE, as many
methods’ goal is to minimize this MSE, such as regression analysis. It is certain that every measure has
both advantages and drawbacks, so some alternative measures are to be introduced. First, we have
measures that deal with the percentage error.
Percentage Error = PE = (

̂

)

Mean Percentage Error = MPE = ∑

i/

n

Mean Absolute Percentage Error = MAPE = ∑

/n

After computing the PE, the MPE can be computed, which is not such a great measure, as it is quite
likely for it to get small values, as negative and positive PEs usually offset each other. Therefore, the
MAPE is used more often, as it takes into account the absolute value of the percent value, giving sturdier
results.
The MSE and RMSE measures are more sensitive to bigger errors, as ei is squared, whereas MAE and
MAPE use the absolute value of ei. In general, in all of the above measures, the lower the values, the
higher is the accuracy of the specific model. The main drawback of these measures is the fact, that they
are affected by each variable’s unit of measurement, so it is of high importance that the dependent
variable is the same, before comparing each model.
Another measure of accuracy is Theil’s U statistic or Theil’s Inequality Coefficient. This statistic uses the
values of the percentage change of Yt and ̂ t , but it can also be used with the starting values. An
advantage of this statistic is, the fact that the unit of measurement is irrelevant, which has a positive
impact on the interpretability of the measure.
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̂

√ ∑

U=
√ ∑

̂

∑

In which we can observe that the numerator is the RMSE, so

U=
√ ∑

̂

∑

Intuitively, once again, the lower the value of U the better is the forecasting model. By definition, U can
take values between 0 and 1. If U = 0, the forecast is the best possible one, while, if U = 1, the exact
opposite holds. This means that, the closer the Inequality Coefficient is to 0, the better are the forecasts.
Aside from the value of U, it is of the same importance to examine some other factors, which can be
drawn from Theil’s U statistic. Denoting
and

̂

for the fitted values) and

Bias proportion = UM =

for the actual series

as the correlation coefficient, we can define the following:
̅
̂)

(̅

̂

∑

Variance proportion = UV =

as the standard error for each series (

(

̂

∑

Covariance proportion = UC =

̂)

̂

∑

̂

Moreover, by definition we have:

UM + UV + UC = 1
The bias proportion indicates how much the mean of the fitted values deviates from the mean of the
actual observed values, which means that it is an index of systematic forecast errors. High values of UM
implies that the forecast is systematically bias and had to be modified. The variance proportion is
defined as the deviation of the forecast’s variance from the variance of the actual series, in other words,
UV measures how well, is the forecasting model fit on the actual model. Once again, high value of
variance proportion implies that the model is in need of modifications. Finally, the covariance
proportion will, often, take high values, as it contains the non-systematic errors between the actual and
the fitted values.
In general, as it can be inferred from the above, a good forecasting model will have low bias, low
variance and inevitably high covariance proportions.
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Throughout this paper, the Durbin – Watson statistic (DW) will often be displayed, so it has to be
defined. The mathematical formula is the following:
DW =

∑
∑

This statistic can examine whether, there is a remaining pattern in the residuals after a forecasting
model has been applied, or not. Specifically, the DW statistic tests the null hypothesis of no
autocorrelation in the residuals. The DW distribution is symmetrical around 2, which means that if the
value of the DW statistic is 2, then there exists no autocorrelation. If there is negative autocorrelation
the value of this statistic will be greater than 2 and respectively, for values lower than 2 the set of errors
is characterized by positive autocorrelation. It should be noted that, for the interval from 1.65 to 2.35 it
is said that, there exists no autocorrelation.

Time Series Decomposition
The basis of some of the forecasting techniques to be presented is that, if an underlying pattern exists
in the series, it can be distinguished from randomness by applying smoothing methods on past
observations. The goal of this smoothing is to eliminate any randomness of the data, so that the pattern
can be easily projected and forecasted. The decomposition attempts to break down the pattern into
different subpatterns, which identify each separate component of the series. According to the theory,
there can be identified three components of the basic pattern, with each component having a certain
type of behavior. These components, when referring to economic or business series, are usually three:
the trend, the cycle and the seasonal factor. Summing the above, it is assumed that, the data consists of
a pattern and the error (random component), where according to the decomposition theory the pattern
is a function of the trend, the cyclical factor and the seasonal component:
Data = pattern + error = f (trend, cycle, seasonality) + error
o

Tt is the trend factor at period t, or trend and reflects the long-run behavior of the observations.
It can be increasing, decreasing or even unchanged and in most economic series is linear or
exponential, without this having always to be the case.

o

Ct is the cyclical factor at period t, or cycle and represents the repeated (and usually not
periodic) fluctuations in the data. An economic interpretation is that, the cycle reflects “the ups
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and downs” of an economy and one of the most important macroeconomic theories, the theory
of “business cycles” is built on that concept. These fluctuations are usually long and according to
the literature their duration is often at least 2-3 years.
o

St is the seasonal factor at period t, or seasonality and reflects the periodic fluctuations of
constant length in the data. These fluctuations repeat themselves over a fixed interval, such as a
week, month, quarter, year etcetera and regarding the economic or business series they often
occur due to policies, holidays, discount periods and so on. From these we can infer that, the
main difference between seasonality and cyclicality is their duration, as the seasonal component
tends to occur over a fixed and usually short interval, while the cyclical component has a much
longer duration varying from cycle to cycle.

o

Et is the error, often mentioned as the irregular component or noise (denoted as It). This is the
part eliminated by the smoothing methods, represents the residuals of the series after every
other component has been removed and it describes the random fluctuations in the data.

In some cases, the trend and cyclical factors are put in the same group, which is called either the trendcycle component or solely trend component, even if it contains the cycle. When, the plots taken from
the decomposition method, are presented in the methodology part, the “trend” plot basically contains
both the trend and the cyclicality.
Based on the time series decomposition literature, the initial series Yt can be expressed in two ways.
The first is by assuming additive decomposition and the other way is by assuming multiplicative
decomposition.
Additive Decomposition: Yt = Tt + Ct + St + Et
Multiplicative Decomposition: Yt = Tt × Ct × St × Et
When the trend and cyclicality are grouped in the “trend” component, the above equations are written
as Yt = Tt + St + Et and Yt = Tt × St × Et respectively.
When the variation around the trend (or the seasonal pattern) does not vary with the level of the series,
the best model is the additive one. However, if the variation around the trend or the seasonal
fluctuations is proportional to the level of the series, then the most appropriate model seems to be the
multiplicative one.
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3.1 Smoothing
Smoothing time-series methods are used quite frequently, as they are intuitively easy to understand
and being put to use, while they are accurate enough, taking their cost into consideration. Despite their
simplicity (for the most part), these methods have proven to produce great empirical results, which is
the reason they are attractive and widely used to forecast economic behavior.
Smoothing is the process of simply weighting the past observations in a time series. There exist many
versions of smoothing techniques, from simpler to more complex ones, but their common ground is the
fact that the historical values, as well as the random errors, are averaged in order to obtain smooth
forecasting results. A major drawback of these techniques is the fact that they return great results
mainly only for short periods of time (commonly less than a year), so their usability for bigger datasets is
questionable.
In general, smoothing methods can be sorted into two big groups, namely being “Averaging
methods” and “Exponential Smoothing methods”. These methods use the mean as the forecasting tool,
which is proven to be an unbiased estimator if and only if the data under examination are stationary.
One characteristic of these methods is their recursive nature, which means, that most of these methods
examine and fit the known data one by one, whereas other forecasting techniques are trying to fit the
past data all at once.

3.1.1 Averaging Methods
This group of methods is pretty straightforward, as they adapt to the conventional term of the average,
initiating from a simple average of the data as a forecasting tool, which is the mean, progressing to
equally and unequally weighted averages.

3.1.1a The Mean or Simple Average
The Simple Average method is using the average of all data points in order to perform a forecast. The
idea is simple and it may not be that bad if applied on a fairly large dataset, if the stationarity
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assumption is not violated. However, in real life macroeconomic data, which usually suffer from cyclical
activity, trend and seasonality, this method does not produce very accurate results.
The definition of the Mean is:
̅

∑

Taking the mean of the training set and applying it to forecast the test set we get the following:
̂

̅

And the error term is:
̂

3.1.1b Moving Averages

“Moving Averages” is the procedure in which the forecaster specifies if and how much past
observations influence the mean, which will be used as a forecasting tool. The order T, of the moving
averages, defines the number of past observations that are used to compute the mean. It is called a
moving average because as a new data point becomes available, a new average should be calculated by
including the newest observation and dropping the oldest one. This way the number of observation in
the MA(T) model remain constant, while refreshed with newer ones. That new average will be the
forecast for the next period. This process will be done again and again as new observations are
becoming available.

Mathematically, the moving average can be shown as:
For time T:

̅
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T + 1: ̅
T + 2: ̅
And so on for every T + n
While the forecasting equations are:
̂

̅

∑

̂

̅

∑

̂

̅

∑

So basically, an MA(1) model, moving average of order 1, uses the last known observation in order to
forecast the next. The selection of the parameter T is very important. It is empirically proven, that an
MA(4) model is best fit for quarterly data, an MA(7) for a weekly data and an MA(12) for monthly data.
These selected parameters presented above tend to smooth out the seasonality, existing in a dataset,
depending on the respective frequency of the data points. Some authors suggest Moving Averages of
largest order, but these models require the data to not have a lot of breaking points, as they pay little
attention to fluctuations in the series.
There have been a lot variations and extensions of the Moving Averages methods, such as the Double
or Triple Moving Averages, or else the “Weighted Moving Averages”. The simple moving average is
basically a weighted moving average with equally set weights throughout each observation.
A well-known variation of the moving average technique is the Census II method, based on the Spencer
curve. This curve is proposed by Spencer on 1904 and is used to remove the trend which exists in a time
series. Spencer used a 4-term moving average of a 4-term moving average, of a 5-term moving average
of a last 5-term moving average or in short a 5 x 5 x 4 x 4 moving average to calculate the curve. The
downside of this method is the fact that it is too costly to apply and more useful as a smoothing filter,
rather than a forecasting tool. In general, Moving Averages are not used that often due to being inferior
to the exponential smoothing methods.
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3.1.2 Exponential Smoothing

The Exponential Smoothing method is one of the most used and successful methods in forecasting
economic data. Exponential Smoothing models are basically a type of a weighted average, just like the
Moving Averages. The main difference is that, in this case as the observations are getting older, the
weights are exponentially decaying. This means that newer observations are assigned with higher
weights, so they are more significant in forecasting the future data points, rather than the older ones
which are getting less and less important for the forecasting procedure. Just like the moving averages,
there are a lot of variations of exponential smoothing, starting with simple models which include one
smoothing parameter and going up to more complex ones involving more parameters in an attempt to
capture the trend or/and seasonality existing in the data.

3.1.2a Single Exponential Smoothing
The Single Exponential Smoothing (SES), is the most simple and basic of the Exponential smoothing
methods. It is often used when the data does not display any obvious trend or seasonality patterns. This
method uses the forecasting equation:
̂
̂

,

where 0 ≤ α ≤ 1 is the smoothing parameter and it controls the rate at which the weights decrease
throughout the data. When α lies between the values 0 and 1, the rates are decreasing exponentially
and that is the reason this method is called exponential smoothing. The closer this value is to 0, the
more weight is assigned to older observation and conversely, the closer the value is to 1, more weights
are assigned to the more recent observations. This means that for α close to 0, the forecast will include
little adjustment for the error in the previous forecast, whereas for α close to 1, the adjustment will be
substantial. However, if α is set to 1, the weights are all assigned into the most recent observation,
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which can be shown by substituting α with 1 in the equation above. This turns the forecasting equation
into:
̂

,

which forecasts the next value using only the previous one, otherwise called the “naïve forecasting
method”.
The forecasting equation presented first can be led to by two equivalent forms of SES, the component
and the weighted average form. The component form is given by two equations:
Forecasting equation: ̂
Level (smoothing) equation:
The Level equation displays the estimated level of the series Y at each time period t, while the forecast
equation gives the forecasted value at the period t+1, which is the estimated level at time t. This form is
the most useful when other components, such as the trend and seasonality, are added into our
equation.
Regarding the weighted average form, we can define the forecasted value as a weighted average of the
most recent observation and the previous one:
̂

̂

Replacing the first fitted value at t=1 with

(initialization process), we get the following:

̂
̂

̂

.
.
̂

̂

, which is the forecast at time T=1

And by substituting the components of each equation we get:
̂
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=
.
.
̂

∑

The smoothing parameter α can be chosen subjectively based on previous experience, through trial and
error or by using certain non-linear optimization tools, which minimizes the Sum of the Squared
Residuals (SSE).
In general, SES has proven to be working really well with all kinds of data on the condition that the data
is stationary or at least does not have an obvious pattern of trend or seasonality. Another good thing
about this method, is the fact that it requires little storage and not so many computations, rendering it
attractive when dealing with a large dataset, while at the same time it is easily applicable and cost
efficient. It should be noted that, the Single or Simple Exponential Smoothing will give a flat forecast, as
all forecasted values take a value, equal to the last level component.

3.1.2b Holt’s linear trend model

An extension of the single exponential smoothing and double exponential smoothing was provided by
Holt in 1957. This extension is called “Holt’s linear trend method” or “Holt’s two-parameter method” in
the literature and as the name signals, this method allows the forecasting of a trending data. Instead of
applying a straightforward smoothing formula, this method applies one separate smoothing on the
trend and one on the level of the series. The rationale behind this theory is that both the single and
double exponentially smoothed values use lags of the actual data, so when a deterministic trend, exists
it is possible to add to the single smoothed values the difference between the single and double
smoothed values and adjust for the trend. This method allows for better forecasts, than the SES, mainly
due to its high flexibility in modeling the data. Using the component form described previously, the
equations for Holt’s trend model are:
Forecasting equation: ̂
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Level equation:
Trend equation:
The concept is the same as in SES, as the level equation,

t is

an estimate of the level of the time series Y

at period t, α is the smoothing parameter for the level, with the same condition: 0 ≤ α ≤ 1 and the
forecasting equation gives the forecasted values at period t+1. The newly added trend equation, bt is a
weighted average of the estimated trend at period t, based on the previous estimate of the trend factor,
and bt. The smoothing parameter for the trend is now the

≤ β ≤ , in which the same

conditions with α are met. If β is close to 1 only the most recent value of the estimated trend is taken
into consideration, whereas the close it is to 0 the more are the weights that are assigned on the older
observations.
An important difference between SES model and Holt’s linear trend model is the fact that, the
forecasting function of SES is flat, as stated previously, while the forecasting function of Holt’s model is
trending, due to the forecasts being a linear function of h, because the h-step forward forecast is equal
to the last estimated value of the level, plus h times the last estimated trend value. In general, this
method is superior to the simpler single exponential smoothing.

3.1.2c Holt-Winters’ seasonal method

An extension to Holt’s linear trend (triple exponential smoothing) method was introduced by Winters
(1960). This method adds one more component in the equation system, the seasonal component,
rendering the model capable of capturing the seasonality existing in the series. The smoothing equations
are now three, namely the level smoothing equation,

t with

the smoothing parameter α, the trend

smoothing equation, bt with the smoothing parameter β and the newly added seasonality smoothing
equation st with the smoothing parameter γ.
This method has two actual variations, based on the type of the seasonal component. So, just like in
the decomposition method, when the seasonal pattern is not varying with the level of the series, or it is
simply constant, the additive variation of the Holt-Winters’ method is preferred, whereas if the seasonal
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fluctuations are proportional to the level of the series, then the multiplicative variation of the model is
more attractive.

o

Additive method:

In this method, the seasonal factor is expressed in absolute terms in the scale of the series and in the
level the series is smoothed by subtracting the seasonal component.
Forecasting equation: ̂
Level equation:
Trend equation:
Seasonal equation:

In the equation above, m denotes the frequency of the seasonality, which means that for monthly data
m = 12, k is an integer and ensures that the estimates of seasonality used in the forecasting equation
will be coming from the last year of the sample. The trend equation is exactly the same as the one used
in Holt’s linear trend model and the level equation is a weighted average between the seasonal adjusted
term (

. Lastly, the seasonal equation, denoted by st

and the non-seasonal term

is actually a weighted average of the present seasonal index and the exact same index of m periods ago,
which in the current dataset, due to being arranged in months, is translated to one year ago. The
restriction on the smoothing parameter γ is 0 ≤ γ ≤ 1-α, due to the fact that, the seasonal equation can
be rewritten as:

and by substituting the

t we

get the same equation as the one above:

In this equation we can see that the restriction on the smoothing parameter is 0 ≤ γ˙ ≤ 1, which is same
as 0 ≤ γ ≤ 1-α, if we denote γ = γ˙(1-α). Replace γ on the equation, gives:
,
which is the equation presented in the first paragraph.
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o

Multiplicative method:

Using this method, the seasonal factor is expressed in percentages and the series is seasonally adjusted
through a division by the seasonal component. The equations are the following:
Forecasting equation: ̂
Level equation:
Trend equation:
Seasonal equation:
The main problem of the Holt-Winters’ method is determining the optimal values for the smoothing
parameters α, β and γ. The ideal way of finding the optimal values is through minimizing the MSE or
MAE and this can only be done through trial and error. An experienced forecaster may be able to
approach the best values based on previous experiences, but he will probably have to try out different
parameter combinations in order to find the best possible ones.

3.2 ARIMA, Box-Jenkins approach
One of the most used methods in forecasting economic and business time series is the well-known BoxJenkins methodology. This methodology consists of 4-stage iterative process and focuses on finding an
optimal ARIMA (p, d, q) model, which describes the behavior of the data and then attempt to conduct
forecasts using this ARIMA. These stages (with a short description) are:
o

Identification: during this stage, the goal is to specify the order of p, d, and q, where p is the
number of lags for the AR part, d is the number of differences that needed to be taken in order
to achieve stationarity of the series and lastly, q is the number of lags of the MA part.

o

Estimation: after specifying the parameters of the ARIMA model, we proceed on estimating
them with the use of different econometric methods, such as Ordinary Least Squares (OLS) and
Maximum Likelihood Estimation (MLE)
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o

Diagnostic checking: during this stage, the forecaster needs to run some statistical tests which
will determine whether the model can be used on forecasting or not. If the model is not
appropriate, then stages 1-3 have to be repeated, until an appropriate ARIMA is found.

o

Forecasting: in this stage the forecaster proceeds on conducting forecasts using the most
appropriate method found after going through the previous stages.

Some references tend to consider this a 3-stage method as the group into one stage the estimation and
model diagnostics. According to these references the stages are: a) identification, b) estimation and
diagnostic checking and lastly c) forecasting. However, this thesis will consider the 1st approach to be
more appropriate and so it will refer to the Box-Jenkins methodology as a 4-staged process.
The theory behind the ARIMA process is an extensive one, so there is going to be an attempt to fit as
much as information as possible, without overextending this part.
Regarding the notation that will be used throughout this whole process, L is defined as the “Lag
operator”, referred to as “backshift operator” and defined as B in the literature. This L operating on the
series Yt , has the effect of lagging or shifting back the data by one period:

Increasing the power of L by n, lags the data by n periods. Using as an example the second power we
can see that:

The Δ symbol is used to denote the differences of the series. So the first differences of the series can be
written as:

Combining these two we can get the following:
,
which is a first differenced series, using both the Δ and the L operators. This way we can write the
Second order differences:
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Generalizing this concept, the d th- order difference of a time series can be expressed as:

Defining a general ARMA (autoregressive moving average) model:

As it can be seen by the equation above, the series Yt is a function of the series past values
(autoregressive/AR part), of a random error/white noise εt and a weighted moving average of its past
errors (moving average/MA part). The constant of the equation is δ or else c, as seen in some
references. The letters α1, α2 ,…, αp are the coefficients of the AR(p) part and respectively θ1, θ2, …, θq are
the coefficients of the MA(q) part. Using the Lag operator and rearranging we get:
(

)

And by defining the polynomials:
and

We get the short form of the ARMA models:

This form can easily describe an Integrated ARMA or ARIMA (p, d, q) with d being the number of
differences needed to become stationary. So a non-stationary ARMA, which becomes stationary by
taking the first order differences, or an ARIMA (p, 1, q) can be expressed using the polynomial form:
,
where
In general an ARIMA (p, d, q) can be expressed as:
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There are many variations of the ARIMA models, which can be identified by the values of p, d and q
respectively. For instance an ARIMA (p, d, q) with q = 0 is an ARIMA (p, d, 0) or an ARI (p, d). An ARIMA
(0, d, q) is the same as an IMA (d, q) and so on. After covering the main notation that will be used, we
can proceed in explain the 4 stages of the Box-Jenkins methodology.

Identification
The first step in the identification stage is to check whether the series is stationary or not. This can be
quite easily checked just by plotting the raw data and searching for signs of trend, cyclicality, seasonality
or other characteristics of a non-stationary series. Another way is by plotting the autocorrelation
function (ACF) and checking whether it drops to zero quickly or not. If the ACF drops to zero quickly, the
series will probably be stationary, on the contrary, a slow decrease is a sign of non-stationarity. If the
series is not stationary, Box and Jenkins suggest differencing the series, which in most cases will turn a
non-stationary series into a new stationary one, as described earlier on the methodology part. After
taking the first order differences of the series, the process of checking for stationarity is repeated and if
the series still remains non-stationary, second order differences are suggested. Box and Jenkins
suggested that differencing the series more than what is deemed necessary, should be avoided, as it
increases the risk of overdifferencing, something not desirable at all. It is actually observed that most
economic series are becoming stationary after taking first or second order differences.
The way of checking for stationarity, described above, is not objective, which is the reason why it should
only be used as an empirical way of searching for signs of non-stationarity, while some other more
objective and statistically strict tests for stationarity should be used. One of the best and most
frequently used ways of testing for stationarity is the unit root tests. When a series is not stationary, it is
said to have a unit root. When dealing with a simple model like an AR(1) for example, we can say that
the series is stationary if the autoregressive coefficient α is in absolute values less than 1 (|α| < 1).
However, if α = 1 then the series is not stationary, it has a unit root. When this coefficient α = 0.9, it is
stationary, but behaves like a non-stationary series as the ACF decreases slowly, it is a near-unit root
process. This is the intuition behind the unit root tests. The unit root test to be used in this paper is the
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Dickey-Fuller test (DF), which tests for stationarity with the null hypothesis being non-stationarity, or
H0: α = 1 (unit root process) and the alternative hypothesis being stationarity or Ha: α < 1. It should be
noted that we do not test for α > 1, as the series deviates and has no economic meaning. No rejection of
the null hypothesis means that the series is I(1), which implies non stationarity. It can be shown (but is
out of the scope of this thesis) that the t statistic of this test does not follow the known distribution t,
does not meet the asymptotic properties that are required and suffers from downward bias, due to the
existence of a lag of Yt . A suggestion to this problem was the subtraction of the lag yt-1 from each part of
the starting AR equation, transforming the testing equation to

, where

. The null hypothesis is still the non-stationarity, H0: β = 0, but still suffers from bias. To counter that
problem Dickey and Fuller manufactured some modified critical values of the t distribution which seems
to work better and are the ones used to decide whether to reject the null hypothesis or not. If the series
in not stationary or I(1), first differences should be taken and then run the same unit root test on the
new (first differenced) series to check for stationarity. This simple Dickey-Fuller test cannot be used to
check stationarity for higher order ARIMA (p, d, q) models.
When dealing with higher order ARIMA (p, d, q) it is more appropriate to use an Augmented DickeyFuller test (ADF). This test follows the same process, meaning that we first check for stationarity on the
level of the series and if the null hypothesis is not rejected, the series of the first differences is created
and used for the test. This process is repeated until we reach a stationary series. Both the DF and the
ADF are using three equations, one without drift, one with constant and one with constant and drift.
The forecaster has to decide which equation to use based on the series plot and personal experience, or
by proceeding on a regression and choose which equation to use based on its statistical significance. The
ADF uses multiple lags of the series, the number of which can be chosen based on certain criteria, such
as the Akaike Information Criterion (AIC), the Bayesian/Schwarz Information criterion (SIC) etc. Many
statistical packages have the choice to pick the model with the best criterion and use it for the test. The
most important part is to choose whether to reject the null hypothesis or not. As mentioned above
Dickey and Fuller suggests modified critical values, called DF critical values in the literature. The test,
basically, gives a so-called ADF t-statistic which has to be compared with the DF critical values on all
levels of statistical significance α (α = 1%, 5% and 10%). The rule is that if the ADF t-statistic is negative
and in absolute values larger than the critical values for all levels of statistical significance, we reject the
null hypothesis and the series is stationary. However, if the ADF t-statistic is negative, but in absolute
values smaller than the critical values for 1%, 5% and 10% or the ADF t-statistic is positive, the null
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hypothesis cannot be rejected, which means that the series is not stationary and further differences
have to be taken.

After specifying the number of differences, d, that need to be taken in order to reach stationarity, we
proceed on specifying the right order of p and q of the ARMA (p, q) that best fits the (differenced) data.
This can be done by examining the ACF and PACF plots and deciding based on where the autocorrelation
coefficient, ρk, or the partial autocorrelation coefficient, φkk, drop to zero. Dimelis S. (2013) presents in
her book “Modern Methods of Time Series Analysis and Forecasting” a table of the characteristics of
some certain ARMA (p, q) models, regarding their ACF and PACF behavior, where ρk and φkk are the
autocorrelation and partial autocorrelation coefficients respectively.

Model
White noise
AR (1)
AR (2)
AR (p)
MA (1)
MA (2)
MA (q)
ARMA (1,1)
ARMA (p, q)

ACF

PACF

All zero: ρk = 0

All zero: φkk = 0

Decaying geometrically to zero from ρ0 =
1
Decaying geometrically or sinusoidal to
zero from ρ2
Decaying geometrically or sinusoidal to
zero
Zero after ρ1

Zero after φkk = ρ1

Zero after ρ2

Decaying geometrically or sinusoidal

Zero after ρq

Decaying geometrically or sinusoidal

Decaying geometrically from ρ1

Decaying geometrically from φ11

Zero after φ22
Zero after φpp
Decaying almost geometrically

Decaying geometrically or/and
Decaying geometrically or/and
sinusoidal after ρq
sinusoidal after φpp
Table 3.1: Characteristics of ARMA (p, q) models

It is possible to end up with more than 1 appropriate ARMA models, as it is difficult to specify a unique
model that fits exactly the data. The selection of the best model will be done after estimating and
applying residual diagnostics (stage 2 and 3 respectively), but a general rule is that the forecaster should
examine first the simpler model/lowest order ARIMA (p, d, q) and then proceed to higher order ARIMAs,
based on the principle of parsimony. The selection process and criteria will be described after stage 3 of
the Box-Jenkins methodology.
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Estimation

After specifying the appropriate ARIMA (p, d, q) models, the next stage is to estimate them. A very
important condition that must be met in order to estimate the model is having a large sample of
observations of the actual series Yt. There are three mainstream estimation methods, the method of
moments, Least Squares method (LS) and Maximum Likelihood Estimation method (MLE). The decision
of which of these methods to use is based on the order of the specified ARIMA. It is important to note
that the theory and analysis of each method is beyond the scope of this thesis, only some minor
information on the method selection will be given.
Starting with the method of moments, this method is really good in estimating the coefficients of
autoregressive models, especially the AR(1) and AR(2) (using the Yule-Walker equations). On the
downside this method seems to lack when it comes to estimating MA(q) and higher order mixed
ARIMA(p, d, q) models, as it uses only the first p + q lags ignoring the rest autocorrelation factors. This
makes the method of moments an inappropriate estimation method, as the produced forecasts are not
credible enough.
The Least Squares method is one of the most used econometric techniques in estimating the
parameters of ARIMA models and gives pretty good results. When estimating a higher order model, for
instance an AR(p), it is called conditional least squares method since the estimators arise by using the
observations starting from the period t = p+1,…,N. Using these observations violates one of the LS
assumptions, making the estimator biased. Nevertheless, for large samples the LS estimators are
consistent, since they are almost normally distributed, which satisfies their asymptotic assumptions.
Concluding, it is better to avoid using this method for estimating high order ARIMA models, especially if
the sample is large, since the LS estimators may be consistent, but they are also biased.
The third method is the Maximum Likelihood Estimation and is probably the most used estimation
technique. It can be used to estimate all types of mixed ARIMA models, producing either conditional ML
estimators or full information ML estimators. When using a small size, the difference between the
conditional estimators with the full information ones can be substantial, but when the sample is large
enough the difference is almost non-existent. Furthermore, is it proven that in large samples, the actual
difference between conditional LS estimates and conditional ML ones is quite insignificant. Taking
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everything into consideration, it is safe to assume that the Maximum Likelihood Estimation is slightly
better, which is the reason that is used more often for larger samples.
After applying the estimation method, a table is given with useful information that will be used during
the later stages of the Box-Jenkins methodology, such as the coefficient of each variable, standard error,
t-statistic, p-value,R2 and adjusted R2 ( ̅ ), standard error (S.E) of the regression, Durbin-Watson (DW)
statistic, certain information criteria (AIC,SIC,HQC) etcetera. The coefficient of the variables will be used
to forecast the future values, while it can also be used along with the standard error to calculate the tstatistic (which in most statistical packages/libraries is printed in the table), which will be used in the
test of statistical significance. R2 and ̅ are measures of goodness of fit, they measure how well the
predicted values approximate the observed ones, or formally, what percentage of the model’s variance
is explained. DW statistic is a measure of the existing autocorrelation, as explained earlier and the
information criteria will be used in deciding which model is the best. Usually, a low value of AIC or SIC is
a signal of higher quality of the model in comparison to another one.

Diagnostics
The next stage, after specifying and estimating an ARIMA model, is to run some diagnostics and choose
the most appropriate models. According to Box and Jenkins some residual diagnostics are required as a
first step. Based on the principle of parsimony, the forecaster should initiate the diagnostics starting
from the simplest model (the one with the lowest order of p, d, q) and then move to more complex
ones. The residual diagnostics involve, checking the randomness of the residuals (white noise process)
and whether they are normally distributed or not.
There are many ways to check the randomness of the residuals, with the simplest being the descriptive
method. This involves plotting the actual/observed values, the fitted values and the residuals in a single
plot. The residuals used in this plot are standardized ( Z( ̂ ), which means that the mean is subtracted
from each εt and then divided by the standard error of the series, in order to follow the standard normal
distribution. This plot will provide info on the existence of extreme values, abrupt fluctuations or breaks
and other types of heterogeneity1. It would, also, be helpful to plot the squared (standardized) residuals.
1

̂

̂

⁄ ,

,
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Another way is, to use an actual statistical test of randomness, where the null hypothesis is that the
residuals are not correlated, meaning that they are random, H0:
Ha:

vs

for at least one j. The decision of whether to reject H0 (=white noise) or not is taken, based

on the Box-Pierce Q-stat (QBP) or the Ljung-Box adjusted Q stat (QLB ~ x2). A p-value = prob > 0.05 leads
to not rejecting the null hypothesis, which means that the residuals are random.
The next step is to check if the residuals are normally distributed. If the residuals turn out to not be
exactly normally distributed, the estimated model cannot be used for forecasting purposes. One
solution to this problem is estimating another model or applying a quantile regression. A first approach
is to plot the histogram of the residuals (or standardized residuals) and check if the shape resembles
that of the normal distribution. Another way is by using the QQ (Quantile – Quantile) plot. This is a
probability plot which shows the theoretical values of the normal distribution against the empirical ones
from the specified model. It can be inferred that the residuals are normally distributed, if the line of the
series fits the line of the normal distribution. Another way is by using the centralized 3rd and 4th
moments, skewness (S) and kurtosis (K), otherwise called measures of dispersion. The standard normal
distribution, N(0,1), has values S = 0 and K = 3. If the series has the same values then it follows the
standard normal distribution, however if S > 0 the distribution is positively skewed and if S < 0 then the
distribution is negatively skewed (the type of asymmetry can also be seen in the QQ plot). Also, If K > 3
the distribution of the series is leptokurtic, while the distribution is platykurtic for K < 3.
After the residual diagnostics, it has to be checked whether the stationarity and invertibility conditions
are violated or not. ARMA models have certain characteristics regarding these two conditions. AR
models can always be inverted, regarding the MA models only the invertibility condition has to be
examined, as these models are always stationary. Lastly, in mixed ARIMA models, the stationarity is
examined in the AR part and the invertibility in the MA part. Dimelis S. (2013) provides in her book
“Modern Methods of Time Series Analysis and Forecasting”, a table of these conditions and when they
are met, which will be used as a guideline (table 3.2).
In this stage, we can also check the goodness of fit measures, along with the tests of statistical
significance through the t-statistics, which were given in the table during the estimation stage. More
specifically,

and ̅ have to be close to 1 (0 <

< 1 , 0 < ̅ < 1), since the closer their value is to 1,

the more variance is explained by the model. Another measure is the standard error (S.E.) of the
regression. As the value of the S.E. gets lower, the better gets the fit. Last but not least, a high p-value
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(prob > 0.05) means that the variable is not statistically significant and has to be dropped out of the
equation (the p-value of the constant is irrelevant, so normally it is not include in these tests). A
condition that has to be met when estimating ARIMA models, is the conditional homoscedasticity, which
means that the variance does not change over time. This can be checked through an ARCH test and if
the model suffers from conditional heteroskedasticity (the variance changes through time), then an
ARCH or GARCH model has to be estimated (these models are beyond the scope of the thesis).
At last, another important step is to compare the information criteria, which will help in the model
selection. The most important information criteria are the Akaike Information Criterion (AIC) proposed
by Akaike (1974), the Schwartz Information Criterion (SIC) proposed by Schwartz 1974, otherwise called
Bayesian Information Criterion (BIC) and the Hannan-Quinn Criterion (HQC) proposed by Hannan and
Quinn (1979). These criteria work by setting a penalty on the increase of the model’s parameter, which
in a way goes hand in hand with the principle of parsimony. The general rule is, that after estimating the
specified ARIMA models, the best is selected based on the values of these criteria, the lower the value
the better is the model. The ideal is to choose a model based on all the criteria, as sometimes they seem
to “agree”. If the criteria do not agree, SIC should be prioritized as it leads to models of lower order,
compared to the AIC and has better asymptotic properties. It is, also, proven that SIC is asymptotically
consistent and can be used even for smaller samples (N

16), while AIC is biased due to overestimation

of the parameters. Lütkepohl (2005) suggested that these criteria, during the selection of the order p of
an AR(p) model, are related to each other by:

≤

≤

, with

() denoting the

order p of the AR model based on each criterion, implying that SIC suggests the lowest possible order (at
least for the autoregressive models) and AIC the highest.2

2

AIC =
SIC =
HQC =

, where

N=number of observation used

=ML estimation of the residuals’ variance, n=number of the estimated parameters,
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Model

Equation

Stationarity

Invertibility

AR(1)

Always invertible if stationary

AR(2)

Always invertible if stationary

AR(p)

The roots of the A(L) lie

Always invertible if stationary

outside of the unit circle
MA(1)

Always stationary

MA(2)

Always stationary

MA(q)

Always stationary

The roots of the Θ(L) lie
outside of the unit circle

ARMA(1,1)
ARMA(p,q)

The roots of the A(L) lie

The roots of the Θ(L) lie

outside of the unit circle

outside of the unit circle

Table 3.2: Stationarity and Invertibility conditions

Forecasting

The last and most important stage of the Box-Jenkins methodology is called forecasting. Basically, after
identifying, estimating and applying diagnostic tests, we use the most appropriate ARIMA model to
forecast the future values of the series. There are 2 types of forecasts, point forecasts and interval
forecasts. Point forecasts produce a specific forecasted value for the next period, while the interval
forecast involves, forecasting an interval in which the real value is expected to be. In practice, when
forecasting a future value, confidence interval is plotted as well, since it is quite difficult to verify the
point forecast. The accuracy of the forecasts depends on the forecasting error, the less the forecasting
error, the more accurate will the forecasted value be. Therefore, in this stage we will proceed in an expost (in-sample) forecast, using the different models examined on the previous stages and finally select
the model with the lowest forecasting error. Later, this model will be used for an ex-ante (out-ofsample) forecasting for a set number of periods. There is no actual way to verify the out-of-sample
forecasts, other than comparing the forecasted values with the forecasts done by other researchers or
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big economic institutions and organisations, such as systemic banks and OECD (Organisation for
Economic Co-operation and Development).
During the forecasting process, some errors may arise. These errors are often caused by model missspecification, by errors during the estimation process or any other stage of the methodology and
sometimes by the nature of the random factor itself, even if the model is correctly specified. In these
cases the process has to be repeated and probably some alternative models have to be specified.
As specified above, the goal of this stage is to find the optimum forecast, which is obtained by the
model with the lowest forecasting error. In order to do that, an optimization rule must be applied, which
is usually a loss function, such as the MSE. It can be proven that the forecast which minimizes the MSE is
, of this series.3 Furthermore, even though the forecasting will be

the conditional expectation,

done using Python, some properties are defined, which will be of great use during the forecasting
process. Regarding the conditional expected values of the series Yt:

o

(

)

o

(

)

̂

,
,

Regarding the conditional value of the stochastic white noise process
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Finally, regarding the forecasting errors:
o

̂
̂

,

These properties will be used during the process of forecasting the specified ARIMA. However, the
forecasting function cannot be defined yet, as it differs based on the ARIMA (p, d, q) model. The general
rule is, that the forecast of the series Yt for the next period is equal to the condition expected value of
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,
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this period, ̂

, which is calculating by shifting the ARIMA equation one period ahead. After the in-

sample (in the test subset of the data) forecasting is over, certain measures of forecasting evaluation are
used to decide which of the fitted models, is the most appropriate. Some of these measures are the
following: MSE and RMSE, MAE, MAPE and Theil’s Inequality coefficient (U-statistic). Their definitions as
well as their advantages and disadvantages will not be presented in this section, since they are listed,
earlier, in pages 14-16 of this paper. After the selection of the optimal forecasting ARIMA (p, d, q)
model, it is used to perform out-of-sample multi step forward forecasting. Step forward forecasting
process of ex-ante forecasting for an n number of periods, so when the data is monthly and the
forecasting needs to be done for one year, or 12 periods ahead, this process is called 12-step forward
forecasting. In general, ARIMA models are great for short term forecasting, which means that they will
give quite good results when used for in a 12 step forecasting process.
Summing up, the Box – Jenkins methodology is an iterative process of identifying specific ARIMA
models based on the data, estimating them, checking whether they are statistically correct, performing
in-sample forecasts and finally, based on their forecasting accuracy, selecting the best model to be used
in out-of-sample forecasting.

3.3 Seasonal Autoregressive Integrated Moving Average (SARIMA) models
The Box – Jenkins ARIMA methodology, described above, is meant to be used on non-seasonal data.
However, seasonality is a common phenomenon on time series, especially on economic time series and
that is why specific methods are used to tackle it. First of all, time series decomposition is a good way to
specify the seasonality, as described previously on page 16-18, breaking down the series into its 4
components, Trend, Cyclicality, Seasonality and the Error (irregular component). It is recommended by
the literature, to deseasonalize the data with the use of seasonal dummy variables, the Fourier series or
by applying smoothing techniques, like the ones described on the smoothing section. After the seasonal
component is subtracted from the data, the standard Box-Jenkins methodology can be applied, with the
danger of overfitting the data and getting misleading forecasts.
The solution to this was proposed by Box and Jenkins (1976 & 2008) and it involves the identification of
a stochastic seasonal ARIMA type model, which resembles the standard ARIMA one and in short it is
mentioned as SARIMA. The process for the SARIMA models is pretty much the same as the simple
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ARIMA, but some definitions need to be made first. There are two types of SARIMA, the additive and the
multiplicative model, with the multiplicative model seeing more use, due to being able to estimate the
interactions. Further explaining the statement above, in the additive model due to the terms being
added, no interaction is mapped between the seasonal and non-seasonal factor. Meanwhile in the
multiplicative model, the seasonal terms are multiplied by the non-seasonal ones resulting in the
creation of non-linear interactions. The general multiplicative seasonal ARIMA model is denoted as
ARIMA (p, d, q)(P, D, Q)s and is determined by 7 constants (p, d, q, P, D, Q, s) defined, using the Lag
operator as :

The (p, d, q) part is the non-seasonal ARIMA part, used in the standard Box-Jenkins methodology, whilst
the capital letter P, D, Q belong to the seasonal part and are interpreted in the same manner, P is the
order of the seasonal autoregressive part, D is the number of seasonal differences that need to be taken
in order to achieve stationarity and Q is the order of the moving average part. The constant s is the
seasonality index, so for monthly data s = 12, for weekly data s = 7, for quarterly data s = 4. In the
equation above, A(L) is the polynomial for the non-seasonal AR part, Φ Ls) is the polynomial defined
for the seasonal AR part, Θ L is the polynomial for the non-seasonal MA part and Θ Ls) is the
polynomial for the seasonal MA part of the equation. The terms (1-L)d and (1-Ls)D denote the
differences and the seasonal differences (1-Ls)D, respectively, needed to be taken in order for the series
to become stationary. This seasonal ARIMA (p, d, q)(P, D, Q)s can be viewed as a stationary ARMA (p,
q)(P, Q)s by defining the time series of the differences wt:

And re-writing the equation as followed:

In general, every multiplicative seasonal ARMA constitutes a specific case of an ARMA model, with an AR
part of order p + Ps and an MA part of order q + Qs.
A restriction of this seasonal time series analysis is, that the dataset should consist of at least

or

observations and 36 autocorrelations, given the fact that due to the lags, differences and seasonal
differences, a total of s + d + D number of observations is lost. An interesting empirically proven fact is
that, the most often seasonal ARIMA models fit into economic time series seem to be the ARIMA of
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order (1, 1, 0)(0, 1, 1)s and the ARIMA (0, 1, 1)(0, 1, 1)s. It has, also, been observed that, regarding
monthly data (s = 12) the order of seasonal AR and MA parts, as well as the order of seasonal
differences, rarely exceed 1 (P = Q = D = 1), which is a good thing as it follows the principle of
parsimony.
The process followed in the analysis of seasonal time series suggested by Box and Jenkins, follows the
same steps as the standard Box-Jenkins methodology. Due to the extensive analysis that was done on
the previous section (pages 28-39), only the main points of the methodology, as well as the differences
in each stage will be given. In the identification stage, the series is plotted in order to get a first hint of
the possible existence of the seasonality and/or trend. The correlogram is, then, checked to confirm if
the autocorrelation coefficients

decay exponentially or geometrically in a fast or slow rate. After

identifying the standard ARIMA (p, d, q) part, following the identification stage of the Box-Jenkins
methodology, we move to identify the seasonal terms Ps, Ds and Qs. The seasonal fluctuation can be
seen easily through the correlogram, by checking if there is a spike in a certain lag, k, but no other
significant lags. The existence of this significant spike on a specific lag k, accompanied by other spikes
following a fixed interval, 2k, 3k and so on, leads to safely assume the existence of seasonality, k, in the
data, which is equal to the number of lag, s = k. As mentioned previously for monthly data s = 12.
Isolating the autocorrelation coefficients

,

,

, if a slow decay is observed, seasonal differences,

should be taken, until stationarity is reached, in order to specify the D of the ARIMA (P, D, Q)s.
Seasonal differences are defined as:
,
which means that 1st order seasonal differences, D = 1 is defines as:
,
substituting s = 12:

Box and Jenkins suggest that, if the autocorrelation on the original series is strong, we should, first, take
the

differences and then the seasonal differences,

visible after taking 1st differences or any number of

, as the seasonality fluctuations tend to become
differences. After taking the seasonal and non-

seasonal differences and specifying the order of d and D, the ACF and PACF plots of the differenced
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series are examined in order to specify the order of p, q, P and Q of the ARIMA (p, d, q)(P, D, Q)s. The
process of specifying p and q, is exactly the same as the previously described one and can be done with
the help of table 3.1. The specification of the seasonal terms P and Q, follows the same principle, but
uses the lags s, 2s etc. So, for example, a seasonal ARIMA (0, 0, 1)12, or else an ARIMA (0, 0, 0)(0, 0, 1)12
will show a significant spike at the 12th lag of the partial autocorrelation function, while the
autocorrelation function is decaying geometrically to zero. A good way of easing up that process is by
isolating again coefficients for lags s, 2s, 3s and then try to specify the order of P and Q.
The estimation stage is pretty much the same. After specifying one or more multiplicative ARIMA (p, d,
q)(P, D, Q)s, we estimate them using either the LS method or the MLE method, where the same
properties are applied. In the next stage, the diagnostics, we first check whether the residuals are
random and normally distributed. Moving on, we examine, if the model satisfies the stationarity and
invertibility conditions for both the seasonal and the non-seasonal term, using table 3.2 as a guideline. If
the specified models are appropriate, we can move to the final stage, otherwise the three stages should
be repeated until an appropriate model is specified.

Final stage is forecasting. Again, the process starts by using the specified ARIMA (p, d, q)(P, D, Q)s
models to apply in-sample forecasting and selecting the best performing model by the certain measures
of forecasting accuracy described earlier. Subsequently this model will be used for out-of-sample multi
step forward forecasting. Below is an example of forecasting using an ARIMA (0, 1, 1)(1, 0, 1)12. By
removing the seasonal term (P, D, Q)s, or in this case (1, 0, 1)12, this example can be used in forecasting a
non-seasonal ARIMA. Using the Lag operator, the ARIMA (0, 1, 1)(1, 0, 1)12 is:
,
which can be written as:

The forecasting equation for one period ahead is equal to the series conditional expected value for this
period, ̂
̂

So shifting the equation one period ahead and setting it equal to ̂

:
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By continuing to shift ahead the periods, t, we are getting:
̂

̂

̂

̂

.
.
.
̂

̂

̂

̂

̂

̂

̂

This means that for h > 13 the forecasting equation does not include any of the MA terms, so the
forecast will be a function of solely the series previous values:
̂

̂

̂

,

To sum up, the seasonal ARIMA (SARIMA) models are a specific type of ARIMA models, used when
seasonality is present in a dataset and defined as ARIMA (p, d, q)(P, D, Q)s. The multiplicative model is
the one preferred by researchers, since it models the non-linear interactions between the seasonal and
non-seasonal terms. The process of selecting a SARIMA model follows the same steps, suggested by Box
and Jenkins regarding the non-seasonal ARIMA and it involves the identification of one or more possible
models, the estimation using the Least Squares or Maximum likelihood methods, the diagnostics in
order to check the appropriateness of the model/s and finally the ex-post (in-sample) forecasting for
model selection purposes and the ex-ante (out-of-sample) forecasting. Due to the similarities, these two
processes can be carried out simultaneously for time efficiency purposes.
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4 Empirical Results
This section starts with a presentation of the data along with some useful descriptive statistics,
followed by the empirical results, produced by the application of each method that was described in the
previous section. Subsequently, these models will be compared, based on their Root Mean Squared
Error, in order to select the best performing one. Finally, the selected model will be used to perform a
step forward forecast, check whether it follows the economic theory and attempt a comparison with the
forecasts of specific economic institutions. It should be noted that every method used in this section was
described extensively in the previous one (pages: 12-44), so only the empirical results of each method’s
application will be presented.

Data and descriptive statistics

(Figure is the same as 2.1 so it will not be listed)
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The data used in this thesis is Greece’s inflation rate (so the observed values are basically percentages),
measure with the CPI index (Consumer Price Index), dated from June 1958 to April 2018, with a total of
719 observations and the month being the base time period.

CPI Descriptive Statistics
Count

719

Mean

8.179458

Standard Deviation

8.156754

Min

-2.85

25%

2.09

50%

4.08

75%

14.105

Max

33.8
Table 4.1 descriptive statistics of the data

As can be seen in the table above, the mean equals to approximately 8.18 and the standard deviation is
8.15. The minimum and maximum values are -2.85 and 33.8 respectively, while the 1st quartile is 2.09,
the 2nd quartile is 4.08 and the 3rd one is 14.105.
The next step is to split the dataset into two subsets, the “train” set and the “test” set. Each model will
be fit on the train set and then will attempt to forecast the test set. This will show how good every
model is at forecasting future values, by forecasting the already known ones, which of course were not
used in the fitting process. After using the models to forecast the test set, the RMSE of each model will
be calculated in order to enable the comparison between each model and select the best performing
model. According to the literature, the dataset will be split into portions of 70% and 30%, with the train
set being the 70% and the test being the rest. So the 719 observations of the dataset will be split into
503 observations on the train set and the rest 216 on to the test set. On the figure below, the blue line
represents the train/initialization set and the orange one the test set, as can be seen in the legend.

48

Figure 4.1: Train and Test subsets

Now that the two subsets are defined, we can proceed on to applying the forecasting methods, fitting
the models and getting the in-sample forecasts.

4.1 The Naïve Approach
The naïve approach is a very simple model, as it uses only the previous data point in order to forecast
the next one, assuming that the last observed point is equal to the expected value of the next point,
̂

This leads to a straight forecasting line, but it can actually be a good method for forecasting

only one period ahead, plus it is cost and time efficient.
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Figure 4.2: The Naïve Forecast

In the figure above, the green line denotes the forecast on the test set. It, actually, seems like the
model is not making such a bad fit, as especially for the first 5-6 years the fitted values are pretty close
to the observed ones. However, this model is unable to predict the breaking points on 2008 – 2010 or
the following downshifting trend. However, if the series was stationary, the forecasts might have been
even better. The RMSE of this model is 2.1552 and the MAE is 1.6829.

4.2 The Simple Average
This method uses the mean of all past observations in order to forecast the new one, ̂
̅

∑

̅ , where

. The mean remains constant, so the forecast will be a straight line. Obviously, this

technique requires a stationary dataset in order to work better.
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Figure 4.3: The simple average forecast

In the figure above we can clearly see that the model is not performing well, which confirms the
theory, that the mean is good forecasting approach only for stationary data. The RMSE is 9.035 and the
MAE is 8.791.

4.3 The Moving Averages
The Moving Averages of order T, MA(T), use a certain number of past observations T, to calculate the
mean and then use it for forecasting:

̅

,

And the forecasting equation for the next period is:

̂

̅

∑
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It is an iterating process, due to the fact that the mean is renewed, by adding the new observation in
order to forecast 2, 3, … ,n periods ahead. That means that the forecast for the second period will drop
the oldest observation and use the forecasted value of the previous period to calculate the new mean:

̅
And the forecasting equation for the T+2 period will be:

̂

̅

∑

Same methodology is applied on forecasts for the next periods.
The literature suggests that for monthly data an MA(12) model is the most appropriate. So just by
substituting the T with 12 on the equations above we get the forecasted values.

Figure 4.4: MA12 model

We can see that the fit is quite good and the RMSE is 2.1256 and the MAE is 1.6985.
However, it would be a good idea to try out some other models and compare them with the MA(12).
The first model will be an MA(4), which according to the literature, is better for quarterly data.
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Figure 4.5: MA4

Not much of a difference can be seen schematically, but the RMSE is 2.2270, which is worse than the
corresponding MA(12). However, MAE is 1.6736, which is better than the MA(12).
Next some higher order Moving Averages will be tried out, as the theory suggests that for a large
dataset higher order MA may give better results. So an MA(24) and an MA(60) will be fit in the data.

Figure 4.6: MA(24)

The MA(24) actually seems to be doing better in forecasting the early periods of the test set,
nevertheless it falls off on the long run. The RMSE for this model is 2.4943 and the MAE is 1.8052.
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Figure 4.7: MA(60)

The MA(60) model is obviously worse than the other models. Its RMSE is 4.0887 and the MAE is 3.5181.

Model

RMSE

MAE

MA(4)

2.2270

1.6736

MA(12)

2.1256

1.6985

MA(24)

2.4943

1.8052

MA(60)

4.0887

3.1581

Table 4.2: Comparison of Moving Averages

The table above lists the RMSE and MAE of each specific model. Regarding the RMSE, the MA(12) model
was the best with an RMSE of 2.12, but MA(4) seems to be better according to MAE with 1.67. We
conclude that the most appropriate model is the MA(12) as suggested by the values of RMSE and is in
agreement with previous evidence.
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4.4 Single Exponential Smoothing
The next method that is going to be used and evaluated is the Simple Exponential Smoothing, or in
short SES. This method attempts to place weights on the observations, using the parameter α, 0 ≤ α ≤1,
where if this parameter is between 0 and 1, the weights decrease exponentially. The closer the
parameter is to 1, the more weight is placed on the latest observations and vice versa.
The smoothing equation is:

,

While the forecast equation is: ̂
Regarding this specific series, judging by how the test set is plotted, it would probably be better to
assign more weight to the latest observations, so α = 0.9.

Figure 4.8: SES with α = 0.9

It can be seen that the fit and forecast are pretty good, but at least schematically the difference
between this model and the MA(12) does not seem significant. However, this model’s RMSE is 2.1695
and its MAE is 1.6782.
Is it deemed necessary to find the optimum α, the one which minimizes the model’s RMSE. Some more
SES models will be presented below, in order to show schematically the difference between the models
for a change in the value of α
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Figure 4.9: SES with α = 0.6

Figure 4.10: SES with α = 0.1

There is an obvious difference between the three models presented, especially between the SES with
α = 0.9 and the one with α = 0.6. This difference will be visible in the RMSE, so in order to select the best
value for α, many variations of the model were fit.
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Model with α =

RMSE

MAE

0.1

2.3471

1.7102

0.2

2.1987

1.6735

0.3

2.1983

1.6736

0.4

2.2070

1.6732

0.5
0.6

2.2091
2.2045

1.6732
1.6733

0.7

2.1952

1.6738

0.8

2.1832

1.6756

0.9

2.1695

1.6782

Table 4.3: Comparison of SES models

The table above shows the RMSE and MAE of each specific model. It is not safe to select a model based
on MAE as the change of its values between each model is insignificant (3rd or 4th decimal for most of the
models). Nonetheless, based on the RMSE the best models is the one with α = 0.9, which in turn
confirms our prior belief.
Just by looking at the plotted data it is easy to understand that the series is trending and the seasonal
fluctuation are visible. However, another way of checking for trend and seasonality is through time
series decomposition.
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Figure 4.11: Time Series Decomposition

The goal of this method is to break the series down to its components, which, as mentioned in the
methodology part (pages 17-19), are Trend (Tt), Cycle (Ct), Seasonal component (St) and the
Error/Irregular component (Et). Trend and cyclicality are combined in the “Trend” plot and signs of
trend can be seen, especially between the years 1965 – 1995. Furthermore, in the third plot (“seasonal”)
we can observe that the seasonal fluctuations follow a specific pattern. The next two smoothing
methods will attempt to smooth these components in separate equations and then combine them in a
forecasting one.

4.5 Holt’s Linear Trend method
This is a specific method of exponential smoothing which attempts to forecast the series after
smoothing both the level of the series and the trend. This means that two parameters are included in
the model, α for smoothing the level and β for smoothing the trend. Using the component method the
three equations can be expressed as following.
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Level equation:
Trend equation:
Forecasting equation: ̂
Since there are two parameters to be selected, the process of finding the optimal combination is much
more time consuming than the SES, but it will probably give better results. The parameter selection
process is done through trial and error, which means that 92 = 81 combinations of parameters must be
estimated. This time, the models will be compared only through the RMSE.

Model (α,β)

RMSE

Model (α,β)

RMSE

Model (α,β)

RMSE

(0.1 , 0.1)

12.51

(0.2 , 0.1)

8.39

(0.3 , 0.1)

5.19

(0.1 , 0.2)

9.34

(0.2 , 0.2)

2.03

(0.3 , 0.2)

8.07

(0.1 , 0.3)

8.58

(0.2 , 0.3)

15.29

(0.3 , 0.3)

19.73

(0.1 , 0.4)

6.06

(0.2 , 0.4)

31.92

(0.3 , 0.4)

24.21

(0.1 , 0.5)

9.47

(0.2 , 0.5)

38.36

(0.3 , 0.5)

22.09

(0.1 , 0.6)

26.80

(0.2 , 0.6)

38.15

(0.3 , 0.6)

16.58

(0.1 , 0.7)

50.10

(0.2 , 0.7)

33.84

(0.3 , 0.7)

10.19

(0.1 , 0.8)

68.98

(0.2 , 0.8)

26.80

(0.3 , 0.8)

4.17

(0.1 , 0.9)

73.84

(0.2 , 0.9)

18.88

(0.3 , 0.9)

2.71

Table 4.4a: Holt’s Linear Trend model
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Model (α,β)

RMSE

Model (α,β)

RMSE

Model (α,β)

RMSE

(0.4 , 0.1)

3.75

(0.5 , 0.1)

3.45

(0.6 , 0.1)

3.68

(0.4 , 0.2)

8.58

(0.5 , 0.2)

6.98

(0.6 , 0.2)

5.00

(0.4 , 0.3)

15.19

(0.5 , 0.3)

10.36

(0.6 , 0.3)

6.36

(0.4 , 0.4)

14.86

(0.5 , 0.4)

8.00

(0.6 , 0.4)

3.18

(0.4 , 0.5)

10.36

(0.5 , 0.5)

3.07

(0.6 , 0.5)

3.22

(0.4 , 0.6)

4.45

(0.5 , 0.6)

3.81

(0.6 , 0.6)

8.56

(0.4 , 0.7)

2.79

(0.5 , 0.7)

9.22

(0.6 , 0.7)

13.61

(0.4 , 0.8)

8.54

(0.5 , 0.8)

13.91

(0.6 , 0.8)

17.98

(0.4 , 0.9)

13.90

(0.5 , 0.9)

17.56

(0.6 , 0.9)

21.82

Table 4.4b: Holt’s Linear Trend model

Model (α,β)

RMSE

Model (α,β)

RMSE

Model (α,β)

RMSE

(0.7 , 0.1)

4.18

(0.8 , 0.1)

4.82

(0.9 , 0.1)

5.57

(0.7 , 0.2)

3.13

(0.8 , 0.2)

1.84

(0.9 , 0.2)

2.29

(0.7 , 0.3)

3.16

(0.8 , 0.3)

1.82

(0.9 , 0.3)

4.06

(0.7 , 0.4)

2.28

(0.8 , 0.4)

5.67

(0.9 , 0.4)

9.55

(0.7 , 0.5)

7.36

(0.8 , 0.5)

11.77

(0.9 , 0.5)

16.60

(0.7 , 0.6)

13.08

(0.8 , 0.6)

18.24

(0.9 , 0.6)

24.18

(0.7 , 0.7)

18.53

(0.8 , 0.7)

24.75

(0.9 , 0.7)

32.05

(0.7 , 0.8)

23.72

(0.8 , 0.8)

31.36

(0.9 , 0.8)

40.15

(0.7 , 0.9)

28.87

(0.8 , 0.9)

38.25

(0.9 , 0.9)

48.89

Table 4.4c: Holt’s Linear Trend Model

The tables above show the different combinations of the hyper-parameters α and β that were fit on the
train set and their RMSE on the test set. The underlined (red color) values indicate the lowest RMSE
value for each category.
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Model (α,β)

RMSE

(0.1 , 0.4)

6.06

(0.2 , 0.2)

2.03

(0.3 , 0.9)

2.71

(0.4 , 0.7)

2.79

(0.5 , 0.5)

3.07

(0.6 , 0.4)

3.18

(0.7 , 0.4)

2.28

(0.8 , 0.3)

1.82

(0.9 , 0.2)

2.29
Table 4.5: Holt’s Linear Trend model (final selection)

It can be seen the model with α = 0.8 and β = 0.3 is the best performing one. This model will be plotted
below.

Figure 4.12: Holt’s Linear Trend model with α = 0.8 and β = 0.3

The model manages to forecast the downshifting trend of the test set quite well, with an RMSE of 1.82.
The accuracy of this model compared to the ones of the previous method is much higher; however the
cost increased a lot due to the time inefficiency as there had to be fit and forecasted 81 models.
A noteworthy fact is that if the right parameters are not used the results are catastrophic. This can be
seen in the figure below, where a model with parameter α = 0.1 and β = 0.9 is estimated.
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Figure 4.13: Holt’s Linear Trend model with α = 0.1 and β = 0.9

Overall, Holt’s Linear Trend method seems to be working really well when the data includes trend, if
and only if the parameters are set correctly, as a miss-specification will lead to bad results. That being
said, the fact that it is so time consuming, while only improving the accuracy by not so much, lays the
value of the model under consideration.

4.6 Holt-Winters’ Seasonal method
This method is an extension of the previously used “Holt’s linear trend” method, which attempts to
capture both the trend and the seasonality apart from the level of the series Yt. Essentially, HoltWinters’ model uses 3 different smoothing equations and then a forecasting one that combines them.
More specifically it uses one level smoothing equation, one trend smoothing equation and one seasonal
smoothing equation:
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Level equation:
Trend equation:
Seasonal equation:
Combined into the following forecasting equation:
Forecasting equation: ̂
This means that three parameters should be estimated, α, β and γ, making this method very time
consuming, as the forecaster would normally have to try over 700 combinations. However, Python’s
“statsmodels” api has an optimizing method, which estimates the optimal parameters by maximizing the
log-likelihood.

Figure 4.14: Holt-Winters’ Seasonal model

The optimal parameters, using this optimizing method, are proven to be α = 0.8, β = 0.2 and γ = 0.9.
After plotting the forecasts we can see that the fit was pretty good and the model attempted to capture
the seasonal component. However, the RMSE is 2.1649, which is not as good as Holt’s linear trend
model.
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Model
Naïve
Simple average
MA(12)
SES (α=0.9)
Holt’s Linear Trend (α=0.8, β=0.3)
Holt-Winters’ Seasonal (α=0.8, β=0.2, γ= 0.9)

RMSE
2.1552
9.035
2.1256
2.1695
1.8288
2.1649

Table 4.6: Deterministic models comparison

Overall, the best performing deterministic model appears to be the one produced by Holt’s Linear
Trend method with the lowest RMSE. The MA(12) was able to perform the second best forecasting out
of these models, which makes it very appealing considering its efficiency. The Naïve method has almost
the same accuracy as the SES and Holt-Winters’ models , which confirms the theory that sometimes the
Naïve approach gives good results depending on the data. Furthermore, the Single Exponential
Smoothing and Holt-Winters’ Seasonal method appear to have almost the same accuracy, but SES would
be a better choice between the two, due to having only one smoothing parameter making it easier and
faster to apply. Finally, the Mean or Simple average does not work well at all, probably due to the data
being non stationary.

4.7 Box-Jenkins Methodology

After examining the deterministic models, we move on to the stochastic one, namely the
Autoregressive Integrated Moving Average (ARIMA) models, as suggested by Box and Jenkins. The
stages of the Box-Jenkins methodology (as extensively described in pages 29 – 45) involve identifying
one or more ARIMA or Seasonal ARIMA (SARIMA), estimating them, running certain diagnostics and
finally, forecasting with the use of the most appropriate model.
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(Figure is the same as 2.1 so it will not be listed)

Figure 4.15: ACF and PACF of the series

After plotting the series, it is obvious that it is not stationary. This can be confirmed by the plot of the
Autocorrelation function (left plot on figure 4.15). The function is decreasing slowly, which is a signal of
non stationarity. A more objective way of checking for stationarity is by running a unit root test, more
specifically the Augmented Dickey – Fuller (ADF) unit root test. After running the ADF test with constant
and trend, we get the following results:
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ADF statistic

-1.860216

p-value

0.675025

1% critical value

-3.972

5% critical value

-3.417

10% critical value

-3.131
Table 4.7: ADF test for original series Yt

The ADF statistic is negative and in absolute values smaller than the critical values in every level of
statistical significance, which means that the null hypothesis cannot be rejected, so the series is not
stationary and needs differencing.
After taking the first differences of the series, the new series is plotted below. There is a strong
indication of the series becoming stationary, but that will be checked through the ADF test.

Figure 4.16: First differenced series

ADF statistic
p-value
1% critical value
5% critical value
10% critical value

-8.846583
0.0000
-3.972
-3.417
-3.131
Table 4.8: ADF stat for differenced series ΔYt
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The ADF stat is negative and in absolute values much bigger than the critical values in every
conventional level of statistical significance, leading to the rejection of the null hypothesis. So the series
became stationary by differencing and the ACF and PACF can be seen below:

Figure 4.17: ACF and PACF for differenced series

Using table 3.1 as a guideline, we cannot see any specific type of ARIMA, as neither the ACF nor the
PACF decay geometrically to zero. That may be an indication of an ARIMA (1, 1, 1) but following the
principle of parsimony, the best thing to do is try some simpler models first. Also, it should be noted that
some significant spikes can be seen on lags 12, 24, 36, 48 which implies the existence of seasonality.

The first model to estimate will be an ARIMA (1, 1, 0), using the Maximum Likelihood Estimation
method:
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First of all, we can see that the autoregressive coefficient has a p-value = 0.095, which is greater than
the common alpha level of 0.05, meaning it is not statistically significant and will probably lead to
misleading results. The p-value of the constant is not commented on, as in time series analysis it usually
is not checked. We will proceed on estimating another ARIMA model, more specifically an ARIMA
(0,1,1).
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After estimating an ARIMA (0, 1, 1), we can see that the coefficient of the moving average term is not
statistically significant (p-value = 0.162 > 0.05), which leads to rejection of this model. Subsequently, an
ARIMA (1, 1, 1) will be estimated, such as indicated in the identification stage.
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After estimating the ARIMA (1, 1, 1) we can see that both the AR coefficient and the MA coefficient are
statistically significant as their p-value is 0. The Akaike information criterion (AIC) equals 2068.2 and the
Bayesian (Schwarz) is 2087.2. This model seems to be working well, however some other ARIMA models
will be estimated too.
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The ARIMA (1, 1, 2) seems to have lower values of AIC and BIC compared to the ARIMA (1, 1, 1),
however the MA1 coefficient is statistically not significant and should be dropped out.
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The ARIMA (2, 1, 1) also seems to fit better in the data, as the AIC and BIC are lower compared to the
ARIMA (1, 1, 1). Nevertheless, the AR1 and MA1 are statistically not significant, which renders the model
inappropriate. This proves that ARIMA (1, 1, 1) that was initially specified in the identification stage is
the most appropriate, plus it follows the principle of parsimony.
A way to accelerate the process of identifying and estimating ARIMA models is by using a “grid search”
to find the optimal parameters. The “grid search” is a machine learning hyperparameter optimization
technique, an algorithm which performs an exhaustive iterative search through a fixed set of
parameters, which can be programmed in open source software, like the programming language
Python. In order to find the optimal parameters a performance metric should be defined. In this case,
the role of this technique is to fit all the possible ARIMA models on the data and show which one is
performing the best, based on the AIC. Of course, I specified the boundaries of the parameters to be
from 0 up to 2, in order for the principle of parsimony to be applied, as well as to save computational
power. The code for this technique is written on Python 3 and will be posted at the appendix section.
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According to the grid search algorithm, the best performing model based on the AIC is the ARIMA (1, 1,
2), which however is deemed inappropriate, after being estimated. The next best model, based on the
AIC, is the ARIMA (2, 1, 0), followed by the ARIMA (0, 1, 2).

The ARIMA (2, 1, 0), despite having lower AIC compared to the ARIMA (1, 1, 1), is inappropriate as well
to do the AR1 coefficient being not statistically significant (p-value = 0.182 > 0.05)
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Same thing applies to the ARIMA (0, 1, 2), as the MA2 coefficient is not statistical significant (p-value =
0.621 > 0.05). It seems that the only appropriate model is the ARIMA (1, 1, 1), however, as mentioned
earlier, the significant spikes in the ACF and PACF on lags 12, 24 etcetera signal the existence of
seasonality. This means that seasonal ARIMA (p, d, q)(P, D, Q)12 can be identified and estimated as well.

Seasonal ARIMA estimations
According to the grid search algorithm, some good performing are the following, based on AIC, ARIMA
(2, 1, 2)(2, 0, 2)12, ARIMA (2, 1, 2)(0, 0, 2)12 and the ARIMA (0, 1, 2)(0, 0, 2)12. However, based on the ACF
and PACF plots, an ARIMA (1, 1, 1)(0, 0, 1)12 will be estimated too. In order to save space only the
coefficients with the p-values will be given to confirm whether these models are appropriate or not.

74

This ARIMA (2, 1, 2)(2, 0, 2)12 has 3 statistically not significant coefficients, so its use is not
recommended.

The ARIMA (0, 1, 2)(0, 0, 2)12 is not appropriate either since MA24 coefficient is statistically not
significant.

This ARIMA (2, 1, 2)(0, 0, 2)12 includes two statistically not significant coefficients(MA1 and MA24), so it
cannot be used.
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In the ARIMA (1, 1, 1)(0, 0, 1)12, however all the coefficients are statistically significant making it an
appropriate model to use.
An interesting fact can be observed by the end of the process. Every model that the grid search
suggested was dubbed not appropriate, in contrast with the models that were identified empirically
through examining the ACF and PACF. The reason behind this is probably the fact that the evaluation
metric used in the grid search was the minimization of the AIC, so the algorithm indicated which models
have the lowest AIC without being able to recognize if their coefficients were statistically significant.
Moving on to the diagnostics stage, regarding the ARIMA (1, 1, 1)(0, 0, 1)12, the skewness = 0.79 and the
kurtosis = 8.02, while they should have been close to S = 0 and K = 3, in order for the residuals to be
normally distributed. The histogram and the QQ-plot enforce the position that the residuals are not
normally distributed. That alone means that the model cannot be used to forecast future values.
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Regarding the ARIMA (1, 1, 1), its skewness = 0.22 and its kurtosis = 7.80, which means that the
residuals are not normally distributed in this case too. This is confirmed by the histogram and QQ plot
too.

All the above result in the model being inappropriate, even though its RMSE is 0.469 and as it can be
seen in the plot below, the ARIMA (1, 1, 1) managed to fit the data pretty well.
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Figure 4.18: ARIMA (1, 1, 1)

These problems in the residuals may have an important economic meaning. Greece’s inflation rate was
not stable for a long period of time. As mentioned in pages 8 -10, Greece has been through periods of
high inflation rate (reaching up to approximately 30%), while there were other periods when the
inflation was negative. So the non-normality of the residuals may be due to this lack of economic
stability and balance.
A solution to this problem may be the use of a more recent and maybe shorter subset of the original
dataset, which may show more economic stability. This new dataset is dated from April 1998 to April
2018, a period during which Greece managed to mitigate its inflation rate and keep it low, even if it
reached negative values for a short period.
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Figure 4.19: Plot of the inflation rate (1998-2018)

The series plot is provided in figure 4.19, where some things to note are the breaking points in 20092010 followed by a downshift trend, disinflation. 2013-2014 the inflation reaches negative rates,
deflation, which later recovers back to the intervals between, approximately, 0 and 1.5. In the table
below some descriptive statistics of the series are given, accompanied by the decomposition plot on
figure 4.20, which shows an obvious seasonal pattern.
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Statistics

CPI

Mean

2.179

Standard deviation

2.061

Min

-2.850

25%

0.89

50%

2.81

75%

3.61

Max

5.57

Table 4.9: Descriptive Statistics for CPI 1998-2018

Figure 4.20: Decomposition of series (1998-2018)
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Figure 4.21: ACF plot of the series

By examining the series plot, we can see that that the series is not stationary, a fact which can be
confirmed by the ACF plot as it decays slowly.
ADF statistic
p-value
1% critical value
5% critical value
10% critical value

-1.325329
0.6175
-3.460
-2.874
-2.574
Table 4.10: ADF test

The non-stationarity of the series is confirmed by the Dickey Fuller unit root test. The ADF-stat is
negative, but in absolute values smaller than the critical values in every level of statistical significance,
meaning that the null hypothesis cannot be rejected and further differencing is needed.
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Figure 4.22: First differenced series

After taking the first differences, it seems that the series became stationary. This can be confirmed by
the ACF/PACF plots below. After running a DF test, we can see that the ADF-stat is negative and in
absolute values greater than the critical values in every level of statistical significance, which means that
the series is now stationary.

st

Figure 4.23: ACF and PACF plots of the 1 differenced series
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ADF statistic

-5.178

p-value

0.000

1% critical value

-3.460

5% critical value

-2.874

10% critical value

-2.574
Table 4.11: ADF test for differenced series

Examining the ACF and PACF plots, there is no strong signal of a pure AR or MA order, so the best model
seems to be an ARIMA (1, 1, 1).
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It seems that in this case the residuals tend to be closer to the normal distribution, with S = 0.31 and
K = 3.82, however the model is still problematic. However, as seen in the figure below, this model
manages to map the series behavior pretty well, with an RMSE of 0.508.

Figure 4.24: Forecast using ARIMA (1, 1, 1)
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Some out of sample forecasts produced using this model, will be given below:
Date
2018-05
2018-06
2018-07
2018-08
2018-09
2018-10
2018-11
2018-12
2019-01
2019-02
2019-03
2019-04

Forecasted value
0.032351
0.026676
0.022467
0.019344
0.017028
0.015309
0.014035
0.013089
0.012388
0.011867
0.011481
0.011195
Table 4.12: forecasts on the 1998-2018 data

These forecasts will be compared to the forecasts produced by the ARIMA (1, 1, 1) and the ARIMA (1, 1,
1)(0, 1, 1)12 of the original series.

Date
2018-05
2018-06
2018-07
2018-08
2018-09
2018-10
2018-11
2018-12
2019-01
2019-02
2019-03
2019-04

Forecasted value
0.026834
0.016689
0.008872
0.002848
-0.001794
-0.005371
-0.008127
-0.010251
-0.011888
-0.013149
-0.041121
-0.014869
Table 4.13: forecasts on the original series with ARIMA (1,1,1)
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Date
2018-05
2018-06
2018-07
2018-08
2018-09
2018-10
2018-11
2018-12
2019-01
2019-02
2019-03
2019-04

Forecasted value
0.241932
0.160103
0.324420
0.149564
0.235627
0.209431
0.145157
0.058239
0.332160
-0.057243
0.248815
0.077258
Table 4.14: forecasts on the original series with ARIMA(1, 1, 1)(0, 1, 1)12

Some obvious differences can be observed between the non-seasonal ARIMA, where the one was
modeled on the original 60 years of data, while the other one on the 20 years subset of the same data.
Of course the forecasted values produced using the seasonal ARIMA (1, 1, 1)(0, 1, 1)12 differ a lot. Below
are the values taken from the site of OECD up to January 2019:
Date

CPI

2018-05

0.61

2018-06

0.97

2018-07

0.85

2018-08
2018-09

0.97
1.09

2018-10

1.77

2018-11

0.99

2018-12

0.56

2019-01

0.44

The difference is quite significant and the reason is most probably the problems that were observed in
the residuals of the models. However, the models managed to capture the low and stable inflation rate,
which was the target according to the EU institutions.
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5. Conclusion

The task of forecasting economic time series is an important but difficult one. The core problems a
forecaster has to confront are the availability and accuracy of the data. Moreover, there is a vast
amount of variables that affect the target variable especially on the modern economic system. Not
including these important variables can reduce the accuracy of the forecast. Another problem is the
assumptions of the forecasting models and the conditions that have to be met. Even if one of these
conditions is not met, the forecast will not be as reliable. Last but not least, some events are
unforeseeable, which means that even if the quantitative methods are applied correctly, it may still not
be possible to predict certain events which can interact with the forecast and the reliability of the
model.
In particular in the case of Greece, forecasting is even more difficult due to the economic and political
instability and uncertainty. The country has been through many crises, either systemic like the 20082009 economic crisis, or purely domestic such as the periods of stagflation and deflation, due to political
events and dictatorial regimes. The difficulty of accurate forecasting can only worsen the uncertainty in
the country’s economy.
This thesis focused on the series of inflation with Greek data over the period 1958 - 2018. The series of
inflation was analyzed using a large number of forecasting techniques. The results from the above
analysis and forecasting experience provide evidence that the deterministic models do not work as well
as the stochastic ones, which can be seen by the difference in the Root Mean Squared Error. However
the time and cost efficiency of the deterministic models along with their little no restrictions renders
them quite appealing, especially for businesses who want to get forecasts fast and costless.
Another interesting result obtained through this thesis is that some machine learning algorithms (such
as the “grid search”) tend to find the optimal parameters for each model; however they ignore other
important components of a model, such as the statistical significance. This argument is towards the
recent criticism on Artificial Intelligence (AI) and shows that as useful an AI can be, an experienced
researcher/modeler will be indispensable. Finally, it would probably be much better to attempt a
multivariate time series analysis of the inflation alongside other significant economic indicators such as
the unemployment rate, with the use of Vector Autoregressive models (VAR) and then attempt to
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forecast them or combine the forecasts from various methodologies as suggested by a certain strand of
literature.
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Grid search algorithm on Python:
Below is the code for the grid search algorithm. A prerequisite is to import certain packages
import warnings
import itertools
import pandas as pd
import numpy as np
import statsmodels.api as sm
import matplotlib.pyplot as plt

y = pd.read_csv('cpi.csv', header = 0) ## this imports the data depending on the name, mine is ‘cpi.csv’

p = d = q = range(0, 3)
pdq = list(itertools.product(p, d, q))
seasonal_pdq = [(x[0], x[1], x[2], 12) for x in list(itertools.product(p, d, q))]
for param in pdq:
for param_seasonal in seasonal_pdq:
try:
mod = sm.tsa.statespace.SARIMAX(y.CPI,
order = param,
seasonal_order = param_seasonal,
enforce_stationarity = False,
enforce_invertibility = False)
results = mod.fit()
print('SARIMA{}x{} - AIC:{}'.format(param, param_seasonal, results.aic))
except:
continue

