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Abstract

Time series clustering, as a valuable data mining and pattern recognition tool,
has been steadily on the rise in the last few years, working by adapting
methodology initially developed for static data clustering. This adaptation of
existing methods primarily relates to appropriate distance definitions between
data objects (i.e. time series). The task of choosing among the wealth of distance
definitions that have been proposed by researchers is far from trivial, as it
requires a sound understanding of the semantics of the underlying data, while
some of the algorithms used incur heavy computational costs, relying on dynamic
programming and recursive matrix calculations. Owing to data inflation,
algorithms need to be not only accurate, but very efficient as well. The object of
this study therefore is a challenging problem of multi-objective optimization.
Based on the relevant literature, a selection of methods was applied to a sample
dataset, programmed in R Studio. All the details relating to their application were
examined and the simplicity of the clipped sequences representation is
juxtaposed to the complexity of dynamic time warping. While the latter does
indeed improve on standard L p -norm distance definitions, its time cost leaves this
study sceptical about its applicability to large datasets.

Keywords: unsupervised learning, time series clustering, dynamic time warping
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1. Introduction

Clustering of data objects is a well established methodology within the wider frame of
unsupervised learning, whereby we seek to satisfy the optimization objective of defining
groups of data objects that are as similar as possible within them and as dissimilar as possible
among them, in an automated, algorithmic way. The obvious question that rises out of this
definition is what constitutes similarity between data objects, which may comprise, in the
most general case, multivariate data: categorical, countable or continuous variables, of any
cardinality and in any combination.
While the relevant methodology has been developed extensively in the case of static
data, overcoming the problems of definition of distance when variables of different type and
varying scale are involved, time series can be considered a special case. Specifically, time
series data pose an added number of interesting issues as regards the applicability of the
algorithms designed for static data. Although the most obvious approach would be to consider
the value of the time series at each point in time as a separate dimension and then face the
resulting high dimensionality problem with existing tools, we also need to take into account
the fact that time series naturally occur by sampling or taking measurements or aggregating
quantities over regular or irregular intervals of an ongoing underlying process. In essence, the
fact that there is temporal structure in time series. Therefore, all these dimensions are ordered
and likely to have correlations or be otherwise connected to the structure of the underlying
process, complicating even more the consensus on distance metrics. In other words, do we
strictly adhere to aggregating the Euclidean distance of the time series variable(s) over
respective points in time between the time series-members of our dataset or are we allowed to
be more liberal and use other approaches to evaluate the overall shape of each time series,
which is the way humans visualize and seek to understand time-varying quantities, including
elastic, stretch-insensitive distance definitions? And how do we factor in, if at all, other
possible distortions of otherwise similarly shaped time series, such as noise, amplitude
scaling, lag and longitudinal scaling?
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In what follows, we initiate the study of this topic with a concise literature review
presenting the various approaches that have been adopted in different domains and
applications while performing time series clustering, limiting our interest to whole series
clustering (considering different time series as discrete data objects), rather than subsequence
clustering (where subsequences are extracted by means of a sliding window out of a single
ongoing time series and used as separate data objects). Indeed, subsequence clustering has
even been described in literature as meaningless (Aghabozorgi, Shirkhorshidi & Wah, 2015).
These approaches fall into the following three broad categories, namely:
a) methods that work with raw data leading to alternative distance definitions,
b) methods

that

perform dimensionality

reduction

by feature

extraction

and/or

transformation of the original time series and
c) methods that fit a model to the entire time series process.
The output of this step enables the calculation of a distance matrix between each pair of time
series in the dataset. This is then fed into the well-known algorithms used in static data
clustering, such as hierarchical and partitional algorithms, if interested in crisp clustering,
and fuzzy algorithms, if interested in soft clustering. Partitional and fuzzy clustering
algorithms require the definition of a centroid in order to run as well, and the specifics
relating to this issue are also examined. Finally, an overview of cluster validity indices
concludes the literature review, providing a framework of how the results of the clustering
exercise can be evaluated, whether the ground truth of cluster membership is known or not.
These indices do not require any further modification in order to fit in the context of time
series clustering once the distance definitions have been concluded in a previous step.
The literature review is followed by hands-on application of a selection of distance
definitions and algorithms that have been identified as the most promising or the most
interesting to investigate, particularly with regards to the semantics of the dataset at hand,
which is a publicly available dataset of time series of the number of rentals commencing each
hour of the day in a particular bike sharing scheme in the US. Among others, a criterion of the
apparent potential for scalability was employed in selecting distance definitions and
algorithm combinations: some distance definitions require linear computational cost in terms
of temporal sequence length, others require quadratic cost. Hence, the lengthier the time
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series, the more disproportionately disadvantageous the use of the latter set of distance
definitions.
The overriding question that the analysis seeks to answer is whether the algorithms can
identify patterns and trends in the diurnal variation of the variable that produces the time
series of the dataset, i.e. the number of rentals. Also, whether the proposed time series
clusters correspond to spatial clusters as well, since the elements of the dataset are time series
that are derived each from a specific station, i.e. a specific geographic location that can be
plotted on a map. The algorithms are all compared to one another by means of a twodimensional scatterplot, with the length of time needed to run on the x-axis and the selected
cluster validity index (the Silhouette) on the y-axis. The analysis is then repeated with a
scaling transformation of the initial dataset and then again with a wider dataset in order to
assess the scalability behavior. Conclusions are then drawn and directions for further study
and analysis are proposed.
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2. Literature Review
Time series account for much of the data being produced in increasingly large amounts
in medical, business, engineering and social sciences databases (Keogh, 1998), including
stock data and machine monitoring (Sardá-Espinosa, 2008). The goal of clustering (being a
category of unsupervised learning, which in turn is a category of machine learning) of time
series is to find hidden patterns or substantial structures in originally unlabeled input data
(Ali, Alqahtani, Jones & Xie, 2019). In mathematical notation, the time series problem has
been described in Aghabozorgi et al., 2015, as follows: “given a dataset of N time series data
D = {F 1 , F 2 , .., F N }, the process of unsupervised partitioning of D into C = {C 1 , C 2 , .., C k } in
such a way that homogeneous time series are grouped together, based on a certain similarity
measure, is called time series clustering. Then, Ci is called a cluster, where D =
C 1∪C 2∪...∪C k and C i ∩C j = Ø, for i≠j”. Contrary to the clustering of static (i.e. time-

invariant) data, which have been the primary type of data for which algorithms were
developed, time series clustering approaches by using conventional algorithms have not been
very successful in previous times, due to their high dimensionality and the difficulty in
defining appropriate similarity measures (Keogh, 1998).

2.1 Basics of Clustering of Static Datasets
As mentioned previously, the original field of study in order to produce clustering
algorithms was static data. Data are called static if all their feature values are time-invariant
or change negligibly. Clustering methods developed for handling various static data are
classified into five main categories: partitional (also mentioned as “partitioning” in some of
the sources) methods, hierarchical methods, density-based methods, grid-based methods, and
model-based methods (Ali et al., 2019; Sardá-Espinosa, 2018; Aghabozorgi et al., 2015; Rani
& Sikka, 2012; Liao, 2005):


The partitional method constructs partitions of the unlabeled data, each of them
representing a cluster of at least one object. The partition can be either crisp, when each
4

object belongs to exactly one cluster (e.g. k-Means and k-Medoids or partition around
medoids -PAM- algorithms), or fuzzy when one object is allowed to belong to more than
one cluster to a different degree (e.g., c-means and c-medoids algorithms). The partitional
heuristic algorithms are effective in finding spherical-shaped clusters in the object space,
in small to medium data sets (Liao, 2005). However, the cluster centers found may not be
optimal: the algorithm is guaranteed to converge on a local, but not necessarily on a
global minimum. Hence, the quality of results may be affected by the choice of the initial
centers (Grabusts & Borisov, 2009).


The hierarchical clustering methods assemble data objects into a hierarchical tree of
clusters, and two types of them are distinguished; the agglomerative (bottom-up) and the
divisive (top-down). The former type places each object in a cluster of its own and then
merges elements into successively larger clusters as we move up the hierarchy until all
are merged into a single cluster, whereas divisive methods follow the inverse route.
Hierarchical clustering methods are deterministic, and as such, unable of adjustments (i.e.
moving objects between clusters) once a merge or a split decision has been executed.
There have been studies proposed, integrating them with other clustering techniques into
a hybrid method, to enhance their quality.



The density-based methods (such as DBSCAN – Density Based Spatial Clustering of
Applications with Noise – and OPTICS – Ordering Points To Identify the Clustering
Structure) continue building a cluster up to the point where the density (number of
objects or data points) in the vicinity stops exceeding a specified threshold.



Grid-based methods (e.g., STING) quantize the object space into a finite number of
cells that form a grid structure on which all operations for clustering are performed.



Model-based methods assume a model for each of the clusters and attempt to fit the
data to the assumed model best. Two main approaches are used; statistical approaches
(e.g., AutoClass, which uses Bayesian statistical analysis) and neural network approaches
(e.g., ART).
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2.2 Clustering of Dynamic Datasets
2.2.1 Aspects of Time Series Clustering – Aim and Challenges
The effort made by several studies to examine temporal data mining has revealed an
increased interest in time series clustering (Ali et al, 2019; Warren Liao, 2005). Clustering of
time series has been proven effective in delivering valuable information in numerous fields.
Time series clustering is more complex than that of static data. The particularity

of

time

series clustering lies in the fact that as long as each point of the series (corresponding to a
different sampling or measuring point in time) is considered an extra dimension, the
correlation between two consecutive time points and the effects of the employed procedure on
the results are not taken into account. The main challenges of time-series clustering are high
dimensionality, temporal order, and noise, as well as the effect of possible distortions in time
series on the concept of similarity.
Most of clustering time series related works are classified into three categories: whole
time series clustering, subsequence clustering and time point clustering (Aghabozorgi et al.,
2015). The two key features for achieving effectiveness and efficiency in time series
management are representation methods (i.e. representing time-series in a lower dimension
compatible with conventional clustering algorithms) and similarity measures (discussed in
Sections 2.2.3 and 2.2.2 respectively) (Rani & Sikka, 2012). All four aspects of time series
clustering are represented in Figure 2.1, where prototyping and enabling clustering algorithms
are added (Sardá-Espinosa, 2018). Several recommendations have been suggested for the
definition of distance, which are applied either on raw data, or on a transformation of the raw
data, or even on a model that describes the procedure creating the time series (Ali et al.,
2019; Aghabozorgi et al., 2015). The three approaches are outlined in Figure 2.2.
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Figure 2.1: Four aspects of studying time-series clustering. Figure reproduced
from Aghabozorgi et al., 2015.

Figure 2.2: Three time series clustering approaches: (a) raw-data-based, (b)
feature-based, (c) model-based. Figure reproduced from Liao, 2005.
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2.2.2 Distance/Similarity Measures
Similarity measures of time series are classified into shape-level measures (measuring
similarity in short-length time series by comparing their local patterns) and structure level
measures (measuring similarity based on global and high level structure of long-length time
series) (Aghabozorgi et al., 2015). Here we focus on the former, taking into consideration the
specifics of the dataset at hand that will be used in the subsequent analysis, the (common)
length of the elements of which is 24, i.e. quite limited. Examples of shape-level similarity
measures that have been proposed in literature are the following: Manhattan distance,
Euclidean distance, Dynamic Time Warping, Pearson correlation, distance based on Longest
Common Subsequence (LCSS), Edit Distance with Real Penalty (ERP), Edit Distance on Real
sequence (EDR), DISSIM, Sequence Weighted Alignment model (Swale), Spatial Assembling
Distance (SpADe) and similarity search based on Threshold Queries (TQuEST) (Aghabozorgi
et al., 2015; Rani & Sikka, 2012; Ding, Trajcevski, Scheuermann, Wang & Keogh, 2008 ).
Selecting a distance measure (i.e. dissimilarity measure) is important in time series
applications and assists in dealing with outliers, amplitude differences and time axis
distortion (Ali et al., 2019). Most mining approaches often utilize the concept of similarity
between a pair of time series. A comprehensive review for shape-level time series distance
measures by Yahyaoui and Al-Mutairi, as well as Wang et al., was presented in Ali et al.
(2019), classifying them into four major categories:
i.
ii.

lock-step measures, e.g., Euclidean distance and Manhattan distance
elastic measures, e.g., Longest Common Subsequence (LCSS) and Dynamic Time
Warping (DTW)

iii.

pattern-based measures, e.g., Spatial Assembling Distance (SpADe)

iv.

threshold-based measures, e.g., Threshold Query-based similarity search (TquEST)
Lock-step measures compare the i-th point of one time series to the i-th point of

another, hence the name. Consequently, there are complications of ill-definition if time series
are of different length. Euclidean and Manhattan belong to the family of L p norms, being an
L 2 and an L 1 norm, respectively. The lock-step family of measures have the advantages of
being straightforward, intuitive, easy to implement and parameter-free. However, they are
8

unforgiving to misalignment in time, are sensitive to distortion and noise and cannot handle
similar segments that are out of phase (Ding et al., 2008). The Euclidean distance, between
each pair of corresponding points of two time series, is the square root of the sum of the
squared differences (hence an L 2 norm), Eq.1:

√

2

2

D ( A,B )= δ ( a1 ,b 1 ) +..+δ ( aT ,b T )

(Equation 1)

where A and B are sequences of length T,δ being the distance between the elements of the
sequences (Petitjean, Ketterlin & Gançarski, 2011). The common index is the mathematic
formulation used to highlight the fact that we have one-to-one matching. The computational
cost of this method increases linearly with the temporal sequence length.
On the other hand, measures that allow the comparison of one-to-many points (e.g.,
DTW) and one-to-many/one-to-none points (e.g., LCSS) are properly named ‘elastic’. The
concept of the DTW in specific is to align (warp) the series before computing the distance. It
is based on the Levenshtein distance (also called edit distance) as shown in Eq.2 (Petitjean et
al., 2011).

{

D ( A i−1 ,B j−1 )

D ( A i ,B j ) =δ ( ai ,b j ) +min

where,

Ai

D ( A i ,B j )
D ( A i+ 1 ,B j+1 )

is the subsequence

}

(Equation 2)

⟨a 1 ,…,a i ⟩

and the overall similarity is given by

D ( A , B ) =D ( A T , B T ) , T being the (equal) length of sequences A and B (Petitjean et al., 2011).
The numerical result computed by the DTW is the sum of the heights of the associations,
highlighting by those associations similarities that the Euclidean distance is unable to
capture. In the general case, time series being compared do not have to be of the same length
and the limitation of non-linear distortions is also overcome.
However, it is directly implied by Eq.2 that the cost of the optimal alignment (DTW
distance) is calculated recursively, meaning that is requires tabular dynamic programming.
This results in quadratic time and space (i.e. memory) complexity with regards to the
temporal sequence length. Furthermore, the calculation of the DTW distance is not paremeter-
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free (Ding et al., 2008). Another disadvantage is that two temporal points with completely
different local structures might be mistakenly matched, but this can be addressed by
improving the alignment algorithm, for example by shape dynamic time warping ( SardáEspinosa, 2018).
The literature does not reach a clear conclusion on the merits of the DTW distance.
Arguments stating that DTW is too slow to be useful were proven to be incorrect by the
studies of Wang et al. and Mueen and Keogh in Ali et al., 2019. Another study however
concluded that the high computational costs of the DTW distance weaken its competitive
abililty with other measures (Zhang, Huang & Tan, 2006).
Finally, another similarity measure commonly used is the correlation, a mathematical
operation which is used to describe how two or more variables fluctuate together. Specifically
the Pearson correlation is defined by Eq.3.
N

∑ ( ai− μ Α)( b i−μ B )

cc ( A,B )= i= 1

σ Α σΒ

(Equation 3)

where μ Α and μ Β the means of A and B, respectively, and σ Α and σ Β the standard deviations of
A and B, respectively. It is implied that time series have to be of the same length, same as in
the case of the Euclidean distance.
In time series data, correlation is used to detect a known waveform in random noise.
The Pearson correlation takes values in the [-1, 1] interval. Care needs to be given to the fact
that a high value of the correlation means a small distance between time series. Correlation is
insensitive to amplitude scaling; if we consider as our sample time series, for example, two
sinusoidal waveforms of the same frequency, so long as they are in phase, their correlation
will be 1. However, if they are out of phase by 180 0 , their correlation will be -1, even if their
shape is exactly identical. The correlation is also intuitive, easy to understand, easy to
interpret and known for its potential to detect a known waveform in random noise. Crosscorrelation is a slow operation in time series space (Ali et al. 2019).
The Euclidean distance and DTW are stated to be the most popular distance measures
in time series data, from a data mining perspective ( Sardá-Espinosa, 2018). DTW is
extensively discussed in Section 2.2.
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2.2.3 Dimensionality Reduction

The high dimensionality of time series makes dealing with such data in their raw
format expensive in terms of processing and memory requirements. Of the three time series
clustering approaches presented in Fig.2, the last two normally effectuate dimensionality
reduction, to decrease the memory requirements and accelerate the computation of the
distance in the resulting feature space. The result is that, in a feature based approach, raw
time series data are first converted into a feature vector of lower dimension before being fed
to a clustering algorithm. The aim of feature extraction is to generate a higher-level
abstraction which represents the data while preserving the shape characteristics of the
original data (Ali et al., 2019; Aghabozorgi et al., 2015; Rani & Sikka, 2012). When applying
dimensionality reduction, a trade-off between speed and quality must be handled and efforts
must be made to obtain a proper balance between quality and execution time (Aghabozorgi et
al., 2015). Selecting significant features in the data requires adequate communication of
knowledge from domain experts (Ali et al., 2019). It stands to reason that, for the application
of a dimensionality reduction method to be worthwhile, the temporal and space (memory)
cost of performing the feature extraction, or the transformation (for example in the frequency
domain), or the model fitting, needs to be subsequently offset to at least the same degree by
the acceleration of the remaining clustering process.
Representation methods can be data adaptive, non-data adaptive (the difference being
that adaptive methods use arbitrary length segments in trying to minimize the global
reconstruction error, whereas non-adaptive methods use fixed length segments), model-based
or data dictated (Aghabozorgi et al., 2015; Bagnall, Ratanamahatana, Keogh, Lonardi &
Janacek, 2006). Dimensionality reduction is performed on occasions by means of a
transformation, such as, for example in the case of the Discrete Fourier Transform, where the
time series is transformed from the time domain into the frequency domain and only some of
the resulting coordinates are retained. Other dimensionality reduction techniques and
alternative

representation

methods

designed

for

time

series

include

Single

Value

Decomposition, Discrete Cosine Transformation, Discrete Wavelet Transformation, Piecewise
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Aggregate

Approximation,

Adaptive

Piecewise

Constant

Approximation,

Chebyshev

polynomials, Symbolic Aggregate Approximation, Indexable Piecewise Linear Approximation
and others (Ding et al., 2008).
In model based approaches, clustering algorithms work with models built from raw
data and the entire time series is represented in a stochastic way. Approaches that have been
proposed under this category include Self Organizing Maps (SOM), which are a type of
neural networks, discrete and continous hidden Markov models, Markov chains and
AutoRegressive Moving Average (ARMA) models (Liao, 2005).

2.2.4 Common Distortions in Time Series Affecting Distance Definition

Time-series clustering methods employing shape-based distance measures usually have
to deal with various distortions such as noise, amplitude scaling, offset translation,
longitudinal scaling, linear drift, discontinuities and temporal drift which are common in time
series data (illustration of them shown in Figure 2.3). The choice of a proper distance
approach depends on the individual characteristics of time series, length of time series,
representation method, and on the objective of the clustering exercise to a high extent
(Aghabozorgi et al., 2015).
Depending on the sequence, it is possible to develop distance measures invariant to any
of the distortions of Figure 2.3. In fact, as early as 22 years ago, a weighted piecewise linear
approximation distance measure was proposed, tested and found to be resilient to offset
translation, linear trends and discontinuities (Keogh & Pazzani, 1998). Therefore, the quality
of mining approaches is significantly affected by the choice of similarity measures and
dimensionality reduction techniques in order to obtain relevant knowledge from the data (Ali
et al., 2019).
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Figure 2.3: Common distortions encountered in time series. Figure reproduced from Keogh & Pazzani,
1998.
Attention however needs to be drawn to the fact that, whichever time series distortion
we choose to ignore by our design or selection of a distance measure needs to be consistent
with the semantics of the time series. Longitudinal scaling in an electocardiogram means that
a heart beats at a different rate than the reference. Similarly, longitudinal scaling in an
application performing queries of sampled music to be matched to a song in a musical library
(an application very popular with users of modern smartphones) would signify pieces of a
different tempo (i.e. dissimilar). Considering financial time series data, for example stock or
other asset price fluctuations, what could mistakenly be considered as noise would in fact
reveal volatility in the asset price, which is a measure of risk for asset classes and would be
interpreted in a different way than a smooth curve by a financial analyst. And as far as
financial time series go, an upward linear drift is not similar to a stationary time series and it
is even less so to a downward linear drift. Finally, what looks as noise could also actually
reveal vibration, when monitoring the motion characteristics of rotating parts of machinery
during a prognostic exercise of locating parts, e.g. by means of telemetry, that are
approaching failure, or being worn out. On the other hand, it needs to be mentioned that the
DTW distance has gained classic status as a speech recognition tool (Ding et al., 2008):
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indeed, people talking are allowed to speak at a different rate and yet say the exact same
sentence. Hence, very careful consideration of what data actually represent is of paramount
importance at this step.

2.3 Dynamic Time Warping

2.3.1 The DTW Algorithm Explained

Bearing in mind that the focus of this study is on big data processing, we have to be
careful that the algorithms to be used do not exhibit excessive requirements in terms of
processing times and memory space. One of the most promising and effective similarity
measures worth exploring is the DTW distance.

In the context of shape-based similarity

measures, DTW is stated to be commonly used to mitigate distortions in the time axis
(Bagnall et al., 2006). DTW’s computational cost issue is attributed to its recursive definition
(Equation 2), which leads to an algorithm with exponential cost in time however (Petitjean et
al., 2011).
The first step in computing the DTW involves creating a local cost matrix (LCM) for
every pair of series compared (Sardá-Espinosa, 2018). The numerical result computed by
DTW is the sum of the heights of the associations. Figure 2.5 show s how the DTW can
correctly re-align one sequence with another. A pseudocode with the actual computation of
the algorithm is displayed in Figure 2.4 (Petitjean et al., 2011).
Let us define the warping path, W = w 1 , w 2 , …, w k , …, w K , where max(m,n) ≤ K ≤
m+n-1 is a set of matrix elements (m, n are the lengths of the two sequences that the
algorithm is aligning, which are, in the general case, unequal). Then the warping path has to
comply to the following three conditions:
1. the monotonicity condition, forcing the points in the warping path to be monotonically
spaced in time, in order to avoid meaningless loops (Giorgino, 2009)
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2. the boundary condition, requiring the warping path to start and finish in diagonally
opposite corner cells of the matrix, that is, w 1 = (1,1) and w K = (m,n)
3. the continuity condition, restricting the allowable steps to adjacent cells (Liao, 2005)
The warping path demonstrates how the points of the one sequence are aligned to the
points of the other (the order of the points corresponding to the indices of the rows and the
columns of the local cost matrix) and also the way the local cost matrix is traversed
aggregating local costs at each step (where each step is an alignment) and summing up to the
total cost when it reaches the final element. A visualization of the local cost matrix and the
warping path are provided in Figure 2.6, to further assist the explanation of the process. It’s
easy to see how the algorithm proceeds in the direction in which the cost increases the least.

Figure 2.4: Dynamic Time Warping algorithm for alignment of two
sequences. Figure reproduced from Petitjean et al., 2011.
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Figure 2.5: Sample alignment performed by the Dynamic Time Warping algorithm between two
series. The dashed blue lines exemplify how points between the two time series are mapped to
each other, which shows how they can be warped in time. For visualization purpose, the
sequences were vertically shifted. Figure reproduced from Sardá-Espinosa, 2018.

Figure 2.6: Illustration of a local cost matrix (L) and corresponding cumulative distance matrix
(R). The optimal alignment path is superimposed. Figure reproduced from Giorgino, 2009.
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2.3.2 The Parameters of the DTW: The Window Size
One of the possible modifications of DTW is to use a window constraint. This limits
the area of the LCM that can be reached by the algorithm. One of the window types most
commonly used is the Sakoe-Chiba window, which creates an allowed region along the
diagonal of the LCM. This constraint can slightly speed up the DTW calculation, but it is
mainly used to avoid uncontrolled warping. It is not possible to know a priori what window
size will be best for a specific application, however, not using a window at all is considered a
poor choice (Sardá-Espinosa, 2018). The window size, w, takes integer values, greater than
zero. For a Sakoe-Chiba window, valid points for consideration by the algorithm fall in the
range [(i, j-w), (i, j+w)] for all (i, j) along the LCM diagonal. So, at each step, 2w+1 elements
are permissible. Figure 2.7 provides a visual representation of the window constraint.

Figure 2.7: Window constraint on a local cost matrix. The red elements are not considered by
the algorithm. Figure reproduced by Sardá-Espinosa, 2018.
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2.3.3 The Parameters of the DTW: The Step Pattern
Another parameter that needs to be defined when applying the DTW is the step pattern.
The step pattern lists the allowed transitions between matched pairs and the corresponding
per-step weights (Giorgino, 2009), thus dictating the way the algorithm traverses through the
LCM (Sardá-Espinosa, 2018). The alignments of the DTW are achieved by duplicating
elements, i.e. allowing a single point in A to match multiple consecutive elements in B, or
vice versa. The step pattern is a local constraint limiting the number of elements that may be
matched consecutively and how many of those may be skipped (if any at all). An illustration
would be beneficial in clarifying this concept, provided by Figure 2.8 below, which shows the
two most commonly used step patterns, symmetric1 and symmetric2.

Figure 2.8: Symmetric1 (L) and Symmetric2 (R) step patterns. At each step, the lines denote the
allowed directions that can be taken, as well as the weight associated with each one. Figure
reproduced from Sardá-Espinosa (2018).

The diagrams above may appear confusing in their representation: what appears as a diagonal
step is in fact a movement with no consecutive matches. It means that the next alignment
after elements (i,j) have been matched is the alignment between elements (i+1, j+1). No
warping takes place here, elements are aligned one-to-one, same as they would under the
Euclidean distance. The move is diagonal only in terms of the LCM. It is the sideways
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movements, the horizontal and the vertical, that mean matching of consecutive elements of
one time series to a singe one element in the other. Explained otherwise, if the latest
alignment is (i+1, j+1) there are only three possible immediately previous alignments, (i+1,
j), (i, j+1) and (i, j), in fact the one of the three that adds the least cost to the aggregate during
the transition (symmetric1) is selected. Symmetric2 means that in order to move from (i, j) to
(i+1, j+1) the cost of the move must be less than the half of both the moves (i, j+1)→(i+1,
j+1) and (i+1, j)→(i+1, j+1), due to the per-step weighting coefficient of 2 along the
diagonal. Hence, while symmetric2 is considered the default, symmetric1 favors oblique
steps. It should be noted that the DTW distance does not satisfy the triangle inequality and
also that there exist some step patterns (not depicted above) that may render it asymmetric as
well (Sardá-Espinosa, 2018).

2.3.4 Sequence Prototyping in the Case of DTW
The application of partitional clustering algorithms (including fuzzy algorithms)
requires identifying a sequence prototype to be used as a centroid as the algorithm converges.
While in some approaches it is sufficient to use an existing element of the dataset (a medoid)
in order for the algorithm to converge and produce results, other approaches seek to find an
average consensus sequence. The calculation of such an average sequence is far from
straightforward in the case of DTW. The competitive advantage of DTW, the ability to warp
the sequence, grouping many-to-one, is also the biggest obstacle in agreeing on an average
sequence.
One line of thought would be to calculate the global alignment of the N k members of
cluster C k . It’s easy to see that, if in the case of aligning two sequences, we had to compare
three values in a square to find a single step across the warping path (just as described and
illustrated in the previous section), in the case of three sequences, we would need seven
values, respresenting the number of vertices in a cube minus 1, and in the general case of N k
sequences, we would need as many as the number of the vertices of a hypercube of N k
dimensions, minus 1, i.e. 2 Nk -1. The calculation of such a global sequence average leads to
exponential explosion in time and space, as the number of sequences increases. It has
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therefore not been possible, despite extensive research, to provide an exact scalable algorithm
that gives an optimal solution (Petitjean et al., 2011).
Suboptimal heuristic methods make use of iterative piecewise averaging, where
sequences are averaged in pairs, following either a tournament scheme (creating N/2 averages
in the first step, then N/4 out of those in the second step and so on)

or an ascendant

hierarchical scheme (averaging the two closest sequences first, then using the resulting mean
to average with the next closest sequence and so on, until after N-1 iterations we are left with
an overall mean). In algorithms proposed, the former scheme has been combined with the one
coordinate by association averaging method, which however may lead to an increase in the
length of the average sequence by a factor of almost two at each iteration. At the same time,
the latter scheme has been combined with the one coordinate by connected component
averaging method, which has the opposite problem, of producing averages with too few
coordinates after just a small number of iterations.
It is clear that a global averaging method is still needed, as the previous two methods,
other than exhibiting the problems explained, also depended on the order with which the
sequences are averaged. In this sense they were both suboptimal. The DTW Barycenter
Averaging (DBA) has been proposed in literature, described as a global approach guaranteed
to converge, with a time complexity significantly lower than either of the previous methods.
It works by iteratively refining an initial (potentially arbitrary) average sequence, in order to
minimize its DTW distance to the averaged sequences. During each iteration, two tasks are
performed: initially the DBA computes the DTW between the average and each individual
sequence and seeks to find associations between their respective coordinates and then it
updates every coordinate of the average sequence as the barycenter of coordinates associated
to it during the first step.
The t th coordinate of the average sequence C t ' is defined as: C t ' = barycenter(assoc(C t ))
(Equation 4)
X 1 +...+X a
a
where barycenter{X 1 , X 2 , …., X α } =
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(Equation 5)

How successive iterations work on the average sequence can be seen in Figure 2.9, below.

Figure 2.9: DTW Barycenter Averaging iteratively adjusting the
average of two sequences. Figure reproduced from Petitjean et al.,
2011.

2.4 Clipped Series
On the far end in the other side of the spectrum of time and memory complexity, lies
the very simple and intuitive transformation of the clipped series, when compared to DTW,
with its multiple parameters and medoid selections. The concept behind it is very simple and
it is very efficient in its application: clipped series are a binary transformation whereby each
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bit stores whether the value of the respective raw data point was below (“0”) or above (“1”)
the mean of the sequence. More formally,
ct=

{

1
0

}

if Ct >μ,
,
otherwise

(Equation 6)

μ being the population mean of series C, see also the Figure 2.10 below.

Figure 2.10: A time series of length 64, denoted C, is converted to the clipped
representation, denoted c, simply by observing the elements of C that are
strictly above the mean (zero), then setting the corresponding bits in c to 1, or
to 0 otherwise. Figure reproduced from Bagnall et al., 2006.
On the performance merits of the clipped series representation, the following stand out:


Clipped series can form a tight lower bounding distance metric for the Euclidean and
the DTW distance.



The difference in discriminatory power between clipped and unclipped tends to zero as
the series length tends to infinity.



Clipped series can achieve a lossless compression ratio of up to 1000:1.



Clipping has proved to be competitive in clustering/data mining based on similarity in
shape, time and structure (Bagnall et al., 2006).
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2.5 Overview of Fuzzy Clustering Algorithms
In order to maintain a wider outlook in the present study and include in the analysis as
many meaningful algorithms as possible, a decision was made to extend the scope beyond the
established hierarchical and partitional methods and include fuzzy clustering as well (which
is, in fact, a subcategory of partitional clustering). The defining difference is that fuzzy
clustering permits data objects to belong to more than one cluster to a varying degree at the
same time.
The algorithm is described mathematically by an equation that needs to be minimized.
Specifically, if we denote x 1 , x 2 , …, x N the N time series of the dataset and v 1 , v 2 , …, v c the
set of c cluster centers (prototypes) and the partition matrix U = [u ik ], i = 1, 2, …, c, k = 1, 2,
…, N, where:


uik ∈[ 0,1 ]
c



∑ u ik
i= 1

=1, for all k

(Equation 7)

N

∑ uik
 0 < k=1
< n, for all i
then the objective function that needs to be minimized is:
c

(Equation 8)

N

J= ∑ ∑ uikm d 2 ( v i , x k )

(Equation 9)

i= 1 k= 1

where d is a distance function and m (m>1) a fuzzification coefficient (Izakian, Pedrycz &
Jamal, 2015). Considering the Euclidean distance in Eq.9 and initializing the partition matrix
in a random way, the cluster centers and the partition matrix are calculated in an iterative way
and the technique is applied recursively until reaching convergence. Technically, fuzzy
clustering can be repeated several times with different random starts, since the computation of
the distance between centroids and members of the clusters is initialized randomly.
Two variants are distinguished with regards to the cluster centers. The fuzzy c-medoids
algorithm selects c time series from the dataset as cluster centers (medoids) and, thus, does
not require averaging. The prototypes formed this way are the elements of the collection of
time series and are fully interpretable. The fuzzy c-means on the other hand calculates the
cluster centers as a weighted average of time series. Attention needs to be given to the fact
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that the proposed fuzzy c-means technique directly depends on the accuracy of the DTWbased averaging technique. Additionally, fuzzy c-medoids is sensitive to initialization and
may generate results in local optima.
Even though fuzzy clustering algorithms are usually more time consuming, they offer
detailed information concerning the data structure. It is also worth to note that traversing
from soft to crisp clustering based on the output of a fuzzy clustering algorithm is very easy
and straightforward: after the partition matrix has converged, each data item (time series) is
assigned, exclusively, to the cluster it belongs the most. This is also the approach that was
used in the analysis, in the following sections.

2.6 Evaluation of Clustering Results
The outputs of the analysis that follows need to be evaluated in an objective way. The
clustering evaluation criteria, also called cluster validity indices (CVI) are a set of standards
allowing a systematic evaluation to identify and validate the degree of achievement or value
of proposed systems, techniques, methods and algorithms (Ali et al., 2019; Arbelaitz,
Gurrutxaga, Muguerza, Pérez & Perona, 2013).
A CVI can be tailored to either crisp or fuzzy partitions. In the former case, CVIs can
be classified as internal (e.g., Silhouette index), external (e.g., Variation of Information) or
relative, depending on how they are computed. The crucial difference between the first two is
that internal CVIs only consider the partitioned data and try to define a measure of cluster
purity irrespective of external information, whereas external CVIs compare the obtained
partition to the externally supplied class labels or ground truth. Thus, external CVIs can only
be used if the ground truth is known. (Sardá-Espinosa, 2018; Aghabozorgi et al., 2015;
Arbelaitz et al., 2013).
Examples of internal indices are: Sum of Squared Error, Silhouette index, DaviesBouldin, Calinski-Harabasz, Dunn index, R-squared index, Hubert-Levin (C-index),
Krzanowski-Lai index, Hartigan index, Root-Mean-Square Standard Deviation (RMSSTD)
index, Semi-Partial R-squared (SPR) index, Distance between two clusters (CD) index,
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Weighted inter-intra index, Homogeneity index, and Separation index. Examples of external
indices are Cluster Similarity Measure (CSM), Folkes and Mallow index (FM), Jaccard score,
Rand index (RI), Adjusted Rand Index (ARI), F-measure, Normalized Mutual Information
(NMI), and Entropy (Aghabozorgi et al., 2015; Arbelaitz et al., 2013).
Most of the indices estimate the cluster cohesion (within or intra-variance) and the
cluster separation (between or inter-variance) and combine them to compute a quality
measure. The combination is performed by a division (ratio-type indices) or a sum
(summation-type indices) (Arbelaitz et al., 2013). In many cases, these CVIs can be used to
evaluate the result of a clustering algorithm regardless of how the clustering works internally,
or how the partition came to be. Many CVIs make additional distance and/or centroid
computations, which can be very significant in the cases that the DTW is used.
A statistical significance analysis has shown that an examined group of the indices
Silhouette, Davies-Bouldin, Calinski-Harabasz, generalized Dunn, COP and SDbw, behaved
significantly better than the indices Dunn and its Point Symmetry, Distance based variation,
Gamma, C-Index, Negentropy increment and OS-Index (Arbelaitz et al., 2013). Silhouette has
been stated to be the best behaving CVI among 29 others tested and obtains significantly
better results. (Sardá-Espinosa, 2018; Arbelaitz et al., 2013; Liao, 2005). As a result,
Silhouette will be the CVI of choice in assessing the outcomes

of

the

subsequent

analysis. It is reminded here that the Silhouette is a normalized summation-type index, where
the cohesion is measured based on the distance between all points in the same cluster and the
separation is based on the nearest neighbour distance. Higher values of the Silhouette mean
better partitions.
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3. Experimental Setup
In order to test the knowledge acquired thus far, a selection of distance definitions
(Euclidean, Manhattan and dynamic time warping – DTW), transformations (clipped time
series), parameters and centroid definitions is used in order to cluster time series data that
have been accessed on a source available in the public domain. Specifically, data relating to
the rentals of bikes in the Capital Bikeshare scheme operating in Washington, DC, USA were
downloaded 1 for all quarters of year 2014 (and subsequently Q3 of years 2015 and 2016 as
well). The initial format of data downloaded was at transaction level – each row of data
including the information of where (ie. at which station) each ride commenced and ended,
which date, at what time, how long it lasted for, what the serial number of the bike used was,
and whether the ride was carried out by a member of the scheme or some casual user.
Therefore the data had to be formulated accordingly, in order to extract the time series of the
number of rides commencing at each hour of the day, each time series representing data from
a single station. Consequently, the ensuing time series are all of equal length (n = 24),
sampled at equally spaced moments, so that they signify aggregation of data over the same
time interval (i.e. number of rides that happen to start within the period of a single hour),
without loss of generality for the analysis that follows. The station time series data were then
combined with data of the geographic coordinates (latitude and longitude) of the stations 2 ,
using the terminal number as a matching condition in order to perform an inner join between
the two tables, and subsequently split by month and plotted against the hour of day on the
horizontal axis. The entirety of the extract-transform-load (ETL) process was carried out in R
Studio. The complete set of resulting diagrams in included in Appendix A.
Below is presented only the diagram of the diurnal variation of number of bike rentals
across stations for September 2014 (Figure 3.1), which was selected as the basis dataset. The
rationale behind this selection is the fact that winter months only demonstrate a single
dominant shape of time series, coupled with the observation that September has the highest
peaks, and as such would be the most appropriate to highlight the difference between using
1
2

https://s3.amazonaws.com/capitalbikeshare-data/index.html
https://opendata.dc.gov/datasets/capital-bike-share-locations/data
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the Euclidean distance (which accentuates differences in amplitude scaling, being an L2norm) and all the others. The September dataset includes 336 elements (time series).

Figure 3.1: Diurnal variation of bike rentals, September 2014

Trying to decipher the semantics of the data at hand, we note that the peaks observed
are located at 8 a.m. in the morning and at around 5-6 p.m. in the evening, which points to the
direction that these bike rides have occurred as part of the daily commute of users to and from
work. At the same time, we note some sporadic peaks around noon and in the early afternoon
which could be attributed to leisure users, possibly visiting parks, attractions or similar
landmarks. If the purpose of the clustering exercise was the mining of data with a view to a
business application, one would most likely be interested in having an algorithm that would
successfully differentiate these two groups, so that differentiated targeting is applied to each
distinct user group.
On top of that, the previous consideration of the visual characteristics of the dominant
time series shapes points to the suitability of the use of a (Sakoe-Chiba) window of size 1,
when applying the DTW distance: not all people go to work at the exact same time and some
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may need longer to reach their destinations so that they need to commence their rides earlier.
It should be allowed then that the morning peak at, say, 9 a.m. of one station is matched to the
value of the time series of another station at 8 or 10 a.m., i.e. at data points differing by one
(which is the window size). This is because in both cases, the data reveal the same purpose in
the use of bikes, a noteworthy characteristic of the underlying process. This also highlights
the obvious shortcoming of the Euclidean, and to a lesser extent, of the Manhattan distance:
whatever value of the variable we have at 9 a.m. in one station can only be compared to the
values of the other stations at the exact same hour, whatever happened at 10 a.m. likewise and
so on. The Euclidean and the Manhattan distance evaluate a one-to-one mapping of each pair
of sequences (Montero & Vilar, 2014). Let us note here that the Euclidean distance could be
considered as a degenerate case of DTW distance where w=0. Therefore there is no warping
path to be discovered but not any time or memory cost associated with the calculation of it
either. This is a trade-off that should be borne in mind if one had to choose just one algorithm
to apply.
As regards the upper bound of the window size, there is no reason in principle why not
to choose such big a value that would allow any move, without restriction, across the local
cost matrix. However, the window, being a global con straint of the DTW matching, translates
our a-priori knowledge about the fact that the time distortion is limited (Giorgino, 2009). As
such, if we allowed a window of size 5 in our specific example, we could end up aligning the
morning peak of one time series with the evening peak of another. This would then yield a
low distance score between them but it would also constitute pathological warping, leading to
meaningless clusters. Having a window constraint could speed up the DTW calculation (by
restricting the permissible warping paths), while it is suggested to use a window size of 10%
of the sequences’ length (Sardá-Espinosa, 2018). Since our time series are of length 24, and
aiming to examine as many (meaningful) algorithms as possible within the scope of this
study, a maximum window size of 3 was chosen.
The selection of distance metrics (Euclidean, Manhattan, Pearson correlation and
DTW) transformations (clipping of time series), parameters (w = 1, 2, 3 & step pattern =
symmetric1, symmetric2), centroid definitions (DTW barycenter averaging and medoids for
partitional clustering/fuzzy c-means and fuzzy medoids in fuzzy clustering) and algorithms
(hierarchical with Ward linkage, partitional and fuzzy) resulted in 34 unique combinations
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that were run using the basic dataset in R Studio. The algorithms identified as likely to have
the shortest running times (clipped sequences transformation with Euclidean distance,
Euclidean distance on the original set and Manhattan distance, each fed to the hierarchical
clustering algorithm) were let to run with a wide range of possible number of clusters and
identify themselves which number of clusters was the optimal, based on the highest Silhoutte
score. This is a functionality included in the R packages that were used. Following from
Arbelaitz et al., 2013, in their comparative study of cluster validity indices, this range went
from 2 to the square root of the number of elements in the set (N=336, hence up to 18
possible clusters). The lengthier algorithms were run with a much narrower range and,
invariably, all algorithms converged in either two or three clusters.
Other than the cluster validity indices that assess coherence and thus quality of
proposed clusters, it would make sense to plot the cluster membership on a map and also
assess the emergence of spatial trends. To further aid this exercise and investigate possible
spatial correlations and semantics, the top 20 attractions in Washington, DC, were identified 3 ,
their coordinates researched in various Web sources and their locations eventually plotted on
the same maps.
The results of the application of the selected algorithms include dendrograms, together
with the heights where they have been pruned (where relevant), plots of clustered time series
against the time axis with different colours for each cluster, cluster prototypes (where
relevant) and the aforementioned maps. While the above outputs were produced for each
algorithm tested, in the results section that follows, only diagrams that highlight a point or an
observation of interest are included. Finally, the entire exercise was repeated once after
applying a z-normalization on the elements of the original set and once again after extending
the dataset to include the time series of September of years 2015 and 2016 as well (N=1095).

3

https://www.tripadvisor.com.gr/Attractions-g28970-ActivitiesWashington_DC_District_of_Columbia.html#ATTRACTION_SORT_WRAPPER
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4. Results
The presentation and analysis of results that follows uses the outputs that were
obtained after programming and running the 34 algorithms that were mentioned in the
previous section, in R Studio.

4.1 Sensitivity Analysis: Method Selection
Choosing a distance measure, a transformation (if any) and a clustering algorithm,
collectively a method, is the first step in a clustering exercise. Following this natural flow,
the effect of the defining parameters of the partitional and fuzzy algorithms are examined
separately in a subsequent section.
As detailed previously, different distance measures imply a different understanding of
what similar and dissimilar is. To give an illustration, in Figure 4.1 below, the time series
considered closest to the query sequence Q, in descending order are as follows:

Figure 4.1: Query sequence (Q) and possible distortions of it to be
compared under different distance measures. Reproduced from Chen &
Ng, 2004.
•

L1-norm (Manhattan distance): T 1 , T 4 , T 5 , T 3 , T 2

•

DTW: T 1 , T 4 , T 3 , T 5 , T 2 (Chen & Ng, 2004)

Extrapolating to a bigger scale which includes hundreds of time series, it is expected that
entirely different clusterings may occur. Here we are comparing between: clipped time series/
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hierarchical,

Euclidean

distance/hierarchical,

Manhattan

distance/hierarchical,

Pearson/hierarchical, DTW/hierarchical, DTW/partitional and DTW/fuzzy. In the case of the
DTW, we use the selection of parameters, within the range that we have defined, that is most
open to warping, i.e. a window size of 3 and step pattern 2 (as step pattern 1 favors oblique,
i.e. non-warping, steps, as explained in Section 2.3.3). The relevant figures of the clustered
time series are displayed below, with different clusters denoted by a different color.

Figure 4.2: Clustering results - Hierarchical/Clipped Sequences
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Figure 4.3: Clustering results - Hierarchical/Euclidean Distance

Figure 4.4: Clustering results - Hierarchical/Manhattan Distance
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Figure 4.5: Clustering results - Hierarchical/Pearson Correlation

Figure 4.6: Clustering results - Hierarchical/DTW (w=3, step pattern 2)
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Figure 4.7: Clustering results - Partitional (PAM)/DTW (w=3, step pattern 2)

Figure 4.8: Clustering results - Partitional (DBA)/DTW (w=3, step pattern 2)
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Figure 4.9: Clustering results - Fuzzy C-Means/DTW (w=3, step pattern 2)

Figure 4.10: Clustering results - Fuzzy C-Medoids/DTW (w=3, step pattern 2)
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We draw the following conclusions from the figures above:
1. The

only

two

methods

that

identify

three

clusters

are

the

clipped

time

series/hierarchical and the Pearson/hierarchical. This is directly related to their
property of being able to identify similarity in shape and similarity in change. On
the other hand, all the other methods group time series based on size and this is why no
more than two clusters can be justified: one for each side of the scale extremes. The
only aspect that seems to differentiate this groups of methods from each other is the
relative threshold.
2. In terms of visual inspection, there is no discernible difference between the Euclidean
and the Manhattan distance.
3. There is no difference either among DTW/hierarchical, DTW/partitional (DBA) and
DTW/fuzzy c-means. These methods need to be compared to each other by means of
other, measurable criteria.
4. Regarding partitional and fuzzy clustering, the methods that build clusters around
average sequences (DBA and fuzzy c-means) have cluster prototypes that are more
distant in amplitude than those methods that use medoids (PAM and fuzzy c-medoids).
This is supplemented by an increased sensitivity in identifying shape-based
similarity. These observations are illustrated by the plotting of the actual cluster
prototypes in Figures 4.11-4.14 below. For example, the peak of cluster 1 in Partitional
(PAM) (Figure 4.11) is at around 225, while the peak of cluster 1 in Partitional (DBA)
is at around 300 (Figure 4.12). At the same time, peak height of cluster 2 is at around
50 for both methods, however the cluster prototype of Partitional (DBA) has two peaks
of equal height and the cluster prototype of Partitional (PAM) only one, making it very
similar in shape to cluster 1 prototype of the same method. Analogous observations can
be made for the fuzzy methods (Figures 4.13-4.14).
On the other hand, resilience to noise is higher in medoid methods, as noisy objects
will affect the cluster prototypes more during the averaging process of DBA and fuzzy
c-means. In any case, care needs to be taken when considering partitional and fuzzy
algorithms: they are not deterministic, so their centroids might not be the exact ones
observed now if we were to repeat the experiment. Sensitivity of convergence time to
choice of cluster prototype is examined in Section 4.4.
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Figure 4.11: Cluster prototypes - Partitional (PAM)/DTW (w=3, step pattern 2)

Figure 4.12: Cluster prototypes - Partitional (DBA)/DTW (w=3, step pattern 2)
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Figure 4.13: Cluster prototypes - Fuzzy c-medoids (w=3, step pattern 2)

Figure 4.14: Cluster prototypes - Fuzzy c-means (w=3, step pattern 2)
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The effectiveness of the clipped time series/hierarchical method merits underlining by giving
more details on our understanding of the outcomes. Indeed, the clipped time series
representation leads to clear shape definitions (Figures 4.15-4.17), which, combined with a
consideration of the spatial clustering of stations on the map (Figure 4.18), provides a
subjective yet meaningful explanation of results:
•

Cluster 1 (Figure 4.15) includes all the stations that face a high demand for bikes in
the morning and early in the evening with a trough in between, consistently
demonstrating this pattern irrespective of scale. This possibly means that they are used
both by people who rent a bike around their home (or around a train station) to go to
work as well as by people who rent a bike around their work to return home. It would
be worth to investigate whether the areas covered by the respective spatial cluster
(marked

in

red

color)

on

the

map

(Figure

4.18) 4

are

located

in

mixed

residential/business zones or around mass transport terminals, as this proposed
interpretation suggests. The size of dots on the map is proportional to the average
diurnal demand for the respective station.
•

Cluster 2 (Figure 4.16) includes stations with a distinctly different shape to those of
the previous cluster. Demand steadily increases throughout the day, until reaching a
maximum in the late afternoon. What stands out regarding the respective spatial cluster
(marked in blue) on the map, is that it encompasses the overwhelming majority of
locations that we have identified as points of interested and included in this analysis,
as explained in Section 3, marked in purple. This means that these stations are mainly
used after their users have completed their visits to attractions and landmarks in their
movement outwards of city center. Proximity to landmarks means that the stations are
not located in residential areas, which explains the low demand in the morning,
consistent to what we see in the typical shape of the curves of the temporal cluster
diagram.

•

Cluster 3 (Figure 4.17) comprises stations with a low peak of demand in the morning.
On the map, these are remote stations, used by people in residential areas principally
during their commute to work. The fact that these off-center locations are, in all
probability, more sparsely populated gives an explanation for the low peak.

4

Spatial Clusterings for all the other methods tested are included in Appendix B
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While the above analysis is largely subjective, it should still be seen as a necessary step and
as a sense check that gives a context to the information extracted by the pattern discovery that
the clustering exercise results in, so that it becomes useful knowledge.

Figure 4.15: Cluster 1 - Hierarchical/Clipped Sequences

Figure 4.16: Cluster 2 - Hierarchical/Clipped Sequences
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Figure 4.17: Cluster 3 - Hierarchical/Clipped Sequences

Figure 4.18: Spatial Clustering on Map - Hierarchical/Clipped Sequences
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4.2 Sensitivity Analysis: Window Size & Step Pattern

The defining parameters of the DTW are the window size and the step pattern. As
already stated in Section 2.3.2, it is poor practice not to define a window size, thus allowing
uncontrolled warping. Instead, the choice of the window size needs to reflect our
understanding of the testing dataset. In the specific case of the present study, the time series
objects are not primarily misplaced renditions of a single dominant shape. Rather, we can
clearly see at least two different patterns in terms of shape, and the maximum window size
that is expected to help reveal patterns rather than obfuscate the underlying truth, should be
limited to just one, so that peaks that have been placed in adjacent time periods due to
randomness can be aligned together. Weak time dependent similarity is most successfully
measured using dynamic time warping (Bagnall et al., 2006), however weak time similarity is
not the major issue preventing algorithms arriving at coherent clusters in the dataset at hand.
For the purposes of completeness, the range of the window size was extended up to
three. However, within the set of results generated in the course of the analysis, it has been
hard to locate a case where warping has provided clear improvements by reallocating time
series between clusters, compared to the Euclidean distance. A rather weak example can be
given by comparing the time series in cluster 1, when using the Euclidean (Figure 4.19) and
when using the Hierarchical/DTW (w=3, step pattern 1) (Figure 4.20). Compared to the
Euclidean, the DTW cluster includes an extra number of time series with a morning peak at 8
a.m. of approximate height 300, that appear to have been successfully aligned with the peaks
at 9 a.m. at the Euclidean cluster. Nevertheless, the potential of using a wider window than
data suggests is naturally not being exploited.
Another consequence of using warping is that the distance between data objects starts
reducing as the window size gets bigger, as L p -norms are an upper bound for the DTW. This
needs to be borne in mind when comparing methods using ratio-type indices. For example,
considering the exact same dataset, the denominator that goes into calculating the Silhouette
and denoting the nearest neighbor distance between clusters would become smaller,
potentially affecting the index. To observe this, look at the maximum heights of the
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Figure 4.19: Cluster 1 - Hierarchical/Euclidean

Figure 4.20: Cluster 1 - Hierarchical/DTW (w=3, step pattern 1)

dendrograms of the Hierarchical/DTW cases, symmetric2, w=1 and w =3 in Figures 4.21 and
4.22, respectively.
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Figure 4.21: Dendrogram - Hierarchical/DTW (w=1, step pattern 2): pruning the tree at around
30000

Figure 4.22: Dendrogram - Hierarchical/DTW (w=3, step pattern 2): pruning the tree at around
25000
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A stronger point can be made regarding the step pattern. In fact the choice of both
parameters, window size and step pattern, must be made simultaneously, given the application
in mind and the specifics of the dataset, as they work together to specify the level of warping
that should be allowed. This is due to the fact that the one is a global constraint and the other
a local. In order to reach the maximum number of possible alignments of a single time point
of one sequence to the other (specified by the window size), these alignments must be made
consecutively, i.e. one by one, if step patterns of singular temporal width (such as symmetric1
and symmetric 2, see Figure 2.8) are to be used. In order to end up with an alignment of (i,
j+3), having started with (i, j), the only possible sequence of alignments (for either
symmetric1 or symmetric2) is (i, j) → (i, j+1) → (i, j+2) → (i, j+3). The algorithm simply
won’t jump from (i, j) to (i, j+3). The only way that these transitions are preferred, rather than
oblique steps ((i, j) → (i+1, j+1), refer to Section 2.3.3), is if the step pattern favors them, at
each step, by the choice of the per-step weighting coefficient along the diagonal. The more
the step pattern penalizes oblique steps and the lengthier the window, the more diverse the
end results of the clustering may end up to be. Examples in the analysis that highlight the
variability of results that occur just by switching from symmetric1 to symmertic2 are shown
in the next page, Figures 4.23 and 4.24.
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Figure 4.23: Clustering results - Hierarchical/DTW (w=3, step pattern 1)

Figure 4.24: Clustering results - Hierarchical/DTW (w=3, step pattern 2)
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4.3 Assessing Polarity of Cluster Membership in Fuzzy Clustering
Fuzzy clustering techniques offer extra knowledge that can prove useful, when
compared to partitional and hierarchical methods. This extra knowledge is the information of
the partition matrix, the elements of which take continuous values in the range (0, 1)
signifying the degree of participation of each data object to each cluster of the solution. This
information is valuable in the sense that it gives us a magnitude of the certainty, or the
polarity, of clusters that is implied in the resulting crisp clustering, information that is not
explicitly available when using other algorithms. This way we can gain more confidence on
the generated results, or appreciate easily which data objects are the most appropriate to move
around, if we choose to make adjustments to the clusters. A way to make use of this
information is by extending the visual analytical approach adopted previously by examining
the spatial patterns of clusters on the map. Using a graduated color range, starting from white

Figure 4.25: Spatial Clustering on Map - Fuzzy c-medoids (w=3, step pattern 2)
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(corresponding to zero participation in the cluster) and ending in the actual color of the
respective crisp cluster (corresponding to full participation in the cluster), an exact overview
of all the information contained in the partition matrix is readily available. An example by
use of results of the analysis carried out should make this point more clear, provided in
Figures 4.25-4.27.

Figure 4.26: Cluster 1 Membership - Fuzzy c-medoids (w=3, step pattern 2)
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Figure 4.27: Cluster 2 Membership - Fuzzy c-medoids (w=3, step pattern 2)

Inspecting the maps, it is hard to argue that there is ambiguity about the coherence of the two
clusters. One may also notice however that the most ambiguous elements in the fuzzy clusters
are the stations with the highest demand (the biggest dots), the ones with the mid blue and red
tones. That points to the direction that it is not just scale of the time series that this particular
algorithm uses in order to group stations together and we might then want to drill further into
this observation, to understand the precise reasons why. This information is only accessible
due to the depiction of the fuzziness of data elements as they have been partially assigned to
each cluster. If a crisp clustering algorithm had been used, this information would not have
been available.
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4.4 Performance of Methods
In preceding sections, considerations of all the aspects of algorithmic method selection
for the purposes of time series clustering were detailed. In order to have a basis of
comparison for all the 34 method tested and run, the length of running time was recorded for
each, based on system time, as well as the value of the Silhouette index of the resulting
clustering. These results are presented below (Figure 4.28).

Figure 4.28: Performance of clustering methods using the September 2014 dataset

Evaluating the collective outcomes, the following comments hold:
•

Hierarchical clustering (performed with the NbClust package in R), as well as
partitional/fuzzy algorithms with medoid cluster prototypes (performed with the tsclust
package) take significantly longer than all the others to converge. This feature, by
itself, should be a disqualifying one when considering method selection. But regardless
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of this, they don’t appear to offer better cluster definitions compared to L p -norms or
their counterparts that use averaged cluster prototypes.
•

Fuzzy algorithms centered around means take longer than partitional algorithms
centered around means, by about an order of magnitude.

•

Fuzzy and partitional algorithms centered around means seem to have higher cluster
coherence, as measured by the Silhouette index.

•

The Manhattan and the Euclidean distance are very close to each other, regarding both
running time and Silhouette value.

•

Clipped sequences fed to a hierarchical algorithm have a very low Silhouette score,
which comes in stark contrast to the results they produced, which are the most suitable
in giving an explanation of the way the resulting clusters have been formed, albeit
subjective. This is a consequence of the process of transformation of the time series, so
that Silhouette scores cannot be directly comparable. This method should therefore not
be discredited, especially given its ease of application and interpretation.

•

On the basis of the two criteria set out here, the choice of DTW parameters does not
make any meaningful difference.

•

The distance resulting out of Pearson correlation also displays an uncompetitive
Silhouette score, even though the running time is similar to that of the L p -norms, the
clipped sequences and Partitional (DBA). It should also not be discredited too easily
however, as it is effective in performing a different category of clustering, that is,
shape-based clustering, as opposed to strict or weak time-based clustering.

As the focus of the entire study is on big data applications, scalability is a major concern. The
response to a bigger dataset had therefore to be tested, so the entire exercise was repeated by
using a new dataset, merging September data for years 2014, 2015 and 2016 out of the same
source database. The outcome is presented in Figure 4.29, on the next page. The hierarchical
and partitional/fuzzy algorithms with medoid prototypes appear to need quadratic time with
respect to dataset size; a threefold increase of the dataset requires ninefold running time. This
fact makes their use even more prohibitive. The other partitional/fuzzy algorithms have a
linear time response with respect to dataset size. No significant changes in terms of Silhouette
index order are observed.
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Finally, z-normalization (calculating the z-value of all elements belonging to a time
series, based on the time series’ sample mean and standard deviation) was performed on all
sequences in the original September 2014 dataset as a preprocessing step and the entire
analysis was run again. That way, all differences in scale were eliminated between time
series. It is striking to observe that Pearson correlation performs clearly better than any other
method, as it is the most suitable to understand and measure similarity in shape (Figure 4.30).
One may also notice that the various fuzzy variants start converging in terms of length of
running time. A severe limitation of this approach however is that we have to be very certain
that we want to ignore the scale dimension during the clustering analysis altogether.

Figure 4.29: Performance of clustering methods using the September 2014-15-16 dataset
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Figure 4.30: Performance of clustering methods after z-normalization, September 2014
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5. Conclusions – Directions for Further Study
Clustering of time series is not a black box process whereby any given dataset can be
clustered in a meaningful way, revealing underlying structures and patterns, by the use of a
single best methodology. A number of decisions needs to be made regarding the choice of
algorithm and its defining parameters. This in turn requires an effort to be made beforehand
so that the semantics and the particularities of the dataset are properly comprehended. The
first question that needs to be answered is whether it is similarity in time, either strict or
weak, that needs to be tracked, or similarity in shape. Accordingly, correlation, elastic, lockstep or other distance measures, that have not been examined here, would be proposed. Or,
adopting an even wider outlook, similarity in structure could be the objective, which however
has been left out of the scope of the present study, as it requires the fitting of statistical or
neural network models.
The answer to this first question leads to the decision on what distance measure should
be used, as a proxy of similarity of data elements. The type of application also plays an
important role. If datasets that are known or expected to scale quickly are considered, one
should remember that some algorithms require iterative calculation of matrices before they
converge, so that they exhibit quadratic cost in time with regards to sequence and dataset
length.
While not much can be done to reduce dataset size, a rather obvious way to reduce
sequence length is to reduce its sampling rate. This was not applied in the sequences
examined in the present study, as they were already quite short by design, even though it
could be considered tolerable to aggregate the amount of interest (number of bike rentals)
over two hours rather than one, and have sequences of length n=12, without much loss of
resolution. Or, one could choose to do the opposite, aggregating every half hour, and end up
with with sequences of n=48. In that case however, a bigger warping window would have to
be used to span the same length of time before or after the time point we are examining: if
previously an hour ago was one step away, now it is two. Increasing sequence length and at
the same time, invariably, the window size, it is understood that the complexity and time cost
of running the clustering methods would rise sharply. In the end, that is yet another aspect of
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the clustering methodology design that needs to be given adequate thought: what should the
sequence length be, if one has the choice, so that not much resolution is lost nor much noise
or volatility introduced.
Other dimensionality reduction and representation methods exist as well. One that was
found to perform in a very satisfactory way was the method of clipping sequences, which also
enjoys the benefits of ease of application.
While the use of DTW was found to offer some performance improvements and was
relatively well suited to the dataset, the use of clipped sequences gave a nice subjective
explanation of results, even though it didn’t score too well by more objective standards. The
problem therefore remains inconclusive. The use of DTW requires defining a number of
parameters; it was highlighted that the choice of clustering method is more important than
fine tuning the parameters of DTW.
Going forward, a handful of suggestions could be worth exploring. First of all, whether
using single or complete linkage, rather than Ward’s method would make the hierarchical
algorithms converge faster. Also, whether using a different sequence length, either smaller or
larger, differentiates the results. In that case, it would make sense to compare the resulting
partitions by means of an index such as the Rand Index, or the Adjusted Rand Index.
Comparing this way the sensitivity of the clustering algorithm to sequence length, it would
have some value to repeat this comparison across the different methods. Furthermore, a
hybrid method could be worth investigating, combining the merits of both the DTW and the
correlation. Specifically, it would make use of the DTW as a preprocessing step in order to
optimally align sequences and then use the correlation as a distance metric. And then assess
whether the trade-off between increased running times of this hybrid method and performance
enhancement, if any, is worth it. And finally, use of a new, labelled dataset, so that
comparison to the ground truth is possible after the clustering algorithms have run, for a more
robust validation of the results.
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Appendix Α: Diagrams of Diurnal Variation of Bike
Rentals Across Stations, Split by Month (Year 2014)

Figure A.1: January

Figure A.2: February
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Figure A.3: March

Figure A.4: April
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Figure A.5: May

Figure A.6: June
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Figure A.7: July

Figure A.8: August
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Figure A.9: September

Figure A.10: October

62

Figure A.11: November

Figure A.12: December
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Appendix B: Spatial Clusterings on Map for All Methods

Figure B.1: Spatial Clustering on Map – Hierarchical/Clipped Sequences
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Figure B.2: Spatial Clustering on Map – Hierarchical/Manhattan Distance
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Figure B.3: Spatial Clustering on Map – Hierarchical/Euclidean Distance
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Figure B.4: Spatial Clustering on Map - Hierarchical/Pearson Correlation
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Figure B.5: Spatial Clustering on Map - Hierarchical/DTW (w=1, step pattern 1)
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Figure B.6: Spatial Clustering on Map - Hierarchical/DTW (w=2, step pattern 1)
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Figure B.7: Spatial Clustering on Map - Hierarchical/DTW (w=3, step pattern 1)
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Figure B.8: Spatial Clustering on Map - Hierarchical/DTW (w=1, step pattern 2)
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Figure B.9: Spatial Clustering on Map - Hierarchical/DTW (w=2, step pattern 2)
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Figure B.10: Spatial Clustering on Map - Hierarchical/DTW (w=3, step pattern 2)
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Figure B.11: Spatial Clustering on Map - Partitional (DBA)/DTW (w=1, step pattern 1)
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Figure B.12: Spatial Clustering on Map - Partitional (DBA)/DTW (w=2, step pattern 1)
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Figure B.13: Spatial Clustering on Map - Partitional (DBA)/DTW (w=3, step pattern 1)
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Figure B.14: Spatial Clustering on Map - Partitional (DBA)/DTW (w=1, step pattern 2)
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Figure B.15: Spatial Clustering on Map - Partitional (DBA)/DTW (w=2, step pattern 2)
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Figure B.16: Spatial Clustering on Map - Partitional (DBA)/DTW (w=3, step pattern 2)
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Figure B.17: Spatial Clustering on Map - Partitional (PAM)/DTW (w=1, step pattern 1)
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Figure B.18: Spatial Clustering on Map - Partitional (PAM)/DTW (w=2, step pattern 1)
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Figure B.19: Spatial Clustering on Map - Partitional (PAM)/DTW (w=3, step pattern 1)
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Figure B.20: Spatial Clustering on Map - Partitional (PAM)/DTW (w=1, step pattern 2)
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Figure B.21: Spatial Clustering on Map - Partitional (PAM)/DTW (w=2, step pattern 2)
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Figure B.22: Spatial Clustering on Map - Partitional (PAM)/DTW (w=3, step pattern 2)
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Figure B.23: Spatial Clustering on Map - Fuzzy C-Means/DTW (w=1, step pattern 1)
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Figure B.24: Spatial Clustering on Map - Fuzzy C-Means/DTW (w=2, step pattern 1)
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Figure B.25: Spatial Clustering on Map - Fuzzy C-Means/DTW (w=3, step pattern 1)
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Figure B.26: Spatial Clustering on Map - Fuzzy C-Means/DTW (w=1, step pattern 2)
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Figure B.27: Spatial Clustering on Map - Fuzzy C-Means/DTW (w=2, step pattern 2)
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Figure B.28: Spatial Clustering on Map - Fuzzy C-Means/DTW (w=3, step pattern 2)
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Figure B.29: Spatial Clustering on Map - Fuzzy C-Medoids/DTW (w=1, step pattern 1)
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Figure B.30: Spatial Clustering on Map - Fuzzy C-Medoids/DTW (w=2, step pattern 1)

93

Figure B.31: Spatial Clustering on Map - Fuzzy C-Medoids/DTW (w=3, step pattern 1)
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Figure B.32: Spatial Clustering on Map - Fuzzy C-Medoids/DTW (w=1, step pattern 2)

95

Figure B.33: Spatial Clustering on Map - Fuzzy C-Medoids/DTW (w=2, step pattern 2)
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Figure B.34: Spatial Clustering on Map - Fuzzy C-Medoids/DTW (w=3, step pattern 2)
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