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\A Bayesian and a Frequentist were to be executed. The judge asked them what were

their last wishes. The Bayesian replied that he would like to give the Frequentist one

more lecture. The judge granted the Bayesian’s wish and then turned to the Frequentist

for his last wish. The Frequentist quickly responded that he wished to hear the lecture

again and again and again and again . . . . . . "

Xiao-Li Meng
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ATHENS UNIVERSITY OF ECONOMICS & BUSINESS

Abstract

Department of Statistics

Cluster Analysis on Ranking Data

by Christos Kostoulas

This thesis is about understanding how to perform cluster analysis in ranked data that

come in big volumes and that might also include missing observations in them. At �rst,

some basic notions, such as the distance and the correlation between two rankings, are

discussed and then we review some probabilistic models that are useful for ranking data.

Clustering models are being discussed as well. Afterwards, we present some statistical

R packages that are able to perform cluster analysis on big volumes of ranked data. In

particular, we will see that 2 packages, namely the PLMIX and the BayesMallows,

o�er us the ability to also perform cluster analysis within the Bayesian context. Finally,

we display the power of these packages by applying them on a job ranking dataset that

consists of 8646 observations and 17 factors to evaluate.
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OIKONOMIKO PANEPISTHMIO AJHNWN

Per—lhyh

Tm ma Statistik c

An�lush sust�dwn se dedomŁna taxinìmhshc

Qr stoc KwstoÔlac

H diatrib  aut  Łqei skopì na de—xei pwc mporoÔme na k�noume an�lush sust�dwn se

meg�lo ìgko dedomŁnwn taxinìmhshc ta opo—a endeqomŁnwc na periŁqoun kai ellipe—c

parathr seic. Pr‚ta, eis�goume k�poiec basikŁc Łnnoiec ìpwc h apìstash kai h susqŁtish

metaxÔ dÔo seir‚n kat�taxhc (rankings) kai Łpeita k�noume m—a anaskìphsh twn pijanokratik‚n

montŁlwn pou qrhsimeÔoun sth montelopo—hsh dedomŁnwn taxinìmhshc. Ja diereun soume

ep—shc kai montŁla sustadopo—hshc. En suneqe—a ja exetastoÔn tr—a statistik� pakŁta

sthn R me b�sh ta opo—a ja mporŁsoume na pragmatopoi soume sustadopo—hsh meg�lou

ìgkou dedomŁnwn taxinìmhshc. SugkekrimŁna, ja analÔsoume 2 pakŁta, onìmati PLMIX

kai BayesMallows, ta opo—a mac prosfŁroun th dunatìthta na pragmatopoi soume an�lush

sust�dwn qrhsimopoi‚ntac MpeôzianŁc mejìdouc. TŁloc, de—qnoume thn isqÔ aut‚n twn

pakŁtwn efarmìzont�c ta se dedomŁna axiolìghshc epaggelm�twn, to opo—o perilamb�nei

8646 parathr seic kai 17 par�gontec proc axiolìghsh.
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Chapter 1

Introduction to Ranked Data

Ranked data arise in those studies where a sample of N people is presented a �nite set

of t alternatives, called items, and they are asked to rank them according to a certain

criterion, such as personal preferences or attitudes. Ranking and comparing objects is

important in order to collect information about a person’s preference. Ranking data

may be observed either directly or it may come from a ranking of a set of assigned or

rating scores (such as the movies’ ratings that can be found on the web). Examples of

ranking data can be found in politics, such as voting and elections, market research, food

preference, medical treatments for diseases (such as COVID-19), horse racing, English

football premier league, to name a few.

Ranked data can be divided in two big categories: Complete and Incomplete Rankings.

In some cases an individual (called judge or assessor) assesses only their favourite objects

and therefore provides a partial (top) ranking. In other cases individuals are presented

with a subset of the total number of objects and rank only the objects in the subset

(subset rankings). The aforementioned cases involve incomplete rankings which are in

need of a di�erent treatment than the complete rankings.

In the �rst chapter of this thesis we discuss some basic notions regarding ranked data

such as the distance and the correlation between two rankings. We discuss the notion

of compatibility classes and highlight their signi�cance in understanding the correlation

between incomplete rankings.

1
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Chapter 1 Introduction to Ranked Data 2

Example: The following table shows all possible complete rankings for the 3 objects

X1, X2, X3. In the last column we see the number of times that each of the 6 rankings

appears in the population, i.e. there are 13 observations in total.

1.1 Descriptive Tools

For starters let us de�ne some basic tools with which one can perform descriptive statis-

tics on ranking data. Many of the details we show below are found in the book of Alvo

and Yu [1]. Let �(i) denote the rank given to object i. The inverse of the ranking func-

tion ��1(i) denotes the ordering of object i and is de�ned as the object whose rank is i.

For example, imagine there are t = 6 objects to rank in total. One of the judges ranks

the 3rd object second. This is denoted as �(3) = 2. In addition, anti-rank is de�ned as

��(i) = (t+ 1)� �(i).

The central tendency of the ranks can be represented in terms of the mean rank. The

mean rank is de�ned as a t-dimensional vector m = (m1; : : : ;mt)
T in which the i th

entry equals:

mi =
t!X
j=1

nj�j(i)

n

where the rank vector �j 2 Pt, i.e. it belongs in the set of all possible permutations of

the t objects, and nj is the observed frequency of ranking, n =
Pt!

j=1 nj and �j(i) is the

rank score given to object i in ranking j.

Another useful tool in descriptive statistics is the pairwise frequencies, that is the fre-

quency with which an object a is more preferred than object b. The pairwise frequencies

can be summarized in a matrix called a pair matrix P :

Pab =

t!X
j=1

nj1(�j(a) < �j(b))
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Chapter 1 Introduction to Ranked Data 3

Notice that whenever an object a is more preferred than an object b, then we say that

the object a has lower rank than object b. Moreover, Pab=n represents the empirical

probability that object a is more preferred than object b.

Finally, one could look at the marginal matrix

Mab =
t!X
j=1

nj1[�j(a) = b]

which shows the frequency of object a being ranked b-th. In particular, the a-th row

gives the observed marginal distribution of the ranks assigned to object a and the b-th

column gives the marginal distribution of objects given the rank b.

For the table of rankings we showed above, we can �nd all the aforementioned summary

statistics by using the package pmr in R. Below we see the mean rank, the pair matrix

and the marginal matrix respectively. Notice that the average rank of X3 is the smallest

(i.e. object X3 is the most preferable on average). This is reasonable since in 11 rankings

out of 13 in total, object X3 comes �rst in the preference of the judges.

1.2 Distance Between Two Rankings

Suppose we have t objects to rank. Then it is natural to think of the rankings as di�erent

permutations of the integers (1; 2; : : : ; t), i.e. they belong in the set Pt of all possible

t! permutations. In order to measure the spread between two individual permutations

we use distance functions d(�; �) which have the property of being invariant under any

permutation relabelling of the objects (right-invariance). That is, for any permutations

�; �; �,

d(�; �) = d(� � �; � � �)
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Chapter 1 Introduction to Ranked Data 4

where � � �(i) = �
�
�(i)

�
.

Some of the commonly used [1] right-invariant metrics are:

Spearman dS(�; �) =
1

2

tX
i=1

�
�(i)� �(i)

�2
Kendall dK(�; �) =

X
i<j

�
1� sgn

�
�(j)� �(i)

�
sgn
�
�(j)� �(i)

�	

Hamming dH(�; �) = t�
tX
i=1

tX
j=1

1
�
�(i) = j

�
1
�
�(i) = j

�

Footrule dF (�; �) =
tX
i=1

���(i)� �(i)
�� (1.1)

Note that the Spearman measure is not a proper distance function because it does not

obey the triangular inequality property, while its square root (which is the Euclidean

distance) obeys it. The Kendall distance counts the number of discordant pairs whereas

the Hamming distance counts the number of mismatches.

More compactly, for the case of complete rankings, one can de�ne [1] the t!� t! matrix

of all pairwise distances � :=
�
d(�i; �j)

�
, where the indices i; j = 1; 2 : : : ; t! refer to all

possible permutations of the t objects. If the metric d(�; �) is right-invariant, then it can

be proved that there exists a positive constant c for which

�I = (ct!)I

where the eigenvector I = (1; 1; : : : ; 1)T is of dimension t!. Hence, c is equal to the

average distance. For the cases of Spearman, Kendal and footrule we have:

cS =
t(t2 � 1)

12
cK =

t(t� 1)

2
and cH = t� 1 (1.2)

1.3 Correlation Between Two Rankings

Before de�ning the correlation between two rankings, let us note that the distances can

also be written in terms of a similarity function in the form

d(�; �) = c�A(�; �) (1.3)
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Chapter 1 Introduction to Ranked Data 5

c is again the average distance. Thus for the four distances we de�ned above, we have

Spearman AS(�; �) =

tX
i=1

�
�(i)� t+ 1

2

��
�(i)� t+ 1

2

�
Kendall AK(�; �) =

X
i<j

sgn
�
�(j)� �(i)

�
sgn
�
�(j)� �(i)

�

Hamming AH(�; �) =
tX
i=1

tX
j=1

�
1
�
�(i) = j

�
� 1

t

��
1
�
�(i) = j

�
� 1

t

�

Footrule AF (�; �) =
tX
i=1

tX
j=1

�
1
�
�(i) � j

�
� 1

t

��
1
�
�(i) � j

�
� 1

t

�

We may now de�ne the correlation [1] between two rankings �; � as

�(�; �) = 1� 2d(�; �)

M
(1.4)

where M is the maximum value of the distance taken over all possible pairs �; � in Pt.
In the case of the Spearman and Kendall distance, it can be shown that the maximum

value is equal to twice the mean, i.e. M = 2c and hence these correlation coe�cients

can be also written in the form

�S(�; �) =
AS
cS

and �K(�; �) =
AK
cK

(1.5)

The correlation coe�cients based on these distances are of the multiplicative type a, i.e.

there exists a function g such that

�(�; �) = k�k�

tX
i=1

tX
j=1

g
�
�(i); �(j)

�
g
�
�(i); �(j)

�
(1.6)

where k�; k� are normalizing constants. We can now de�ne the correlation matrix

Q =
�
J � 2

M
�
�

(1.7)

where J = IIT and � is the t!� t! matrix of pairwise distances de�ned in the previous

section. For the correlation coe�cients which are of the multiplicative type, it can

be shown (cf. references in [1] ) that the correlation matrix is necessarily positive

semide�nite. This implies that there exists a matrix T for which
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Chapter 1 Introduction to Ranked Data 6

Q =
1

c
TTT (1.8)

Recall that for both Spearman and Kendall distances, M = 2c and so the corresponding

distance matrices can be expressed in the form

� = cJ �TTT (1.9)

which is just a generalisation of Eq (1.3). From the speci�c form of the Spearman and

Kendal correlation measures (1.5), one can see that the corresponding T matrices are

TS =
�
tS(�1); : : : ; tS(�t!)

�
(1.10)

where

tS(�) =

 
�(1)� t+ 1

2
; : : : ; �(t)� t+ 1

2

!T

is the centered rank vector. So we see that the matrix TS is of dimension t � t!. As it

comes to TK , we have

TK =
�
tK(�1); : : : ; tK(�t!)

�
(1.11)

is of dimension
�
t
2

�
� t! where the qth line of the matrix has the following form

�
tK(�)

�
q

= sgn[�(j)� �(i)] ; q = (i� 1)(t� i

2
) + (j � i); 1 � i < j � t

and recall that � = (�1; : : : ; �t!).

For Hamming measure, the (i; j) element of the t2 � t2 matrix TH is

�
tH(�)

�
ij

= 1[�(i) = j]� 1

t
; 1 � i; j � t (1.12)

and for the Footrule measure, the t2-dimensional vector is given by

�
tF (�)

�
q

= 1[�(i) � j]� 1

t
; q = (i� 1)t+ j ; 1 � i; j � t (1.13)
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Chapter 1 Introduction to Ranked Data 7

1.4 Incomplete Rankings

As we said in introduction, some items may not be ranked by the judges. Hence data

might be missing at random or by design. Ideally we would like to complete the missing

ranks in order to get more trustworthy results. In later sections we will see that many

methods, regarding clustering of heterogeneous ranking data, use augmentation tech-

niques in order to account for the missing ranks. However, at this point let us follow the

approach of Alvo and Yu [1] by introducing the notion of compatible complete rankings.

Imagine we have a partial ranking with t = 5 objects to rank: �? = (2;�; 3; 4; 1)T where

it is obvious that the second object is unranked. The de�nition in [1] states that the

only complete rankings which are compatible with the incomplete ranking �? are the

ones whose relative ranking of every pair of objects coincides with their relative ranking

in �?. In our example, the set of complete rankings (permutations) compatible with

�? = (2;�; 3; 4; 1)T is

C(�?) =
�

(2; 5; 3; 4; 1)T; (2; 4; 3; 5; 1)T; (2; 3; 4; 5; 1)T; (3; 2; 4; 5; 1)T; (3; 1; 4; 5; 2)T
	

Notice that the relative order of the rankings is preserved in all the 5 rankings above. It

is easy to check, by examples, that the total number of complete rankings of t objects

compatible with an incomplete ranking of a subset of k (2 � k � t) objects is t!=k!

Let us now generalise the de�nition of the distance function in the case of two incomplete

rankings d?(�?; �?). The de�nition can be found in [1] and suggests that it is the average

of all values of the distances d(�i; �j) taken over all pairs of complete rankings �i; �j

compatible with �? and �? respectively:

d?(�?; �?) =
1

a2

�
C(�?)

�T
�
�
C(�?)

�
(1.14)

where a = t!=k! and C(�?) is the t!� 1 compatibility vector associated with the incom-

plete ranking �?. Its i-th component is 1 or 0 depending on whether �i is compatible

with �?. We will demonstrate this in the following [1] example.

Suppose there are t = 3 objects to rank in total but only k = 2 are ranked. In that case,

the possible incomplete rankings are denoted by

�?11 = (1; 2;�)T ; �?12 = (2; 1;�)T ; �?21 = (1;�; 2)T ; �?22 = (2;�; 1)T

�?31 = (�; 1; 2)T ; �?32 = (�; 2; 1)T
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Chapter 1 Introduction to Ranked Data 8

Notice that there are 3 positions for which the rank datum can be missing and so the

notation adapts to this fact. The possible complete rankings for 3 objects are

�1 = (1; 2; 3)T ; �2 = (1; 3; 2)T ; �3 = (2; 1; 3)T ; �4 = (2; 3; 1)T

�5 = (3; 1; 2)T ; �6 = (3; 2; 1)T

We can now write down the compatibility matrix containing 6 columns each of which

corresponds to a 3!� 1 compatibility vector associated to every incomplete ranking

C =

�?11 �?12 �?21 �?22 �?31 �?32

�1 1 0 1 0 1 0
�2 1 0 1 0 0 1
�3 0 1 1 0 1 0
�4 1 0 0 1 0 1
�5 0 1 0 1 1 0
�6 0 1 0 1 0 1

Notice that each column has exactly 3!=2! = 3 ones as mentioned above. We can

now easily obtain the matrix of average pairwise Spearman distances for the incomplete

rankings �ij as CT�SC=a
2 where a = t!=k! = 3. The 6�6 matrix of Spearman distances

�S between the complete rankings f�igi=1;:::;6 can be obtained through the Spearman

distance (1.1) and is equal to

�S =

266666666664

0 1 1 3 3 4

1 0 3 1 4 3

1 3 0 4 1 3

3 1 4 0 3 1

3 4 1 3 0 1

4 3 3 1 1 0

377777777775
(1.15)
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Chapter 1 Introduction to Ranked Data 9

and therefore the product of matrices CT�SC gives

CT�SC =

�?11 �?12 �?21 �?22 �?31 �?32

�?11 10 26 14 22 22 14
�?12 26 10 22 14 14 22
�?21 14 22 10 26 14 22
�?22 22 14 26 10 22 14
�?31 22 14 14 22 10 26
�?32 14 22 22 14 26 10

Note that the distance of an incomplete ranking to itself is 10=9 and not 0 and this fact

will change the de�nition of the correlation regarding incomplete rankings.

Before proceeding to that, let us note that for the case of Spearman and Kendall distances

we can modify Eq (1.14) as:

d?(�?; �?) =
1

a2

�
C(�?)

�T
�
�
C(�?)

�
(1.9)
=

1

a2

�
C(�?)

�T
(cJ �TTT)

�
C(�?)

�
= c�A?(�?; �?) (1.16)

where

A?(�?; �?) :=
1

a2

�
C(�?)

�
TTT

�
C(�?)

�
(1.17)

is the average values of the similarity function A(�; �) taken over all complete rankings

�i; �j compatible with �? and �? respectively.

1.5 Correlation for Incomplete Rankings

In order to de�ne the correlation for incomplete rankings we will present some results

that are useful and proved in the book of Alvo and Yu. The �rst result (cf. Lemma

3.2 in [1]) gives us an expression for the conditional distribution of the rank score �(i)

given the compatibility class C(�?) generated by �?:

P
�
�(i) = jjC(�?)

	
=

�
j � 1

�?(i)� 1

��
t� j

k � �?(i)

��
t

k

��1

�(i) +
1

t
(1� �(i)) (1.18)

where �(i) is 1 or 0 depending on whether or not the object i is ranked in the partial

ranking. Note also that �?(i) � j � (t � k) + �?(i), if object i is ranked whereas

1 � j � t, if object i is not ranked.
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Chapter 1 Introduction to Ranked Data 10

Using the above lemma one can prove the following results (cf. Lemma 3.3 in [1] )

E

"�
�(s)� t+ 1

2

����C(�?)

#
=
t+ 1

k + 1

�
�?(s)� k + 1

2

�
(1.19)

where the s object is ranked in the partial ranking. In addition to that and for any given

pair of objects i < j, it can be proved that

E

"
sgn
�
�(j)� �(i)

����C(�?)

#
= a(i; j) (1.20)

where

a(i; j) =

8>>>>>>>>><>>>>>>>>>:

sgn
�
�?(j)� �?(i)

�
; if both objects i and j are both ranked

1� 2�?(i)
k+1 ; if only object i is ranked

2�?(j)
k+1 � 1; if only object j is ranked

0; otherwise

(1.21)

Lastly let us de�ne the following more general expression for an incomplete ranking:

�i(s) = �?(s)�j(s) +
k + 1

2
(1� �j(s))

where �j(s) is 1 if judge j ranks object s and 0 otherwise. Using the above de�nitions

and Lemmas one can prove that the Spearman distance for two incomplete rankings

with the same number of ranked objects is

d?S(�?i ; �
?
j ) =

t(t+ 1)(t+ 2)

6
�
� t+ 1

k + 1

�2
tX

s=1

�i(s)�j(s)

and moreover the Kendall distance in the same setting is given by the formula

d?K(�?i ; �
?
j ) =

t(t� 1)

2
�
X
q1<q2

ai(q1; q2)aj(q1; q2)

where ai(q1; q2) is de�ned as in (1.21)
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Chapter 1 Introduction to Ranked Data 11

Finally according to Alvo and Yu the correlation between two incomplete rankings �?i

and �?j is de�ned as follows

�(�?i ; �
?
j ) = 1�

2
h
d?(�?i ; �

?
j )�m?

i
M? �m?

(1.22)

where m?and M? are the minimum and maximum distances when only k objects are

ranked among the incomplete rankings. Recall that in the case of the Spearman distance

we saw that the minimum distance between 2 incomplete rankings (i.e. the minimum

value of Eq (1.14)) was 10=a2 = 10=9 which is actually the distance of any incomplete

ranking with itself. Thus, since the correlation of any ranking (complete or not) with

itself should be expected to be 1, the de�nition (1.22) makes perfect sense.

So far, we gained an idea on how to summarize ranked data and also how measure

correlation between rankings (complete or partial). It is now time to move on to some

probabilistic models.
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Chapter 2

Probabilistic Models for Ranking

Data

In this chapter we will describe some probabilistic models for ranking data. A detailed

review concerning the history of probabilistic models for ranking data can be found

in [1] and [2]. In this chapter we will focus on the 4 categories of parametric models

that can be used analyze and cluster ranked data. These categories are: (1) Order

Statistics Models, (2) Paired Comparison Models, (3) Distance-Based Models and �nally

(4) Multistage Models. Next we begin to elaborate more on these categories, alas we pay

more attention to the last two classes of models because these will turn out to play a

signi�cant role in clustering the job ranking dataset that we have in our possession.

2.1 Order Statistics Models

In 1927 Thurstone [1] proposed a ranking process where the ranking �j of t objects, given

by a random sample of judges j (j = 1; 2; : : : ; n), is determined by the relative ordering

of t random utilities y1j ; y2j ; : : : ; ytj where yj = (y1j ; y2j : : : ; ytj)
T, j = 1; 2; : : : ; n are

independent. The random vector yj refers to the perception of the judge for each object

which is not perfectly predictable.

The probability of observing a ranking �j under the class of order statistics models is

P (�j) = P (y[1]jj > y[2]jj > � � � > y[t]jj) ; �j 2 Pt

12
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Chapter 2 Probabilistic Models for Ranking Data 13

where < [1]j ; [2]j ; : : : ; [t]j > is the ordering of objects corresponding to ranking �j such

that judge j assigns rank i to object [i]j , i.e. �j([i]j) = i or ��1
j (i) = [i]j . Recall Pt is

the set of all t! possible rankings.

The random utilities yij can have any probability distribution with all sorts of dependen-

cies. However, for the sake of simpli�cation it can be assumed that they are independent

with cumulative distribution function Fi(y) = F (y � �ij) or equivalently

yij = �ij + �ij (2.1)

where �ij is the expected utility determined by judge j for object i and �j = (�1j ; : : : ; �tj),

j = 1; : : : ; n are i.i.d. random vectors with cumulative distribution function F. Two such

examples of Thurstone order statistics models are

� The Thurstone Model where the cdf F is the standard normal distribution

� The Luce Model where F (x) = e�e
�x

, i.e. the Gumbel distribution (type I extreme

value)

The Luce model is more frequently used in applications since it leads to the closed form

P (�j) =

t�1Y
i=1

exp
�
�[i]jj

�Pt
m=i exp

�
�[m]jj

� (2.2)

An example of (2.2) is the probability of observing the ranking of 3 objects (3; 1; 2) (i.e.,

ordering: < 2; 3; 1 >). Under the Luce Model:

P (y2j > y3j > y1j) =
e�2j

e�1j + e�2j + e�3j
� e�3j

e�1j + e�3j

Of course there exist many extensions of the Luce Model in order to take into account

the problem at hand. Extensions of it may include, say M covariates of assessor j, xmj ,

m = 1; 2; : : : ;M , into the mean utility:

�ij = �i0 +

MX
m=1

�imxmj

where �im, m = 0; 1; : : : ;M are the parameters speci�c to object i. It could also include

P covariates of object i, zpi, p = 1; 2; : : : ; P , into the mean utility, i.e.

�ij = �i0 +

PX
p=1


pzpi
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Chapter 2 Probabilistic Models for Ranking Data 14

where 
p, p = 1; 2; : : : ; P are the parameters speci�c to all judges. These extensions of

the Luce models are known as Rank-Ordered Logit (ROL) model (cf. references in [1])

in the �eld of econometrics.

Perhaps a more complex (and more realistic) extension of the ROL models are the Mixed

Logit Models which allow the random utilities yij to correlate among themselves. Note

that the ROL model assumes that the utility for each item follows a linear model:

yij = xT
ij� + �ij

where the errors are i.i.d. with a Gumbel distribution function. In order to allow

dependency among the utilities, Mixed Logit Models assume that �’s are judge-speci�c:

yij = xT
ij�j + �ij

and further assume that the beta coe�cients are random and i.i.d. with density f(�j�),
where � are some unknown parameters. For example f could be the normal density.

Given the �j ’s, the probability of observing the ranking �j by judge j is given by the

Luce model (2.2) with �ij = xT
ij�j . The unconditional probability of observing the

ranking �j is obtained by integrating over the distribution of �j :

P(�j) =

Z t�1Y
i=1

 
exp

�
xT

[i]jj
�j
�Pt

m=i exp
�
xT

[m]jj
�j
�!f(�j)d�j (2.3)

If f(�) is discrete then the mixed logit model becomes the so called latent class model.

Luce models as well as ROL models described above, have a globally concave log-

likelihood function and hence the maximum likelihood estimates of the model parameters

can be obtained using standard methods such as Newton-Raphson, bisection method,

etc. (cf. [1] and references therein for more details). Mixed Logit Models require nu-

merical integration (in the case when f(�) is a continuous distribution) and simulation

techniques such as the quasi-Monte Carlo method, might be invoked. The R package

mlogit provides us with the aforementioned simulation techniques in order to build all

these models.
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Chapter 2 Probabilistic Models for Ranking Data 15

2.2 Paired Comparison Models

A ranking of t objects can be indexed by t(t�1)=2 pairwise preferences 1ab, a < b where

1ab is incorporated into the pair matrix

Pab =

t!X
j=1

nj1(�j(a) < �j(b))

1ab = 1 means that object a is preferred to object b. So the ranking of the t objects

can be deduced from a set of t(t � 1)=2 arbitrary paired comparison probabilities Pab,

a < b, where Pab is the probability of object a being preferred to object b. Moreover if

the model does not allow ties (i.e. �j(a) = �j(b) for a < b), then Pba = 1� Pab.

The Smith Model assumes mutual independence of the t(t � 1)=2 paired comparisons

and the probability of observing a ranking �j is given by

P (�j) = C
Y

f(a;b):�j(a)<�j(b)g

Pab (2.4)

where the normalisation constant C makes the probabilities sum to 1.

Bradley and Terry (1952) reduced the number of parameters in (2.4) by reparametrizing

Pab as

Pab =
�a

�a + �b

where �i is a positive value associated with object i and the sum of all �i’s is equal to 1.

Mallows (1957)1 substituted this form into the Smith model and he concluded that for

any ranking �j with associated ordering < [1]j ; [2]j ; : : : ; [t]j >,

P (�j) = C(�)
t�1Y
s=1

�
�[s]j

�t�s
where C(�) is the proportionality constant. The above model is known as Mallows-

Bradley-Terry Model and the number of free parameters is reduced to t � 1. That is

because of the invariance of the paired comparison probabilities under multiplication

of the �i’s by a positive constant. Moreover, larger values of �i’s correspond to larger

paired comparison probabilities and thus to more preferred objects.

1The reader who is interested in more details regarding the Paired Comparison Models can check out
the references in [1].
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Chapter 2 Probabilistic Models for Ranking Data 16

2.3 Distance-based Models

As we stated in the beginning, the distance function between 2 rankings must be right-

invariant. If the distance function also satis�es the triangle inequality d(�; �) � d(�; �)+

d(�; �), then the distance is said to be a metric. Footrule and Kendall distances are

metrics while the Spearman is not. However, the square root of the Spearman distance

is a metric.

In Chapter 8 of [1] and references therein, it is stated that Diaconis (1988) developed a

class of distance-based models which expect that most of the assessors will have rankings

close to a modal (consensus) ranking �0, i.e. the ranking at which the ranking probability

is maximum. In equations this means:

P (�j�;�0) =
e��d(�;�0)

C(�)
(2.5)

where � � 0 is the dispersion or scale parameter and d(�;�) is an arbitrary right-

invariant distance between two rankings. In particular, when the Kendall distance is

used, the model is called the Mallow’s �-model (Mallows 1957). More generally, models

of the form (2.5) are usually referred as Mallows models, provided that d(�;�) is a

metric. The proportionality constant (a.k.a. the partition function) C(�) is known

analytically in the case of Kendall distance, but it does not have a closed form in the

case of Spearman and footrule distances. However it can be solved numerically by

summing the exponential e��d(�;�0) over all possible rank vectors � 2 Pt. In general,

this calculation can be NP-hard since the computational time increases exponentially

with the number t of objects.

In distance-based models, the ranking probability is the greatest at the modal ranking

�0 and the probability of a ranking will decay the further it is away from the modal

ranking �0. The rate of the decay is governed by the parameter �. For big values of

�, the distribution of rankings will be more concentrated around �0. Otherwise it will

look more uniform.

Example: Let us recall the previous example with the 6 complete rankings:
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Chapter 2 Probabilistic Models for Ranking Data 17

Since the last ranking appears the most times in the above table, let us consider it to

be the modal ranking �0 = �6 = (3; 2; 1). Knowing this, we can assign some values to

the scale parameter � in order to see how the Mallows distribution (2.5) looks like. In

this example we will make use of the Spearman distance.

� P (�1j�;�0) P (�2j�;�0) P (�3j�;�0) P (�4j�;�0) P (�5j�;�0) P (�6j�;�0)

0 0.167 0.167 0.167 0.167 0.167 0.167

0.01 0.163 0.165 0.165 0.168 0.169 0.17

0.5 0.048 0.08 0.08 0.217 0.217 0.357

1.5 0.001 0.007 0.007 0.15 0.15 0.68

3 10�6 10�4 10�4 0.04 0.04 0.91

Table 2.1: Distribution of the 6 rankings for di�erent values of the dispersion param-
eter �. Same picture holds for all distance measures.

In Table 2.1 above we notice that as � gets bigger, the distribution of rankings is more

concentrated around the modal ranking �0, i.e. the judges in the population begin to

agree more between themselves.

For a sample of N rankings f�1; : : : ;�Ng the log-likelihood will be

l
�
�;�0jf�igNi=1

�
= � 1

N

NX
i=1

�d(�i;�0)� logC(�)

where C(�) =
Pt!

i=1 e
��d(�i;�0). Given the consensus ranking �0, the maximum like-

lihood estimator of the parameter � can be found by di�erentiating the above log-

likelihood with respect to it. This will give

1

N

NX
i=1

d(�i;�0) =

P
�i2Pt d(�i;�0)e��̂d(�i;�0)P

�i2Pt e
��̂d(�i;�0)

� E�j�̂;�0

�
d(�;�0)

�
(2.6)

Eq (2.6) can be solved numerically because the left-hand side (which is the observed

mean distance) is constant and the right-hand side (that is the expected distance) is a

strictly decreasing function of �̂. Possible ways on how to estimate the modal ranking

�0 will be seen in the next sections.

Example: For the same example above, we know that there are N = 13 observations in

total and that the modal ranking �0 = �6 = (3; 2; 1). Thus for the cases of Spearman,

footrule and Kendal distances we get:

1

N

NX
j=1

dS(�j ;�0) = 0:92 ;
1

N

NX
j=1

df (�j ;�0) = 1:38 ;
1

N

NX
j=1

dK(�j ;�0) = 1:54
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We can solve Eq (2.6) via the bisection method and �nd the MLE of the dispersion

parameter.

�MLE P (�1j�;�0) P (�2j�;�0) P (�3j�;�0) P (�4j�;�0) P (�5j�;�0) P (�6j�;�0)

S 0.64 0.03 0.06 0.06 0.22 0.22 0.41

f 0.53 0.06 0.06 0.06 0.17 0.17 0.48

K 0.44 0.03 0.08 0.08 0.18 0.18 0.45

Table 2.2: Distribution of the 3! rankings situated at the MLEs of the dispersion
parameter for di�erent distance measures.

From Table 2.2 above we see that the dispersion parameter di�ers for each distance

measure, but the distribution of the 6 rankings remains the same.

Although the Mallows’s �-model (and any Mallows model in general) is pretty easy to

grasp, it is not very 
exible for practical applications as it imposes much more regularity

than needed. For this reason, Flinger and Verducci (1986) [3] developed distance-based

models by decomposing the distance metric into t� 1 distance metrics:

d(�;�) =
t�1X
i=1

di(�;�) (2.7)

where di(�;�)’s are statistically independent. By using Kendall distance as the metric

d(�; �), they extended the Mallows’s � model to the class of �-component models which

we will discuss more extensively in the section of the stagewise models (cf. Eq (2.19)).

2.4 Weighted Distance-Based Models

An extension of the distance-based models was achieved when Lee and Yu [4] proposed

new2 weighted distance measures in order to allow di�erent weights for di�erent ranks.

They de�ned the weighted Kendall distance by

dK(�;�;w) =
X
i<j

w�0(i)w�0(j)1
n�
�(i)� �(j)

��
�(i)� �(j)

�
< 0
o

(2.8)

where the weights are generic functions that depend on the modal ranking �0. Similarly,

weighted Spearman distance is de�ned as

dS(�;�;w) =
tX
i=1

w�0(i)

�
�(i)� �(i)

�2
(2.9)

2Also see Chapter 11 in [1].
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and the weighted footrule distance as

dF (�;�;w) =
tX
i=1

w�0(i)

���(i)� �(i)
�� (2.10)

The greater the weight w�0(i), the bigger the chance that the object is ranked i in the

modal ranking �0. Analogous to (2.5), the probability of observing a ranking � under

the weighted distance-based ranking model is

P (�jw;�0) =
e�d(�;�0;w)

C(w)
(2.11)

This model may seem the same as (2.5), but the weights enhance the model’s 
exibility.

In the special case that w = 0, the ranking model reduces to the uniform model (or else

known as random noise).

2.5 Mixtures of (Weighted) Distance-Based Models

Distance-based models, as we described them in Section (2.3), assume a homogeneous

population with a global modal ranking �0. Most real-world applications, however, in-

volve heterogeneous data and therefore more sophisticated models are required. Murphy

and Martin [5] were the �rst to use mixtures of distance-based models to describe the

presence of heterogeneity among the assessors. In particular, we assume that the popu-

lation consists of G groups with probability mass function being a Mallows distribution:

Pg(�j�g;�0g) =
e��gd(�;�0g)

C(�g)

with every group having its own dispersion parameter �g and modal ranking �0g). Then

the component distributions are joined in a mixture model

P (�) =

GX
g=1

pgPg(�j�g;�0g) (2.12)

where the mixture weights
�
pg
	G
g=1

form a partition of 1. Model parameters can be esti-

mated by employing the EM algorithm, or more advanced techniques, such as Simulated

or Deterministic Annealing, thus resulting in a clustering of the ranked data at hand.
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For example, Lee and Yu [4] considered mixtures of weighted distance-based models for

complete rankings. In this case, Eq (2.12) becomes

P (�) =
GX
g=1

pgPg(�jwg;�0g) =
GX
g=1

pg
e�d(�;�0g ;wg)

C(wg)
(2.13)

The observed log-likelihood for n observations is

l =

nX
k=1

log

 
GX
g=1

pg
e�d(�;�0g ;wg)

C(wg)

!

An EM algorithm is derived by de�ning the hidden binary variables zk = (z1k; : : : ; zGk)

with zgk = 1 meaning that observation k belongs to the cluster g. In other case zgk = 0.

Hence the complete-data log-likelihood is

lcom =
nX
k=1

GX
g=1

zgk

h
log(pg)� d(�k;�0g;wg)� log

�
C(wg)

�i

A reasonable choice of the initial ranking can be constructed by using the mean rank.

At the E-Step of the algorithm the latent partition variables are updated as

ẑgk =
p̂gP (�kjŵg; �̂0g)PG
h=1 p̂hP (�kjŵh; �̂0h)

; g = 1; : : : ; G ; k = 1; : : : ; n (2.14)

At the M-Step, model parameters are updated by maximizing the expected complete-

data log-likelihood given the assignment probabilities ẑgk that were previously estimated

in the E-Step. In particular, the MLE for the mixture proportions are

p̂g =

Pn
k=1 ẑgk
n

; g = 1; : : : ; G (2.15)

while the MLE of �̂0g and ŵg are obtained simultaneously. Firstly, for a given subpop-

ulation g 2 f1; : : : ; Gg, �̂0g is obtained as one of the t! possible rankings that maximizes

the complete-data log-likelihood and afterwards the MLE of ŵg is obtained through the

solution of the following optimization equation:

Pn
k=1 ẑgkd(�k; �̂0g; ŵg)Pn

k=1 ẑgk
=

t!X
j=1

P (�j jŵg; �̂0g)d(�j ; �̂0g; ŵg)

Finally using the latest weights, the modal ranking �̂0g is re-updated (in the same way

as above). The Bayesian Information Criterion (BIC) is used to determine the optimal
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number of clusters. The R code version of this algorithm exists as a function under the

name mwdbm() and can be found in the StatMethRank library.

Although the algorithm works well for t < 10 objects, the global search for the MLE

of �̂0 is apparently time-consuming for a larger number of ranked objects. A further

drawback is the numerical complexity of the proportionality constant C(w) for t > 10.

Last but not least, the algorithm works only for complete rankings.

Partial Rankings

Mixtures of distance-based models can also handle partial rankings, with some modi�-

cations in the distance measures [6] based on the Hausdor� metric. A maximum entropy

approach, that avoids hidden assumptions about missing rank positions, is discussed in

[7]. More speci�cally, the authors in that paper assume that a judge’s partial ranking �

e�ectively encompasses all possible completions. This means that the partial ranking �

de�nes a set C(�) � Pt that contains all possible completions of �. Then they generalize

the Mallows probability distribution as

P t(�j�;�0) := P
�
C(�)j�;�0

�
=

1

C(�)

X
~�2C(�)

e��d(~�;�0) (2.16)

where P t(�j�;�0) is considered to be the total probability for the partial ranking �.

By using decomposition properties of the Kendall distance they manage to simplify

expression (2.16) and thus proceeding to cluster analysis according to the model (2.12)

became much easier.

Inference on the model parameters pg, �g and �0g is achieved within the MLE framework

via an EM algorithm which is almost the same with the one for the weighted mixtures

case we described above. The only di�erence is at the estimation of the modal ranking

�0g at the M-Step for g 2 f1; : : : ; Gg. In this case the algorithm does not maximize the

log-likelihood over the whole group Pt, but over all adjacent transpositions around the

estimate �̂0g obtained during the previous M-Step.

In mathematical terms, this means that the sum of distances
Pn

k=1 d(�k; �̂0g;wg) is

calculated for all �̂0g 2 �, where � is the set which contains all rankings having a

Cayley3 distance 0 or 1 to the previous estimate of �̂0g. This local search step over

transpositions reduces the estimation cost for �̂0g from t! (in the global search scenario)

down to t evaluations. Considering that 17! � 3:6 � 1014, this could profoundly reduce

the estimation time in our dataset where we have t = 17 ranked objects.

3Cayley’s distance dC(�;�) is de�ned to be the minimal number of transpositions needed to transform
� to �
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2.6 Multistage or Stagewise Models

The ranking data models that �t into this category postulate that the ranking process

can be decomposed into a sequence of independent stages. For example, suppose that

a sample of judges independently assess a �xed set of K items and then rank these

items according to their judgement. Thus the ranking process is decomposed into K�1

stages. The most preferred item is selected at the �rst stage. Afterwards the best of the

remaining items is selected at the second stage and so on until the least preferred item

is selected by default. The �rst person who proposed such a model was Luce (1959).

In 1988 Flinger and Verducci [8] proposed general multistage models that provide a link

between items and stages through the notion of consensus. A population is said to have

consensus �0 if i >s j whenever �0(j) = �0(i) + 1. If i >s j for any objects i and j such

that �0(i) < �0(j), then �0 is called a complete consensus.

Remark 2.1. Given any probabilistic model, we say that object i is strongly preferred to

object j (in symbols i >s j) if whenever4 �(i) < �(j), then P(�) � P(� ��ij) with strict

inequality for some ranking �. �ij is of course the permutation de�ned by �ij(i) = j,

�ij(j) = i and �ij(m) = m for m =2 fi; jg.

So the class of models, that Flinger and Verducci developed, depends on the assumption

that there exists a central ranking �0 that re
ects the general opinion of the sample

regarding the ordering of the items. The most general stagewise model that they in-

troduced is the so called Free Model. In this model �0 determines which of two items

the majority prefers, once all other objects have been ranked. Order restrictions on the

parameters of the free model lead to two more categories: the Strongly Unimodal Model

and the Factor Models.

Flinger and Verducci assess the success (or failure) of a judge to rank items according to

the central ranking �0. In order to perform this in a stagewise manner they introduced

the number of discordances, denoted V�, at some stage � = 1; : : : ;K � 1. In particular,

V� = � if at stage � the (�+ 1)-th best of the remaining items (based on �0) is selected

by the assessor. Note that at a generic stage �, � can take the values f0; 1; : : : ;K � �g.
Hence V� = 0 indicates a correct choice at stage � while V� = 1 implies that the assessor

chose the second best of the remaining objects based on the central ranking �0.

Let us clarify the above de�nitions through the following simple example. Imagine

that there are K = 4 objects for a sample of assessors to rank. Consider the central

ranking to be known and equal to �0 = (2; 3; 1; 4) (the corresponding ordering is ��1
0 =

< 3; 1; 2; 4 >). Then the judge who ranked the items as � = (4; 3; 1; 2) (��1 = <

4Recall that lower ranks imply more preferred items.
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3; 4; 2; 1 >) has made a correct choice at the �rst stage since she ranked item 3 as the

best choice and this agrees with the general opinion �0. That gives us the value of

V1 = 0. Unfortunately, an incorrect choice was made at the second stage because item 4

was chosen to be the best among the 3 remaining items (which are 1, 2 and 4) although

�0 indicates that item 1 is the best and item 2 is the second best among the three. This

implies V2 = 2. In a similar fashion we can see that V3 = 1 (i.e. wrong again) because

from the last two remaining objects (1 and 2), object 2 is preferred but �0 places object

1 on top of object 2 in terms of preference.

A more rigorous de�nition [1, 3] of the number of discounts V� would be

V� =

KX
c=�+1

1
n
��1

�
�0(�)

�
� ��1

�
�0(c)

�
> 0
o

(2.17)

The above de�nition implies that V1 represents the number of adjacent transpositions

required to place the best object in �0 in the �rst position in �. V2 is the number

of adjacent transpositions necessary to place the second best item in �0 in the second

position in � and so forth. Hence, the ranking � can be described as K � 1 stages, V1

to VK�1, where V� = � is the number of mistakes made at stage �, based on �0. One

can work out the details for the previous example to see that we get the same results

for V1, V2 and V3 by using Eq (2.17).

In fact, Flinger and Verducci have established in [3] that Kendall distance satis�es the

following useful property:

dK(�;�0) =
K�1X
i=1

Vi (2.18)

Therefore, the Kendall metric can be decomposed into K � 1 distance metrics. In this

sense it can be interpreted as the minimum number of adjacent transpositions required

to put � in the order of the central ranking �0. By using this property, they managed

to extend the distance-based models, as we have already mentioned in (2.7), to the so

called �-component models:

P(�j�;�0) =
e�

PK�1
i=1 �iVi

C(�)
(2.19)

where � := f�igK�1
i=1 are the K�1 dispersion parameters referring at each stage Vi. This

model is very reminiscent of the Mallows’s � model, except that here, instead of one,

we have K � 1 parameters that allow for greater 
exibility over the K � 1 stages of the

rankings.
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Free Model

Coming back to the stagewise models, the most general model for the K�1 independent

components of V := (V1; : : : ; VK�1) has the following form

P(V� = �) = p(�; �)

with p(�; �) > 0 and

K��X
�=0

p(�; �) = 1 (2.20)

By taking into account the restriction above, it is easy to see that the parameters � of

the free model are K(K�1)
2 in total.

By exploiting the one-to-one correspondence between a ranking � and its corresponding

vector V of discordances with the central ranking �0, Flinger and Verducci wrote down

[8] the Free Model :

P(�j�0) =
K�1Y
�=1

p(V�; �) (2.21)

So we see that the the marginal probability functions (2.20) of the independent compo-

nents of V , induce a probability model (2.21) on the rankings. Due to the non-uniqueness

of the parameterization of the model (2.21), it turns out that it is always possible to

select �0 such that if �0(i) < �0(j) for the two least preferred objects i and j, then

p(0;K � 1) > p(1;K � 1). Ergo, as we stated earlier, the central ranking �0 determines

which of two items the majority of the population prefers, once all other objects have

been ranked.

It is obvious from (2.20) that theK�1 independent random variables V� follow the multi-

nomial distribution. Consequently, for a random sample of N rankings f�1;�2; : : : ;�Ng,
and given that �0 is known, the Maximum Likelihood Estimates (MLEs) for the prob-

abilities p(�; �) are given by

p̂(�; �) =
1

N

NX
i=1

1[V�(�i) = �] (2.22)

In order to estimate the central ranking �0, we could calculate the log-likelihood for

every possible rank vector out of K! rankings that �0 can take. However, this scenario

would make every algorithm infeasible in terms of computational time. A quicker method

is to exploit the very interpretation of �0. Since �0(i) < �0(j) implies that item i is

preferred to item j at the (K � 1)-th stage, Flinger and Verducci proposed to transform

the sample rankings into paired comparisons of items i and j when the assessors rank
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them in the last two places. They �nd that this would dramatically decrease estimation

time, although a large dataset is required.

Strong Unimodal Model

By applying the additional conditions [8]

p(0; �) > p(1; �) 8� 2 f1; : : : ;K � 1g (2.23)

and

p(�; �) is a non-increasing function of � 8� 2 f1; : : : ;K � �g

along with embedding Kendall’s metric in the set of rankings � 2 PK , then the central

ranking �0 becomes a mode5 and the probabilistic model (2.21) becomes the strongly

unimodal model. Thus, �0 now becomes the ranking where the probability of the model

is maximum and at the same time there does not exist any maximum other than �0.

A direct consequence of the strong unimodal model is that for any two objects whose rank

scores according to �0 di�er by 1, the object with the lowest rank is strongly preferred

to the other [8], i.e. ��1
0 (r) >s �

�1
0 (r + 1) for every possible rank r = 1; : : : ;K � 1.

Estimation of �0 in this case becomes more convenient since it is the mode of the

probabilistic model. A theorem proven in [8] justi�es that under the strong unimodal

model, the ranking (de�ned as ��0) of the sample average rank �� := f��(1); : : : ; ��(K)g
where

��(i) =
1

N

NX
m=1

�m(i) (2.24)

is a consistent estimator of �0. Using the fact that both ��0 and the MLE of �0 converge

almost surely to �0, Flinger and Verducci developed an algorithm that searches for the

MLE of �0 in the neighbourhood of ��0 within Kendall distance of 1. In particular, by

considering all possible K � 1 rankings � within Kendall distance 1 of the initial ��0, we

can compute the log-likelihood l(�) for all such � and compare it with l(��0), given that

all other parameters in the model have been estimated. If it happens that l(��0) � l(�),

then the algorithm stops. If this does not happen, then the algorithm will substitute

��0 with its new value and it will proceed until it �nds the ranking that maximizes the

log-likelihood. This is very similar to the tactic that Busse et al. (2007) used in their

EM algorithm, which we mentioned earlier in the case of mixtures of distance-based

models.

5An alternative su�cient and necessary condition for �0 to be a mode is that
QK�1
�=1 p(0; �) �QK�1

�=1 (V� ; �) for any V� = 0; : : : ;K � �.
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In order to estimate the MLEs of the probabilities p(�; �) in the case of the strong

unimodal model, one has to take into consideration the restriction (2.23) (cf. [8] and

references therein).

One of the weakness of the strong unimodal model is its inability to achieve a strong

ordering across all pairs of items. For example, for �0 = (1; 3; 2), the strong unimodal

model indicates that 1 >s 3 and 3 >s 2, but it does not necessarily imply that 1 >s 2.

In order to �x this, Flinger and Verducci exploited the notion of complete consensus,

which we de�ned previously, to induce further restrictions on the probability functions

p(�; �). The additional conditions produced another class of multistage models, namely

the Factor Models.

Factor Models

In one of their theorems in [8], they showed that if there exists a strictly decreasing,

positive function g, with log(g) concave, such that the probability functions p(�; �) of

the free model are factorized as

p(�; �) = p�g(�) ; � = 0; : : : ;K � � ; � = 0; : : : ;K � 1 (2.25)

with proportionality constant p�1
� =

PK��
�=0 g(�), then the population has a complete

consensus.

A familiar example of a model satisfying the condition (2.25) of the Theorem above,

is the Mallows Model (2.5) that we saw earlier. Although it belongs to the class of

distance-based models, Mallows’s � model can be written in a multistage manner [3, 8]

by writting

p(�; �) =
e���

 �(�)

where  � =
PK��

�=0 e��� and also recall that � = V� is the number of discordances based

on �0. Parameter � plays the role of the parameter � and by recalling the property

(2.18), we see that the multistage form of the Mallows’s � model is

P(�j�;�0) =

K�1Y
�=1

 �1
� (�)e��V� =

�K�1Y
�=1

 �1
� (�)

�
e��

PK�1
�=1 V� (2.26)

Hence, any Mallows model can be factorized in the form (2.25) and so this class of models

exhibits complete consensus with mode �0. Note that the parameter �0 is implemented

inside the de�nition of the discordances (2.17).

Nevertheless, equation (2.25) above imposes more regularity on the stages of the rankings

than may be found in real applications. This means that complete consensus is a very
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strong requirement. By inspecting the ratio p(�; �)=p(� + 1; �), we see that condition

(2.25) renders it constant over all stages � < K � �. To weaken this condition, Flinger

and Verducci [8] assumed that some monotone function h of p(�; �) (and not p(�; �)

itself) can be factorized as:

h
hp(�; �)

p�

i
= ��f(�)

If one chooses h to be the logarithmic function, then we get the Exponential Factor

Model

p(�; �) = p�e
���f(�) ; � = 1; : : : ;K � 1 (2.27)

with �� > 0 8� 2 f1; : : : ;K � 1g, the arbitrary function f being non-negative and

increasing and the proportionality constant p�1
� =

PK��
�=0 e���f(�). To avoid the identi-

�cation problem, the convention f(0) = 0 and f(1) = 1 is suggested by the authors.

Note that the choice f(�) = � = V� produces, once again, the �-component model,

which as we stated earlier, is a generalization of the Mallows’s � model. The multistage

form for this model can be written as

P(�j�;�0) =
K�1Y
�=1

p�e
���V�(�) =

 
K�1Y
�=1

p�

!
e�

PK�1
�=1 ��V�(�)

where � 2 PK and � := f��; � = 1; 2:; : : : ;K�1g is the vector of the K�1 parameters.

By also de�ning the proportionality constant to be
QK�1
�=1 p� = C�1(�), the �-component

model becomes:

P(�j�;�0) =
e�

PK�1
�=1 ��V�(�)

C(�)
(2.28)

The above equation seems consistent with (2.19) and the proportionality constant turns

out to be

C(�) =
K�1Y
�=1

1� e�(K��+1)��

1� e���

The advantage of the exponential factor model is that it satis�es the strong unimodality

condition (2.23), thus implying a consensus in the population that is not necessarily

complete. This in turn yields greater 
exibility for the probability functions (2.27)

across the K � 1 stages and hence produces more practical results.

The disadvantage is that the symmetric property of distance is lost. Unlike the distance

measure (2.18) which is symmetric, the \distance" in �-component models is given by

d(�;�0) =
K�1X
i=1

�iVi =
X
i<j

�i1
n
��1

�
�0(i)

�
� ��1

�
�0(j)

�
> 0
o

(2.29)
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which is not symmetric (i.e. d(�;�0) 6= d(�0;�)) due to the presence of the parameters

�i in the sum and thus it is not a proper distance measure. Nonetheless, this drawback

was the starting point for the discovery of the weighted distance measures and their

corresponding weighted distance-based models by Alvo and Yu (2012). These models,

which we discussed in Section 2.4, retain the properties of a distance metric while also

allowing di�erent weights for di�erent ranks.

In order to �nd the MLE’s of the parameters �� of the exponential factor model (2.27)

we need to di�erentiate the log-likelihood

l
�
�;�0jf�igNi=1

�
=

1

N
log

(
NY
i=1

K�1Y
�=1

p� exp
h
� ��f

�
V�(�i)

�i)

with respect to ��. The above equation can be re-written as

l
�
�;�0jf�igNi=1

�
=

K�1X
�=1

log p� �
K�1X
�=1

�� �f� (2.30)

where

�f� :=
1

N

NX
i=1

f
�
V�(�i)

�
and p�1

� =

K��X
�=0

e���f(�)

Di�erentiation of (2.30) with respect to �� yields

�f� =

PK��
�=0 f(�)e��̂�f(�)PK��
�=0 e��̂�f(�)

� E�j�̂� ;�0

�
f(�)

�
(2.31)

from where the estimates �̂� can be found via a line search algorithm because the right-

hand side of Eq (2.31) is a decreasing function with respect to �� due to the fact that

function f is non-negative and strictly increasing.

Maximum likelihood estimation of �0 follows the same procedure as in the case of the

strong unimodal model since the exponential factor model satis�es the strong unimodal-

ity condition (2.23).

Just as in the case of distance-based models, multistage models can be used to form

mixture model distributions in order to deal with possible heterogeneity found in the

population of judges. In the next chapter we will see some statistical R packages that

exploit some of the models we discussed above so that we can perform cluster analysis

on ranking data.
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Chapter 3

R Packages for Clustering

Ranked Data

In many applications, such as political, marketing or psycological studies, the analysis

of ranked data discloses heterogeneity. In order to capture this we need models that can

perform cluster analysis. So in the rest of this thesis we will study R packages that can

help us cluster ranked data (complete or partial). Among the vast literature concerning

the parametric ranking distributions we decided to present three packages which are

able to embody the appropriate 
exibility to represent the heterogeneous nature of real

data.

3.1 Rankcluster Package

We begin with the Rankcluster package which was developed by Jacques, Grimonprez

and Biernacki [9]. It involves a clustering algorithm for multivariate partially ranked

data which is based on an extension of the Insertion Sort Ranking (ISR) Model [10] for

univariate ranked data.

3.1.1 The univariate ISR Model

The Insertion Sort Algorithm is based on the assumption that there exists a reference

rank vector whose ordering � = (�1; : : : ; �m) on the m objects, is the \true" one. This

means that a judge who perfectly sorts these objects returns this reference rank. Conse-

quently, a ranking x = (x1; : : : ; xm) is the result of a sorting process relying on successive

object paired comparisons and any di�erence between the �nal ranking x and � is nec-

essarily attributed to some incorrect paired comparisons. Jacques and Biernacki assume

29
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[10] that each paired comparison is the result of a Bernoulli experiment whose outcome

is a correct comparison (according to �) with probability � 2 [0; 1] and an incorrect

comparison with probability 1� �. The parameter � models the reliability of the judge

about the \true" ranking � and remains constant along the sorting process. Moreover,

each pair ranking operation is independent from others.

The probability p(xjy;�; �) to obtain a ranking x from an initial presentation ordering

y, with a reference rank vector �, is given by:

p(xjy;�; �) = �G(x;y;�)(1� �)A(x;y)�G(x;y;�) (3.1)

where � is the probability of \good" paired comparison (according to �), G(x; y; �) is

the number of good paired comparisons during the sorting process leading to return x

when the presentation order is y and A(x; y) is the overall number of paired comparisons

(good or wrong).

The presentation orderings are unknown and uniformly distributed (i.e. p(y) = 1=m!

for all y in Pm) and thus the univariate ISR Model has the form

p(x;�; �) =
1

m!

X
y2Pm

p(xjy;�; �) =
1

m!

X
y2Pm

�G(x;y;�)(1� �)A(x;y)�G(x;y;�) (3.2)

The sum over y 2 Pm corresponds to all the possible initial presentation orderings of the

objects to rank. One interesting property of the ISR Model is that it leads to uniform

distribution whenever � = 1
2 . � 2 Pm is the modal ranking or, as we said above, the

reference or central ranking and it is unique when � > 1
2 .

3.1.2 Mixture of Multivariate ISR Models

A clustering algorithm by using a mixture of ISR Models was done by Jacques and

Biernacki. In their paper [11] they de�ne a multivariate ranking x = (x1; : : : ; xp) 2
Pm1 � � � � � Pmp , in which xj = (xj1; : : : ; xjmj ) is a ranking of mj objects (1 � j � p).

Now assume that the population of multivariate rankings is composed of K groups in

proportions pk (pk 2 [0; 1] and
PK

k=1 pk = 1). Given a group k, the p components

x1; : : : ; xp of the multivariate rank vector x are assumed to be sampled from indepen-

dent ISR distributions with corresponding modal rankings �1
k; : : : ; �

p
k each (�jk 2 Pmj )

and good paired comparison probabilities �1
k; : : : ; �

p
k 2 [1

2 ; 1]. Then, the unconditional

probability of the ranking x is then given by
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p(x;�) =
KX
k=1

pk

pY
j=1

p(xj ;�j ; �j) =
KX
k=1

pk

pY
j=1

1

mj

X
y2Pmj

p(xj jy;�jk; �
j
k) (3.3)

where � = (�jk; �
j
k; pk); k = 1; : : : ;K; j = 1; : : : ; p

3.1.3 Likelihood expression and estimation

In most cases ranking data are not complete and so Jacques and Biernacki developed

some notation to take partial rankings into account. For example, suppose that a ranking

has the form �x = (2; 5; 0; 0; 3). The missing ranks are 1 and 4. Let us also denote

x̂ = (0; 0; 1; 4; 0). Then ranking x can be either (2; 5; 1; 4; 3) or (2; 5; 4; 1; 3) (x = �x+ x̂).

Following the example above, let �xj be the ranking xj in which the unobserved positions

(i.e. missing ranks) are replaced by 0, and let x̂j be xj with 0 in the place of the

observed positions. De�ne �Ij � f1; : : : ;mjg as the set of indices corresponding to

observed ranking positions in xj and Îj � f1; : : : ;mjg as the set of unobserved position

indices (i.e. missing ranks). It is readily seen that �Ij [ Îj = f1; : : : ;mjg.

Let x = fx1; : : : ; xng be a sample of n multivariate rankings. As previously de�ned, let

�xi = f�x1
i ; : : : ; �x

p
i g and de�ne �x = f �xi; i = 1; : : : ; ng. Similarly, de�ne x̂i = fx̂1

i ; : : : ; x̂
p
i g

and x̂ = fx̂i; i = 1; : : : ; ng. Finally let yi = (y1
i ; : : : ; y

p
i ) 2 Pm1 � � � � � Pmp be the

presentation orderings of the objects for the i-th observation and y = fy1; : : : ; yng.

The expression for the observed data log-likelihood is the following:

l(�; �x) =
nX
i=1

ln

 
KX
k=1

pk

pY
j=1

1

mj !

X
y2Pm

X
x2X ji

p(xjy;�jk; �
j
k)

!
(3.4)

where X ji =
�
x 2 Pmj : xh = �xjhi ;8h 2 �Iji

	
is the set of all the rankings compatible

with the observed part �xji of xji .

Maximum likelihood estimation is not straightforward since the model contains missing

data such as the cluster membership (de�ne them as zi = (z1
i ; : : : ; z

K
i )) of the obser-

vations, the presentation orders yi and the unobserved ranking positions x̂i. Jacques

and Biernacki proposed using a Stochastic EM (SEM) algorithm which relies on the

following completed-data log-likelihood:

lc(�;x; y; z) =

nX
i=1

KX
k=1

zki

pX
j=1

log
� pk
mj !

p(xji jy
j
i ;�

j
k; �

j
k)
�

(3.5)
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where z = fz1; : : : ; zng are the latent variables, with zki = 1 if the observation belongs

to group k and zki = 0 otherwise.

Jacques and Biernacki suggested using a SEM algorithm since the standard EM is

tractable only for univariate full rankings with moderate m (m � 7) for mathematical

and numerical reasons. This will remove all explicit and extensive use of the conditional

expectations of any product of missing data. Their algorithm generates the latent vari-

ables yi; zi and x̂i at a so-called stochastic (S) step from the conditional probabilities

computed at the E step. Then these latent variables are directly used in the M step.

Thanks to a Gibbs algorithm the latent variables are generated without calculating

conditional probabilities at the E step. Therefore we see that the missing rank scores�
x̂ji
�1�j�p

1�i�n are augmented through the Gibbs sampler.

The SEM-Gibbs algorithm is described extensively in Section 3.2 in [11] and so we do

not present him here. We merely note that in order to select the optimum number K

of components in the mixture, the BIC criterion is used:

BIC = �2l(�̂; �x) + (KJ +K � 1) ln(n) (3.6)

where l(�̂; �x) is the maximum observed-data log-likelihood (in practice an approximation

of this since it is not tractable) and KJ +K � 1 the number of continuous parameters

(proportions pk and probabilities of good paired comparisons �jk ).

3.2 PLMIX Package

We move to the PLMIX package which is a Bayesian Inference R package which o�ers

us the ability to cluster heterogeneous ranking data based on a speci�c class of multistage

models, the Plackett-Luce model (PL) and its �nite mixture extension. It was developed

by Mollica and Tardella [12] and became available in 2018. Apart from providing ef-

fective tools for clustering heterogeneous partially ranked data, the PLMIX package’s

usefulness is motivated from the fact that it performs Bayesian inference estimation of

ranking models in R, by focusing on the Plackett-Luce model and its extension within

the �nite mixture approach as the generative sampling distribution. In addition to that,

it addresses computational complexity by combining the 
exibility of R routines and the

speed of compiled C++ code.

In fact, in their paper [12], Mollica and Tardella compare their PLMIX package with the

characteristics of the existing R packages, at that time, for ranking data. In particular,
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they provide us with Table 1 (borrowed from [12]) and they review some essential features

for each package.

As one can read from that table, the existing libraries cover a wide range of parametric

options. The model class varies from distance-based models (Mallows models, weighted

distance-based models) and paired-comparison models (e.g. Bradley-Terry models) to

PL models and Order Statistics models. Most of the statistical R packages support

cluster analysis whereas only the �rst three of them do not. Finally, the majority of

these packages supports modelling using partial rankings with a few exceptions that are

limited to complete rankings.

Extraordinarily enough, apart from the PLMIX library and the Bayesian Multivari-

ate Order Statistics Model (MNOS) of the StatMethRank library1, all the available

packages address inference from the frequentist’s point of view (MLE).

3.2.1 The Plackett-Luce (PL) Model

PL is one of the most successfully applied stagewise models to describe partially ranked

data. Its paternity is jointly attributed to Luce (1959) and Plackett (1975). The ranking

elicitation is conceived as a random sampling without replacement from an urn: at each

stage the most liked item is speci�ed among the alternatives that were not selected at

the previous stages. A brief review of the PL Model can be found in [12], as well as in

[13].

1 See Chapter 9 in [1] for a description of this parametric model

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5995



Chapter 3 R Packages for Clustering Ranked Data 34

Suppose that there are K items to rank in total. Then the sequential draws of the items

are governed by the support parameters p = (p1; : : : ; pK), that is, positive constants

representing a measure of liking toward each item: the higher the value of the support

parameter pi , the greater the probability for the i-th item to be preferred at each

selection stage. Let ��1
s = (��1

s (1); : : : ; ��1
s (ns)) be a generic top partial ordering, where

ns is the number of items ranked by judge s in the �rst ns positions. The remaining

K � ns items are assumed to be given a lower rank. In terms of this notation, a full

ordering corresponds to the case ns = K � 1 since, once K � 1 items have been ranked,

the last position is automatically determined. The PL model postulates:

PPL(��1
s jp) =

nsY
t=1

p��1
s (t)PK

i=1 pi �
Pt�1

�=1 p��1
s (�)

(3.7)

We note that an important summarizing feature of PPL(�jp) is the modal ordering ��1
p ,

corresponding to the ordering of the support parameters p from the largest to the small-

est. We will make use of this useful feature in our analysis for the job ranking dataset

in Chapter 4.

For a given a random sample ��1 = f��1
s gNs=1 of N top orderings with varying lengths,

the observed-data log-likelihood turns out to be

l(p) =
KX
i=1


i log pi �
nsX
s=1

log
KX
i=1

�stipi (3.8)

where 
i =
PN

s=1 usi with usi = 1[i2f��1
s (1);:::;��1

s (ns)g] (i.e. the i-th object belongs to the

ordering of judge s), and �sti = 1[i=2f��1
s (1);:::;��1

s (t�1)g] (i.e. object i has worse rank score

than object t) with �s1i = 1 for all s = 1; : : : ; N and i = 1; : : : ;K.

3.2.2 The Bayesian PL Model (Homogeneous case)

Because of the normalization term
PK

i=1 �stipi, the direct maximization of the log-

likelihood (3.8) is not straightforward. In the maximum likelihood estimation (MLE)

framework, Hunter (2004) [14] overcomes this di�culty by applying the Minorization-

Maximization algorithm, an iterative optimization method relying on the replacement of

the original PL log-likelihood with a minorizing surrogate objective function. However,

Mollica and Tardella managed to overcome the di�culty within the Bayesian context by

relying on a simple and e�ective estimation procedure that was �rst introduced by Caron

and Doucet [15]. In particular, Caron and Doucet (2012) introduced a data augmenta-

tion step with continuous latent variables y = (yst) for s = 1; : : : ; N and t = 1; : : : ; ns,

whose conditional joint distribution is given by
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f(yj��1; p) =

NY
s=1

nsY
t=1

fExp

 
yst

�����
KX
i=1

pi �
t�1X
�=1

p��1
s (�)

!

=

NY
s=1

nsY
t=1

fExp

 
yst

�����
KX
i=1

�stipi

!
(3.9)

where fExp denotes the Exponential density with rate parameter
PK

i=1 �stipi.

The parametric assumption (3.9) facilitates the implementation of a posterior opti-

mization procedure if a conjugate prior distribution is assumed for the support pa-

rameters. In this case, the Gamma distribution is suited for this context: f0(p) =QK
i=1 fGamma(pijc; d), where c and d denote the shape and rate parameters of the Gamma

densities.

Having speci�ed the prior distribution, an EM algorithm can now be applied to optimize

the posterior distribution and achieve the Maximum A Posteriori (MAP) estimate of the

PL support parameters, i.e. the posterior mode. As described by Caron and Doucet

(2012), at a generic iteration l + 1 of the M-step, the support parameters are updated

as follows:

p
(l+1)
i =

c� 1 + 
i

d+
PN

s=1

Pns
t=1

�stiPK
i=1 �stip

(l)
i

i = 1; : : : ;K (3.10)

By setting non-informative hyperparameters c = 1 and d = 0, the EM procedure reduces

to the Minorization-Maximization algorithm described by Hunter [14] for the MLE of

the PL model.

A Gibbs sampling (GS) procedure, described in [15], helps us to approximate the joint

posterior distribution and to assess the uncertainty of the parameter estimates with

empirical summaries of posterior variability. More speci�cally, at the generic iteration

l + 1, the GS alternates between the following two sampling steps

y
(l+1)
st j��1

s ; p(l) � Exp

 
KX
i=1

�stip
(l)
i

!

p
(l+1)
i j��1; y(l+1) � Ga

 
c+ 
i; d+

NX
s=1

nsX
t=1

�stiy
(l+1)
st

!
(3.11)
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where the full conditional of y is imposed by the data augmentation assumption (3.9)

and the full-conditionals of the p’s belong to the Gamma family, thanks to the conjugate

prior speci�cation.

3.2.3 The Bayesian PL mixture model

Let us now review the proposal, developed by Mollica and Tardella (2017) [13], which

extends the data augmentation approach to the �nite mixture context. Details can also

be found in [12].

Let ��1 = f��1
s gNs=1 be a random sample of N partial orderings with varying lengths

drawn from a G-component PL mixture. Formally, the observations are sampled from

a heterogeneous population composed of G subpopulations called mixture components:

��1
s jp; !

iid�
GX
g=1

!gPPL(��1
s jpg) (3.12)

where p
g

is the support parameter vector speci�c of the g-th mixture component and

! = (!1; : : : ; !G) are the mixture weights.

By introducing the vector describing the latent group membership of unit s, zs =

(zs1; : : : ; zsG), whose univariate marginal distribution corresponds to a Bernoulli ran-

dom variable

zsg =

8<:1; if judge s belongs to the g-th mixture component

0; otherwise
(3.13)

Mollica and Tardella managed to generalize the data augmentation approach of Caron

and Doucet within the �nite mixture framework. More speci�cally, they assumed that

the conditional distribution of the the latent group membership vector is

zsj!
iid� Multinom(1; !) (3.14)

The proposal of Mollica and Tardella is to include the unobserved group labels z in the

data augmentation scheme as follows:
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f(yj��1; z; p; !) =

NY
s=1

nsY
t=1

fExp

 
yst

�����
GY
g=1

� KX
i=1

pgi �
t�1X
�=1

pg��1
s (�)

�zsg!

=

NY
s=1

nsY
t=1

fExp

 
yst

�����
GY
g=1

� KX
i=1

�stipgi

�zsg!
(3.15)

In order to complete the Bayesian setting, we need to acquire the joint prior distribution

for the unknown parameters. They chose prior distributions with independent p and !

so that f0(p; !) = f0(p)f0(!). This is a convenient conjugate structure, similar to the

homogeneous population case. In fact, the full Bayesian setting has the following form

! � Dir(�1; : : : ; �G)

pgi
i� Ga(cgi; dg)

zsj!
iid� Multinom(1; !)

��1
s jzs; p

i�
GY
g=1

PPL(��1
s jpg)

zsg

ystj��1
s ; zs; p

i� Exp

 
GY
g=1

� KX
i=1

�stipgi

�zsg!
(3.16)

MAP Estimation

In order to �nd the MAP estimate for the unknown parameters through the EM algo-

rithm, it would be appropriate to factorize the complete-data likelihood ([13]) as

Lc(p; !j��1; y; z) = f(yj��1; z; p; !)P(��1; zjp; !)

that is, the product of the full conditional (3.15) times the standard complete-data

likelihood of a mixture model speci�cation without the data augmentation scheme based

on y. From (3.15), the full conditional assumption becomes:

f(yj��1; z; p; !) =
NY
s=1

GY
g=1

" 
nsY
t=1

KX
i=1

�stipgi

!
e
�

Pns
t=1 yst

�PK
i=1 �stipgi

�#zsg
whereas

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5995



Chapter 3 R Packages for Clustering Ranked Data 38

P(��1; zjp; !) =
NY
s=1

GY
g=1

 
!g

nsY
t=1

pg��1
s (t)PK

i=1 �stipgi

!zsg

Hence, by combining the previous three equations we get

Lc(p; !jy; z) =

NY
s=1

GY
g=1

 
!g

nsY
t=1

pg��1
s (t)

KY
i=1

e�pgi
Pns
t=1 yst�sti

!zsg
or

Lc(p; !jy; z) =
NY
s=1

GY
g=1

 
!g

KY
i=1

pusigi e
�pgi

Pns
t=1 yst�sti

!zsg
where usi and �sti have been de�ned in Section 3.2.1 previously. Notice that Lc(p; !jy; z)
has an explicit multinomial form with respect to z. This will be useful when gibbs

sampling from the joint posterior distribution later on.

The objective function that will be maximized during the EM algorithm is the expected

value of the logarithm of the posterior conditional distribution of the parameters with

respect to P(y; zj��1; p; !). Of course this is equal to the sum of the complete-data

log-likelihood lc(p; !jy; z) = logLc(p; !jy; z) plus the logarithm of the prior distribution,

i.e.

Q
�
(p; !); (p?; !?)

�
= Ey;zj��1;p?;!?

�
lc(p; !jy; z)

�
+ log f0(p; !) (3.17)

Now since zsg is a Bernoulli random variable for every s = 1; : : : ; N and g = 1; : : : ; G

and also

P(y; zj��1; p; !) = f(yj��1; z; p; !)P(zj��1; p; !) (3.18)

we �nd that the expected value of the objective function (3.17) (E-step) returns

Q((p; !); (p?; !?)) =

NX
s=1

GX
g=1

ẑsg

"
log!g +

KX
i=1

 
usi log pgi � pgi

nsX
t=1

�stiPK
i=1 �stip

?
gi

!#

+

GX
g=1

(�g � 1) log!g +

GX
g=1

KX
i=1

�
(cgi � 1) log pgi � dgpgi

�
where the last two terms are consistent with the prior distribution setting (3.16) and ẑsg

are the expected posterior membership probabilities which are obtained as:

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5995



Chapter 3 R Packages for Clustering Ranked Data 39

ẑsg =
!?gPPL(��1

s jp?g)PG
g0=1 !

?
g0PPL(��1

s jp?g0)
(3.19)

Optimizing Q with respect to pgi and ! subject to the canonical constraint
PG

g=1 !g = 1

will yield the updated support parameters and mixture weights of the M-step. The

generic (l + 1)-th iteration of the EM algorithm consists of the following steps

E-STEP

ẑ(l+1)
sg =

!
(l)
g PPL(��1

s jp(l)
g

)PG
g0=1 !

(l)
g0 PPL(��1

s jp(l)
g0 )

M-STEP

!(l+1)
g =

�g � 1 +
PN

s=1 ẑ
(l+1)
sgPG

g0=1 �g0 �G+N

p
(l+1)
gi =

cgi � 1 + 
̂
(l+1)
gi

dg +
PN

s=1 ẑ
(l+1)
sg

Pns
t=1

�stiPK
i=1 �stip

(l)
gi

(3.20)

where 
̂
(l+1)
gi =

PN
s=1 ẑ

(l+1)
sg usi, i = 1; : : : ;K ; g = 1; : : : ; G.

One important fact to note is that under the non-informative prior setting (cgi = 0; dg =

0 and �g = 1), the above MAP procedure coincides with MLE as expected.

Gibbs Sampling

In order to quantify the uncertainty associated to the �nal estimates, Mollica and

Tardella implemented a GS procedure to sample from the joint posterior distribution.

Thanks to the multinomial form of Lc(p; !jy; z) and the conjugate prior con�guration

(3.16), the full conditionals to draw from are simple parametric distributions. So at the

generic iteration l + 1, the GS algorithm [12] consists of iteratively generating random

values from the following full conditionals
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!(l+1)jz(l) � Dir

 
�1 +

NX
s=1

z
(l)
s1 ; : : : ; �G +

NX
s=1

z
(l)
sG

!

y
(l+1)
st j��1

s ; z(l)
s ; p

(l) � Exp

 
GY
g=1

� KX
i=1

�stip
(l)
gi

�z(l)
sg

!
(3.21)

p
(l+1)
gi j��1; y(l+1); z(l) � Ga

 
cgi + 


(l)
gi ; dg +

NX
s=1

z
(l)
gi

nsX
s=1

�stiy
(l+1)
st

!

z(l+1)
s j��1

s ; y(l+1)
s

; p(l+1); !(l+1) /
GY
g=1

 
!g

KY
i=1

�
p

(l+1)
gi

�usie�p(l+1)
gi

Pns
t=1 �stiy

(l+1)
st

!z(l)
sg

where the last full conditional is of the multinomial form. Note also that 

(l)
gi =PN

s=1 z
(l)
sg usi. Mollica and Tardella suggest using the MAP solution as a starting point

to initialize the chain in the MCMC simulation.

In order to rectify the identi�ability issue caused in the MCMC sample by the Label

Switching (LS) e�ect, Mollica and Tardella exploit alternative relabeling algorithms

that perform an ex post rearrangement of the raw MCMC drawings in order to obtain

meaningful posterior estimates. This is be succeeded by means of the functions included

in the R package label.switching developed in [16].

3.2.4 Determining the Number of Components

Since the optimal number of groups Ĝ is not known a priori, the PLMIX package o�ers

several Bayesian model selection criteria to compare PL mixture models with a di�erent

number of components �tted on the same data set. The considered measures include

two alternative versions of each of the following criteria: (i) Deviance Information Cri-

terion (DIC), (ii) Bayesian Predictive Information Criterion (BPIC), and (iii) Bayesian

Information Criterion-Monte Carlo (BICM). Details and references about these criteria

can be found in [13] (Section 3.4).
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Check Table 2 (borrowed from [12]) for their de�nitions. In this table, note that

D(�) = �2 logL(�) denotes the deviance function and �D = E[D(�)j��1] is its pos-

terior expectation. Moreover, notice that BPIC formulations are obtained from the

corresponding DIC ones by doubling their penalty terms. BPIC is employed because of

the tendency of DIC to over�t.

3.2.5 Bayesian Model Assessment

Once the optimal PL mixture model has been selected we have to assess the adequacy

of the Bayesian PL mixture. The PLMIX package provides diagnostic tools derived

from two signi�cant summary statistics:

1. the most-liked item frequency vector r(��1), whose generic entry is

ri(�
�1) =

NX
s=1

1[��1
s (1)=i] (3.22)

corresponding to the number of times that item i is ranked �rst

2. the paired comparison (PC) frequency matrix �(��1), whose generic entry is

�ii0(�
�1) =

NX
s=1

(usi + usi0 � usiusi0)1[�s(i)<�s(i0)] (3.23)

corresponding to the number of times that item i is preferred to item i0 .

In order to perform a posterior predictive check of model goodness-of-�t within the

Bayesian context, Mollica and Tardella employ two parameter-dependent quantities

X2
(1)(�

�1; �) and X2
(2)(�

�1; �), referred as discrepancy variables [17], which are a general-

ization of the classical test statistics. These discrepancy measures compare the observed

and expected frequencies under the posited PL mixture model.

The �rst chi-squared discrepancy measure is

X2
(1)(�

�1; �) =

KX
i=1

�
ri(�

�1)� r?i (�)
�2

r?i (�)

and the second one:

X2
(2)(�

�1; �) =
X
i<i0

�
�ii0(�

�1)� �?ii0(�)
�2

�?ii0(�)
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The symbol ? indicates the theoretical frequency expected under the PL mixture model

with parameters � = (p; !).

Denote with ��1
obs the observed collection of partial orderings and with ��1

rep a replicate

random draw from the posterior predictive distribution under the speci�ed model H.

Then the posterior predictive check of model goodness-of-�t relies on the computation2

of the posterior predictive p-value

pB = P

 
X2(��1

rep; �) � X2(��1
obs; �)

�������1
obs; H

!
(3.24)

where X2(��1
rep; �) is a generic discrepancy variable. Under correct model speci�cation,

pB is expected to be close to 0.5, whereas small values are deemed as an indication of

model inadequacy. The critical threshold can be considered to be 0.05.

Moreover, whenever partial ranking data show considerable proportions of strictly partial

rankings with a di�erent number of ranked items, the PLMIX package can further

investigate model adequacy conditionally on the observed length of the partial orderings

m = 1; : : : ;K � 1. To this aim, Mollica and Tardella de�ned two other discrepancy

measures ~X2
(1) and ~X2

(2) which parallel the previous ones

~X2
(1)(�

�1; �) =
K�1X
m=1

X2
(1)(�

�1
m ; �) ~X2

(2)(�
�1; �) =

K�1X
m=1

X2
(2)(�

�1
m ; �) (3.25)

where ��1
m = f��1

s : ns = mg is the subsample ofNm top-m partial orderings
�PK�1

m=1 Nm =

N
�

The chi-squared discrepancy measures (3.25) can help to verify possible violations of

the underlying assumption that the subsets of rankers are identically distributed, such

that their preference system is driven by the same mixture distribution on the support

parameters. More details on this can also be found in the Supplementary Material

provided in [13].

3.3 BayesMallows Package

Finally let us now focus on another R package which o�ers bayesian inference tools to

analyse and cluster ranking data. BayesMallows R package uses novel computationally

tractable MCMC methods for Bayesian inference in Mallows Models (MM) that work

2The LS adjustment of the posterior samples is not necessary for the posterior predictive check. This
is due to the use of the marginal support parameters pi =

PG
g=1 !gpgi in the computation of the expected

frequencies, which are invariant under the LS phenomenon.
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with any right-invariant distance. In fact it supports Footrule, Spearman, Kendall,

Cayley, Hamming and Ulam distances, allowing full use of the rich expressiveness of the

Mallows model. It came out very recently (2019) and it was developed by Vitelli et al.

[18].

Apart from complete and top rankings, BayesMallows can also handle pairwise com-

parisons, even cases that include non-transitive preference patterns! Similarly to PLMIX,

this package o�ers us the opportunity to quantify posterior uncertainties of estimates

of any quantity of interest. These posteriors can be vizualized using convenient tools

included in the package. BayesMallows performs data augmentation for estimating

the latent assessor-speci�c rank scores of the items in all missing data situations (partial

rankings, pairwise preferences), thus enabling it to be used as a probabilistic recom-

mender system since it can predict individual preferences for unranked items. More-

over, it can cluster together the assessors providing similar preferences, estimating both

cluster-speci�c model parameters and individual cluster assignments, including the cor-

responding uncertainties.

Last but not least, BayesMallows implements an e�cient importance sampling algo-

rithm, as well as the Iterative Proportional Fitting Procedure (IPFP) of Mukherjee [19],

for computing the partition function normalizing the model, whenever this cannot be

done analytically. The package also works well with a fairly large number of items,

thanks to computational approximations and e�cient C++ programming. Details re-

garding the aforementioned capabilities of the package can be found in [20].

3.3.1 The Bayesian Mallows Model (BMM) for Complete Rankings

First of all, let us introduce the notation which Vitelli et al. use in their paper [20].

Suppose there exist N judges (i.e. N observations) and that each of them ranks all n

items, labelled as A = fA1; : : : ; Ang, according to a considered feature. The ordering

provided by judge j is represented by Xj . It can easily be understood that the n

components of Xj are relabelings of the set A and hence the observations X1; : : : ;XN

are N permutations in Pn. We denote the rank given to item Ai by judge j as Rij =

X�1
j (Ai), i = 1; : : : ; n, j = 1; : : : ; N . Finally, let Rj = (R1j ; : : : ; Rnj) denote the ranking

of assessor j and d(:; :) : Pn�Pn ! [0;1) the right-invariant distance function between

two rankings.

We saw the explicit form of the MM in (2.5) when we discussed the class of distance-

based models. We will now further elaborate on this equation using the present notation.

Let us rewrite it as
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P (rj�;�) =
1

Zn(�;�)
exp

h
� �

n
d(r;�)

i
1Pn(r) (3.26)

where � is the location parameter representing the modal or consensus ranking, � is the

precision or scale or dispersion parameter (assumed positive for identi�cation purposes)

and Zn(�;�) is the partition function that normalizes the model. 1S is the indicator

function for the set S.

The likelihood of the N observed complete rankings R � fRjgNj=1 (assumed condition-

ally independent given the parameters) is

P (R1; : : : ;RN j�;�) =
1

Zn(�;�)N
exp

(
� �

n

NX
j=1

d(Rj ;�)

)
NY
j=1

f1Pn(Rj)g (3.27)

We mentioned in Chapter 1 that right-invariant distances remain una�ected under a

relabelling of the items and thus the partition function Zn(�;�) is independent of the

latent consensus ranking �:

Zn(�;�) =
X
r2Pn

e�
�
n
d(r;�) =

X
r2Pn

e�
�
n
d(r;1n) � Zn(�) (3.28)

where 1n = (1; 2; : : : ; n) is the identical permutation.

Prior Densities

In the Bayesian context the prior distributions for � and � are assumed to be indepen-

dent. � has a uniform prior distribution �(�) = 1
n!1Pn(�) in the space of n-dimensional

permutations, while a truncated exponential prior is assumed for the scale parameter:

�(�j�) =
�e���1[0;�max](�)

1� e���max

The cuto� �max < 1 which is large enough is used to cover reasonable � values sup-

ported by the data. The rate parameter � is considered to be small enough to ensure

good prior dispersion. It is shown in [20] that inferences on � are not a�ected by the

choice of the value of �. Thus, a �xed value, close to 0, can be assigned to �. This in turn

implies a non-informative (
at) prior density for � in the region supported by the like-

lihood (3.27). Nevertheless, BayesMallows library enables us to tune this parameter

depending on the complexity of the data at hand.
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Inference

Now that we have both the likelihood and the prior densities we can write down the

joint posterior distribution

P (�;�jR1; : : : ;RN ) / 1Pn(�)

Zn(�)N
exp

"
� �

n

NX
j=1

d(Rj ;�)� ��

#
1[0;�max(�)]

1� exp(���max)
(3.29)

However, in many applications, the interest lies in computing posterior probabilities

regarding the consensus ranking �. For example, one could ask what is the posterior

probability that a certain movie (among, say, 200 movies) is in the \top 5". Ergo, what

is the posterior probability that this movie has consensus rank equal to 5 or lower. In

the frequentist approach, this is not easy to answer. But within the Bayesian setting, we

just have to exploit the marginal posterior distribution of � and �nd its MAP estimate.

Using (3.29) we get a compact formula for the posterior density of �

P (�jR) / �(�)

Z 1
0

�(�)

Zn(�)N
exp

"
� �

n

NX
j=1

d(Rj ;�)

#
d� (3.30)

Approximations of any summary posterior of interest can be done by means of MCMC

Algorithms.

MCMC Procedures

In order to sample from the joint posterior distribution (3.29), the BayesMallows

package uses a Metropolis-Hastings (MH) algorithm iterating between (i) updating �

and (ii) updating �.

In the �rst step, it updates � by proposing �0 according to a distribution which is

centered around the current consensus rank vector � . This distribution is called the

Leap-and-Shift Proposal distribution and is extensively described in [20] (Section 2.4). It

is basically a random local perturbation, of width L, of a given ranking. The parameter

L controls how far the proposed ranking is from the current one and hence it controls

the acceptance rate. The acceptance probability when updating � in the MH algorithm

is

min

(
1;
PL(�j�0)�(�0)

PL(�0j�)�(�)
exp

"
� �

n

NX
j=1

�
d(Rj ;�

0)� d(Rj ;�)
	#)

(3.31)

where PL(�j�0) is the probability mass function associated to the transition from � to

�0 and is not symmetric.
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In the second step, the algorithm updates � by proposing �0 from a Log-normal distri-

bution P (�0j�) � logN (log�; �2
�) and accepting it with probability

min

(
1;

Zn(�)N�(�0)� ��
Zn(�0)N�(�)�0��0

exp

"
� �0 � �

n

NX
j=1

d(Rj ;�)

#)
(3.32)

where �2
� can be tuned to obtain a desired acceptance probability. In addition to this

parameter, BayesMallows includes another parameter, named �jump which enables us

to update � only every �jump updates of �. The tuning of this parameter ensures a

better mixing of the MCMC in the di�erent sparse data applications and we will take

advantage of it in our analysis of the job ranking data. A summary of this MCMC

algorithm can be found in [20] (Appendix B, Algorithm 1)

The results from simulation studies that were carried out by Vitelli et al., and can be

found in the Supplementary Material of [20], showed that the acceptance rate (3.31) of

proposals for � decreases with increasing L while it also depends on the number of items.

A good mixing of the MCMC samples suggests an acceptance rate approximately close

to 1=3. In order to minimize the Integrated Autocorrelation Time (IAT) of � as well,

the authors proposed as a rule of thumb that L should be set equal to n=5. This is also

the default value in the package. Of course BayesMallows o�ers us the possibility of

tuning both � and � depending on the complexity of the data at hand.

In the same simulation studies, it was found that the acceptance rate (3.32) of proposals

for � decreases by increasing the standard deviation �� of the Log-normal distribution.

Aiming at an acceptance probability close to 1=3, along with minimum IAT, it was

shown that �� � 0:1 is the best option for 20 to 50 items. BayesMallows also sets it

equal to this value. The choice of the right-invariant metric does not matter.

3.3.2 Approximating the Partition Function

In the case of Cayley, Hamming, Kendall, and Ulam measures, the exact partition

function is implemented during the computation in the MCMC algorithms. However, for

the footrule and Spearman’s right-invariant distances the computation of the partition

function is approximated by an importance sampling scheme whenever the number of

items n to rank is large. More speci�cally, Vitelli et al. [20] suggest using the importance

sampling approximation whenever n > 50 in the case of footrule distance and whenever

n > 14 in the case of Spearman distance.

We saw earlier, from Eq (3.28), that the partition function does not depend on �.

Vitelli et al. exploited this fact and they created an e�cient importance sampling (IS)
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algorithm that approximates (o�-line) the partition function on a grid of � values. Then

they interpolate it to yield an estimate of Zn(�) over a continuous range. The MCMC

procedures read o� the needed values to compute the acceptance probabilities very

rapidly. We will not dive here into the full details of this algorithm. Instead we will just

mention that the unbiased IS estimate of Zn(�) is given by

ẐKn (�) =
1

K

KX
k=1

exp
n
� �

n
d(Rk;1n)

o
q(Rk)�1 (3.33)

where q(Rk) is an IS auxiliary distribution from which the K rank vectors R1; : : : ;RK

are sampled from. The form of q(Rk) must resemble the Mallows likelihood (3.27) in

order for the ratio ẐKn (�)=Zn(�) to converge to 1. Proposition 2 in [20] proves that

the MH algorithm, described in the previous section, now converges to the posterior

distribution proportional to

P̂ (�;�jR) =
1

Ĉ(R)
�(�)�(�)ẐKn (�)�N exp

(
� �

n

NX
j=1

d(Rj ;�)

)
(3.34)

with the normalizing factor Ĉ(R) =
R �(�)

ẐKn (�)N

P
�2Pn �(�) exp

n
� �

n

PN
j=1 d(Rj ;�)

o
d�

The convergence of the IS procedure was studied in detail in [20] (Section 3). Vitelli

et al. experimented by varying the number K of importance samples from 104 to 108,

over a discrete grid of 100 equally spaced � values between 0.01 and 10 (since � usually

does not get bigger or smaller in practical applications). Then they interpolated it

to produce a smooth partition function by using a polynomial of degree 10. Results

showed that the bigger the number of items the larger K should be so that ẐKn (�)

precisely approximates Zn(�). Even in the case where the exact expression of Zn(�) is

not available (n > 50) in order to inspect the ratio ẐKn (�)=Zn(�), they concluded the

same thing. Their simulations showed that K = 106 appears to give quite satisfying

approximations.

In the same paper, the sensitivity of the marginal posterior distributions P (�jR) and

P (�jR) to di�erences in the prior settings was also studied3 in simulated data4. In

brief, whenever the number of assessors N is large enough, the precision and accuracy of

the marginal posteriors increases for both parameters. In fact the results showed great

stability even when the truncated exponential prior �(�) = �(�j�) was strong (� = 10).

Of course this was expected due to the well-known Bernstein-von Mises principle which

3The simulation studies were done using the footrule distance. However, the same results will hold
for all right-invariant distances.

4The simulated data were generated according to a MH Algorithm which uses the Leap-and-Shift
proposal distribution described above (cf. Appendix C in [20]).
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implies that with su�cient amounts of data, the likelihood dominates the in
uence of

the prior.

Furthermore, the use of either the closed form or the IS approximation for the partition

function made little or no di�erence at all. The IS approximation had a tiny e�ect on

the accuracy of the marginal posterior density of � (even when using a small number

K = 104 of samples), but it left completely una�ected the marginal posterior of �. The

latter can be actually seen by comparing the original joint posterior distribution (3.29)

and the one that comes after using IS approximation (3.34).

By inspecting closer the marginal posterior P (�jR), we can write

P (�jR) / �(�)

Zn(�)N

X
�2Pn

�(�) exp
n
� �

n

NX
j=1

d(Rj ;�)
o

By de�ning the summation over � as C(�;R) =
P

�2Pn �(�) exp
�
� �

n

PN
j=1 d(Rj ;�)

	
,

then the above equation can be rewritten more compactly as

P (�jR) / �(�)C(�;R)

Zn(�)N
(3.35)

The joint posterior distribution (3.29) can as well be factorized as

P (�;�jR) = P (�jR)P (�j�;R)

By using the last equation and (3.35) we obtain

P (�j�;R) =
�
C(�;R)

��1
�(�) exp

n
� �

n

NX
j=1

d(Rj ;�)
o

(3.36)

Eq (3.34) can similarly be factorized as

P̂ (�;�jR) = P̂ (�jR)P (�j�;R)

where

P̂ (�jR) / �(�)C(�;R)

Ẑn(�)N
=

 
Zn(�)

Ẑn(�)

!N
�(�)C(�;R)

Zn(�)N
/

 
Zn(�)

Ẑn(�)

!N
P (�jR)
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and if we write it in its normalized form we get

P̂ (�jR) =
�
Ĉ(R)

��1

 
Zn(�)

Ẑn(�)

!N
P (�jR) (3.37)

where the normalizing constant turns out to be the same as the one in (3.34). Notice

that the conditional distribution (3.36) remains the same in both cases since it does

not depend on the partition function. Thus it is obvious that the marginal posteriors

P (�jR) and P̂ (�jR) will be the same if P̂ (�jR) = P (�jR), which can hold if the ratio
Ẑn(�)
Zn(�) is exactly constant for all � that belong on the e�ective support of P (�jR). Indeed

Proposition 3 in [20] shows that this ratio approaches 1 as K !1. Hence, K = 104 IS

samples is enough to make the marginal posterior inferences on � robust on the choice

of computation of the partition function Zn(�).

Apart from the IS approximation of the partition function, BayesMallows o�ers the

possibility of estimating Zn(�) by using the asymptotic approximation of Mukherjee

(IPFP) [19]. This procedure is invoked when the number of items, that are supposed

to be ranked, is very large (n > 100). Our dataset has only 17 items to assess and so

we will not bother using this method to compute the partition function. Nonetheless,

a brief summary of the asymptotic behaviour of Zn(�) as n ! 1 can be found in the

Supplementary Material of [20].

3.3.3 Extension of the BMM to Partial Rankings

In most situations it is almost unreal to have complete rankings. There are a lot of

applications where the assessors rank their top-k favourite items. In other applications

the assessors are presented with a subset of the total items that they have to rank. In

either case, ranks can be missing at random. A di�erent scenario would be not to have

rankings at all. The assessors could merely compare pairs of items and give a preference

between the two. This is the case of pairwise comparison data and they can also be

handled within the Bayesian framework of BayesMallows, even in the case where the

observed pairwise orderings are not mutually compatible, such as in data collected from

internet user activities when the pool of items is very large. In this thesis we will face

only the case of top-k partial rankings. However, details about all of these cases can be

found in [18] and [20].

Essentially, in the case of partial rankings, each assessor j ranks only a subset of items

Aj � fA1; : : : ; Ang, giving them top ranks from 1 to nj = jAj j. Thus we observe

Rij = X�1
j (Ai) for Ai 2 Aj , while for Ai 2 ACj the rank scores Rij (> nj) are unknown.

The MCMC Algorithm 3 (cf. Appendix B in [20]) �lls these missing places by randomly
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assigning ranks. The augmented rank vectors ~R1; : : : ; ~RN are introduced in the model to

include the missing ranks, which are estimated as latent parameters. The set of possible

augmented rank vectors must be compatible with the observed top-nj ranked items and

hence it is de�ned as Sj =
�

~Rj 2 Pn : ~Rij = X�1
j (Ai) if Ai 2 Aj

	
; j = 1; : : : ; N The

unobserved ranks are assigned a uniform prior on the permutations of (nj + 1; : : : ; n).

The joint posterior distribution to sample from now becomes

P (�;�jR1; : : : ;RN ) =
X

~R12S1

� � �
X

~RN2SN

P (�;�; ~R1; : : : ; ~RN jR1; : : : ;RN )

Given the current values of the augmented ranks ~Rj , the MH algorithm used for sampling

� and � from P (�;�j ~R1; : : : ; ~RN ), is essentially the same with that described previously

for the case of complete rankings.

In order to sample the augmented ranks given the current values of � and �, BayesMal-

lows uses advantage of the fact that ~R1; : : : ; ~RN are conditionally independent, and

moreover, that each ~Rj only depends on the corresponding Rj , thus making the MCMC

algorithm faster and more e�cient. In particular, given �, � and the current ~Rj , ~R0j

is sampled from the Leap-and-Shift proposal distribution using a symmetric transition

kernel. Of course ranks from 1 to nj are reserved for the items in Aj . For completeness,

we note that the acceptance rate for the proposal of ~R0j is

min

(
1; exp

h
� �

n

�
d( ~R0j ;�)� d( ~Rj ;�)

�i)

The same MCMC algorithm described here is also adjusted to be used for more generic

partial rankings which are not necessarily top-nj . For example, in situations where each

judge might be given only a subset from the total number of items to rank, his or her

preferences do not correspond to the top ones. So we see that BayesMallows library

makes our life easier when we want to analyze di�erent kinds of ranked data.

3.3.4 Clustering Heterogeneous Ranking Data

A large number of data may render the homogeneity assumption unrealistic. Then the

assessors should be divided into more homogeneous subpopulations. Each subset will

share a consensus ranking �c and a scale parameter �c where c = 1; : : : ; C corresponds

to one of the C clusters in total. Therefore each subpopulation of assessors should be

described by a separate MM. If we let z1; : : : ; zN 2 f1; : : : ; Cg to refer to the cluster as-

signments, then the augmented data formulation of the likelihood describing the mixture
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of Mallows models is given by

P
�
R
�� f�c;�cgCc=1; fzjgNj=1

�
=

NY
j=1

1Pn(Rj)

Zn(�zj )
exp

n
�
�zj
n
d(Rj ;�zj )

o
(3.38)

where R �
�
Rj

	N
j=1

are the observed rankings. It is obvious that the model (3.38)

assumes conditional independence across the clusters.

The prior densities for the consensuses �c are uniform. The prior distributions for �c

are considered to be conditionally independent truncated exponentials each with rate �,

as in the case of homogeneous population:

�(�1; : : : ; �C) /
CY
c=1

�(�cj�)

Vitelli et al. [20] further assumed that the cluster labels are a priori distributed according

to the following distribution that resembles the multinomial:

P (z1; : : : ; zN j�1; : : : ; �C) =

NY
j=1

�zj =

NY
j=1

�
1(zj=1)
1 �

1(zj=2)
2 : : : �

1(zj=C)
C

where f�cgCc=1 belong to the standard (C � 1)-simplex, i.e. �c � 0 is the probabil-

ity that an assessor belongs to the c-th subpopulation and
PC

c=1 �c = 1. Finally,

since there is no prior information to favor one cluster over another, �1; : : : ; �C are as-

signed the standard symmetric Dirichlet prior density of dimension C: �(�1; : : : ; �C) =

�(	C)�(	)�C
QC
c=1 �

	�1
c , thus implying a convenient conjugate scheme. BayesMal-

lows’s default value for the concentration parameter 	 is equal to 10. Depending on

the dataset at hand, this could be set much greater in order favour high-entropy dis-

tributions. Note that when 	 = 1, the symmetric Dirichlet distribution is equivalent

to a uniform distribution over the (C � 1)-simplex, and is called the 
at Dirichlet dis-

tribution. Furthermore, when the concentration parameter is given a value less than

1, then the more sparsely distributed will be the resulting distribution of the cluster

probabilities, with most ranges of �c weights having a probability near zero (in other

words, the more it tends towards a distribution concentrated on a single point). Thus,

we choose to initialize parameter 	 with values greater than 1 because the larger the

value of the concentration parameter, the more evenly distributed will be the resulting

distribution over the cluster probabilities �c.

The posterior density from which MCMC sampling is performed, has the following form

P
�
f�c;�c; �cgCc=1; fzjgNj=1g

��R� / " CY
c=1

e���c�	�1
c

#"
NY
j=1

�zje
�
�zj
n
d(Rj ;�zj )

Zn(�zj )

#
(3.39)
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The number of clusters is determined by inspecting the posterior distribution of the

within-cluster sum5 of distances of the observed rankings from the corresponding cluster

consensus
PC

c=1

P
j:zj=c

d(Rj ;�c). An elbow, observed in the diagram of the boxplots

of the posterior distance as a function of c, shows the optimal number of clusters.

Appendix B in [20] shows the MCMC Algorithm, used in the BayesMallows pack-

age, to cluster complete heterogeneous rankings (Algorithm 2 which is the case we just

described above) and its extension to partial or pairwise preferences (Algorithm 4).

The Label Switching e�ect is possible and can be handled using the functions in the

label.switching library.

5Cf. Section 6.3 in [20] for a demonstration on the Sushi Dataset.
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Chapter 4

Application on the Job Ranking

Data

We can now move to the cluster analysis of the job ranking data, that we mentioned in

the beginning of this thesis, by using the R packages we discussed in Chapter 3. Let

us recall that the ranked dataset consists of 8646 judges who are supposed to rank 17

items. Each item corresponds to a factor according to which a person (the judge) would

choose a company to work for. The factors which were evaluated by each respondent

are seen below

F1 Financially sound

F2 O�ers quality training

F3 O�ers long-term job security

F4 O�ers international / global career

F5 Future prospects / career opportunities

F6 Strong management

F7 O�ers interesting jobs (job description)

F8 Pleasant working environment

F9 Competitive salary package

F10 Good balance between life and work

F11 Well located

F12 Strong image / pursues strong values

F13 Quality products / services o�ered

F14 Deliberately handles the environment and society

F15 Uses the latest technologies / innovative

F16 Provides 
exible working conditions

F17 Encourages diversity (age, gender, ethnicity)

53
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Actually, we have at our disposal two sets of ranked data. One dataset contains top-5

rankings of the respondents and the other contains full rankings. In the top-5 rankings

dataset there are no ties and the judges evaluate only their six favourite objects without

caring for the rest. The dataset with the complete rankings consists of the same ranks

for the 5 most preferred objects (as in the �rst dataset) but it includes ties between 2 or

more factors which means that the respondents did not have any particular preference

among some factors apart from the �rst six. We will analyze both of them using the

PLMIX and BayesMallows libraries.

Due to the big volume of the data, the Rankcluster package could not perform the

clustering in reasonable amounts of time and so we had to exclude it from our analysis.

For the record, we will merely mention that under the assumption of homogeneous

population (i.e. assuming one cluster), Rankcluster managed to give an estimation for

the reference rank � (cf. 3.1.1) after almost 8 hours. So one can imagine that as the

number of clusters gets bigger, the computation time becomes incomprehensibly large

even in the case of parallel1 execution . Hence it would take days of searching in order to

�nd the optimal number of clusters. Recall that in order to �nd the optimal number of

clusters, the BIC criterion is used and so we would need to run the SEM-Gibbs algorithm

for every possible number of clusters that we want to check. One could remove some of

the 8646 observations from the dataset (perhaps 5000 observations) to see some quick

results but instead we prefer to work with the whole dataset.

4.1 Top-5 Rankings

Firstly, let us consider the dataset with the partial rankings. In order to �nd a proper

way (if possible) to cluster the ranked data we shall make use both of the PLMIX and

BayesMallows packages. Then we will check what is the optimal number of groups

that is suggested by each package and afterwards we will decide what is best. Our

decision will also take into account the interpretation of the �nal results. For example,

we will not consider grouping the data in more than 20 clusters because this would not

be bene�cial for our understanding of the results.

4.1.1 Short Description

An advantage of the PLMIX library is that it can summarize ranked data that contain

partial observations. Hence, a preliminary exploratory analysis can be done by using

1All the calculations in this thesis were done on a MacBook Pro 2.5 GHz Quad-Core Intel i7 and the
running R version was 3.5.2
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some useful functions which are included in there. In Fig 4.1 we can see the number of

missing positions for each factor

Figure 4.1: Number of missing ranks for every factor.

In order for the functions to work properly, the missing ranks must be substituted with

0. In Figures 4.2 and 4.3 , the structure of the data (�rst �ve observations) can be seen

in ranking representation and ordering representation. id is the variable regarding the

identity of the respondent.

Figure 4.2: Ranking Representation of the Dataset with the partial observations.

The summary statistics can be obtained via the main command rank summaries(). The

easiest summary measure to understand is the mean rank:

Factor F1 F2 F3 F4 F5 F6 F7 F8 F9

Mean Rank 2.47 3.32 2.26 3.10 3.21 3.32 2.54 3.10 2.82

Factor F10 F11 F12 F13 F14 F15 F16 F17

Mean Rank 3.30 3.58 3.67 3.75 3.97 3.96 3.77 3.99

From this table one can understand that, on average, F3 is the most preferred object

among the respondents since it possesses the lowest rank. This means that companies

that o�er jobs with long-term security, get the most interest. Factors F1 (�nancially

sound company) and F7 (interesting job) follow afterwards. On the other hand, compa-

nies which encourage diversity do not seem to enjoy the judges’ preference as the mean

rank of factor F17 (m17 = 3:99) suggests. Companies that use the latest and most

innovative technologies (F15) do not thrill the respondents either.

The same picture can also be seen from the marginal rank distribution (cf. Section 1.1)

of the 17 factors which is described by a 17 � 17 matrix. In particular, the �rst row
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Figure 4.3: Ordering Representation of the Dataset with the partial observations.

of the matrix shows the observed frequency of each of the 17 objects being ranked 1st.

Piechart 4.4 shows exactly this distribution. Apart from F3, F1 and F7, there seem to

be 3 more factors that play a decisive role in the respondents’ decision. These factors are

F9, F8 and F10 and they are associated to good salary, pleasant working environment

and 
exible timeline respectively.

Figure 4.4: Barplot showing the observed marginal distribution of factors that scored
rank 1.
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In section 1.1 we also de�ned the pair matrix Pab, which shows the pairwise comparison

frequencies, i.e. the number of times that object a is preferred (has lower rank) to object

b. It is worth showing the pairwise comparison frequencies for factors F1, F3, F7, F8,

F9, F10 which seem to stand out.

Figure 4.5: Pairwise Comparison frequencies for factors F1, F3, F7, F8, F9, F10.

Fig 4.5 implies that the aforementioned factors are way more preferred than the rest,

especially for F3. So we expect that any attempt to cluster the data will result in clusters

which are characterized by these factors in the top 5 positions.

4.1.2 Cluster Analysis Using the BayesMallows Package

In Chapter 3 we saw in theory what are the capabilities of the BayesMallows R pack-

age. Let us now use it to see if the respondents can be clustered in groups. The main

command that performs the Metropolis-Hastings algorithm (discussed in 3.3.1), is the

following

R > compute _ mallows ( rankings = partial , nmc = 10000, metric = " footrule ",

leap_size = 1, rho_ thinning = 10, alpha _prop_sd = 0.1,

alpha _jump = 1, lambda = 0.1, save_aug = TRUE , aug_ thinning = 10,

logz_ estimate = NULL , verbose = TRUE )

BayesMallows uses the footrule metric by default, although we can use any of the

Kendall, Hamming, Cayley or Spearman2 distances. In this case we worked with three

of them: footrule, Spearman and Kendall. However, we will present the results involving

the footrule metric because the use of any distance follows the same analysis. One more

advantage of the footrule distance is that it gave us more stable results in comparison

2Recall that Spearman distance is not a metric!
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with the Spearman distance, and so we can make safer conclusions. Furthermore, the

Kendall distance would give results in bigger amounts of time and �nally Cayley and

Hamming metrics were even more time-consuming!

The rest of the parameters were tuned after performing some convergence diagnostic

tests. For example the leap size parameter is the parameter L of the Leap-and-Shift

Proposal (cf. Section 3.3.1). We put the minimum value it can take (L = 1) so that

we can have the maximum acceptance rate (3.31). The standard deviation of the Log-

normal proposal distribution alpha prop sd was put equal to 0.1 so that (3.32) can be

close to 1=3. We tuned lambda = 0:1 since the values for � turn out to be contained in

the interval (0; 10).

logz estimate implies whether we use the exact expression (NULL) to calculate the

partition function or a precomputed importance sampling if the exact expression is not

known (as in the case of the Spearman distance with more than 14 objects). The IS

technique was employed when we performed the analysis with the Spearman distance.

For details one can check the R-code provided in this thesis. For the case of footrule

metric, the exact expression of the partition function Zn(�) is known for up to n = 50

objects. So we did not need to employ the IS scenario in this case.

Parameter rho thinning is an integer specifying the thinning of � to be performed in

the MH algorithm, i.e. the algorithm saves every rho thinning-th value of � (defaults

to 1L). Because we possess many observations we can save every 10-th value of � since

its posterior distribution will be highly peaked and at the same time it saves us some

memory. In fact, �gure 4.6 shows that convergence of the consensus ranking � happens

almost immediately. We see that almost from the beginning, every factor has a constant

consensus rank in the case we assume homogeneous population. This is partially due to

the fact that the acceptance probability for � is less than 0.01 and so the MH algorithm

does not allow � to interchange frequently between local perturbations, although we

tuned the leap parameter to its minimum value. In any case, the modal rank scores

almost always converged fairly fast throughout our analysis.

As we will see next, when we perform clustering, the picture will not be equally beautiful.

Acceptance rates for the consensus ranking of each cluster will vary from 10�4 to 0.1,

thus letting � interchanging more frequently between di�erent rankings. The posterior

probability distribution of � for the homogeneous case can be seen in �gure 4.7. Each

factor obviously has highly-peaked consensus rank score. So we will keep rho thinning =

10.

Finally, as can be seen from save aug = TRUE we have the choice whether or not to

save the augmented ranks ~Rj , that were missing (NA) in the �rst place. We can picture

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5995



Chapter 4 Application on the Job Ranking Data 59

Figure 4.6: Trace plot of the consensus ranking � showing the convergence of the
MCMC algorithm under the assumption of homogeneous population.

these as well. In �gure 4.8 we can see the augmented ranks for items 3,6 and 17 for

the 400-th respondent. We notice the big variability of the rank scores regarding the

16th and 17th factors (varying from 6 to 17). It is natural for their lines (green and

blue) to cross each other since there is no preference among these two objects implied

by the data. Nonetheless, we also notice that factor 3 (red line) has always rank 2 in

all 10000 MCMC iterations since this was its observed rank from the beginning. This

sort of diagram is much more useful in the case of pairwise comparison data where the

assessors must compare items in pairs. In such cases, diagrams of the form 4.8 can

predict the preference of each individual assessor regarding the items that they decided

not to evaluate.
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Figure 4.7: Posterior distribution of latent consensus ranks �i for the 17 factors,
i = 1; : : : ; 17 , in the case of one cluster.

4.1.3 Clustering the Data

With no further do we proceed to cluster the partially ranked data via using the

BayesMallows package. In order to compute multiple Mallows models with di�er-

ent numbers of mixture components, we use the function compute mallows mixtures().

The function returns a list of models of class BayesMallowsMixtures, in which each list

element contains a model with a given number of mixture components. Its arguments

are the same as for the compute mallows() function, apart from the n clusters which

speci�es the number of mixture components to compute and an optional parameter cl

which can be set to the return value of the makeCluster function in the parallel package

(for parallel execution). The Dirichlet hyperparameter 	 is put equal to the default

value psi = 10 and lastly verbose = TRUE is a logical parameter specifying whether or

not to print out the progress of the Metropolis-Hastings algorithm.
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Figure 4.8: Trace plot of augmented ranks ~R for factors 3, 16, and 17 for the 400-th
assessor (respondent).

R> library (" parallel ")

R> cl <- makeCluster (4)

R> compute _ mallows _ mixtures (n_ clusters = c(3,8,13,20), partial ,

metric = " footrule ", nmc = 100000, leap_size = 1, rho_ thinning = 10,

alpha _prop_sd = 0.1, alpha _jump = 10, lambda = 0.1, psi = 10,

save_aug = FALSE , aug_ thinning = 10, logz_ estimate = NULL ,

verbose = TRUE , save_clus = FALSE , clus_thin = 10,

include _wcd = FALSE , cl = cl)

R> stopCluster (cl)

We start by doing test runs with 3, 8, 13, and 20 mixture components in order to

assess convergence. We set the number of Monte Carlo samples to 105, and since this

is a test run, we do not save cluster assignments nor within-cluster distances from each

MCMC iteration and hence we set save clus = FALSE and include wcd = FALSE.

cl = makeCluster(4) means that we run the algorithm on all 4 cores of the laptop

computer. After 2 hours we get the results. Notice that we haven’t gone more than 20

clusters as this would give results which are not easily interpretable.
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The grid plot 4.9 shows that the clusterwise dispersion parameters �c, (c = 1; : : : ; 4)

converge fairly quickly for a small number of clusters. For a larger number of clusters

we could burn-in the �rst thirty to �fty thousand iterations although it is obvious that

there is still some variability. Had we iterate the MCMC algorithm for 106 iterations, it

would take 20 hours to get an image and even then there would be some variability.

Figure 4.9: Trace plot of the dispersion parameters �c showing the convergence of the
MCMC algorithm with 3, 8, 13, and 20 mixture components respectively.

We can also check whether the posterior distribution of the cluster probabilities �c (which

we saved for every 10-th iteration, i.e. clus thin = 10) have converged properly. The

trace plot 4.10 shows that for all the mixture components, the chains seem to be mixing

well.

Finally one can also check (cf. Figure 4.11) the convergence of the posterior distributions

of the cluster consensuses �c. From this �gure we see that convergence of the consensus

rankings is good. Note that any cluster with greater variance in the consensus ranks

is an indication that the corresponding �c parameter takes smaller a posteriori values,

resulting in bigger acceptance rates (3.31), due to the fact that � is located inside the

exponential.
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Figure 4.10: Trace plot of the cluster weights �c showing the convergence of the MCMC
algorithm with 3, 8, 13, and 20 mixture components respectively.

Deciding on the Number of Mixtures

From the previous convergence diagnostics, we can say that a burn-in period of 50000

iterations is su�cient. So we run 105 additional iterations where we �tted a sequence of

Bayesian Mallows Models with the number of mixture components varying from 1 to 20.

In order to determine the optimal number of components, we set include wcd = TRUE,

which was necessary to create the elbow plot that contains the boxplots referring to the

posterior distributions3 of the within-cluster sum of distances
PC

c=1

P
j:zj=c

d( ~Rj ;�c)

for every mixture. Hence the MCMC code is now the following:

3As noted in [20] and references therein, the label switching problem only a�ects inference on cluster-
speci�c parameters, but it does not a�ect predictive distributions such as the posterior distribution of
the within-cluster sum of distances.
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Figure 4.11: Trace plot of the consensus rankings �c showing the convergence of the
MCMC algorithm with 3, 8, 13, and 20 mixture components respectively.

R> cl <- makeCluster (4)

R> compute _ mallows _ mixtures ( rankings = partial , n_ clusters = 1:20

metric = " footrule ", nmc = 100000, leap_size = 1, rho_ thinning = 10,

alpha _prop_sd = 0.1, alpha _jump = 10, lambda = 0.1, psi = 10,

save_aug = FALSE , aug_ thinning = 10, logz_ estimate = NULL ,

verbose = TRUE , save_clus = FALSE , clus_thin = 10,

include _wcd = TRUE , cl = cl)

R> stopCluster (cl)

After 9 hours and 5 minutes we get the elbow plot shown in Figure 4.12. Let us also

notice that we run the same code using the Spearman distance and the elbow plot

we obtained (not shown here) had the same form apart from the bigger volatility in

the boxplots (due to bigger variability in the dispersion parameters and the consensus

rankings).

From this plot it can be seen that the within-cluster sum of distances levels o� at around

10 clusters although 2 more elbows are seen at 7 and 18 clusters respectively. The best
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Figure 4.12: Boxplots of the posterior distributions of the within-cluster sum of
footrule distances of assessors’ ranks from the corresponding cluster consensus for dif-

ferent choices of c = 1; 2; : : : ; 20.

choice would be to choose the elbow at 18 clusters but we won’t. An explanation for

this can be found in [20] (in the Movielens Data example) where in a similar situation

the smaller number of clusters was preferred because the larger number of clusters led

to a slight over�tting and thus to a worse predictive power of the model. Moreover, we

�tted a model with 10 clusters and noticed that a group of 2 clusters and a group of 3

clusters displayed many similarities in the top 5 preferences. So these 5 clusters could

as well be grouped in 2 clusters, leaving us with a total of 7 clusters.

Posterior Distributions

Having chosen 7 mixture components we �tted a �nal model, running 2 � 105 iterations

with 105 of them being the burn-in. This time we call compute mallows() and set

n clusters = 7. Moreover, we tune save clus = TRUE and clus thin = 10 to save the

cluster assignments zj 2 f1; : : : ; 10g of each assessor as well as the cluster probabilities

�c every 10th iteration.
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R> bmm7<-compute _ mallows ( rankings = partial , n_ clusters = 7, nmc = 200000,

leap_size = 1, metric = " footrule ", rho_ thinning = 10,

alpha _prop_sd = 0.1, alpha _jump = 15, lambda = 0.1,

psi = 10, save_aug = FALSE , save_clus = TRUE ,

clus_thin = 10, include _wcd = FALSE , verbose = TRUE ,

save_ind_clus = FALSE , logz_ estimate = NULL)

After running the above MCMC algorithm we were able to assess the convergence of the

modal rankings �c and we were also in a position to plot the posterior distributions for

�c, �c and �c. We only show the �rst case in Fig 4.13. Indeed, by looking at the graph,

we notice that for all 7 clusters the dispersion parameter is less than 10, thus justifying

our choice to tune the � parameter of the prior truncated exponential distribution �(�j�)

equal to 0.1.

Figure 4.13: Posterior distributions of the dispersion parameters �c for the 7 clusters.
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Moreover, the trace plot of the modal rankings for the 7 clusters (Fig 4.14) shows that

all the consensus ranks converged immediately. The 5th cluster possesses the greatest

variance and takes a bit longer (almost 50000 MCMC iterations) to converge. As we

stated earlier, this is an indication that the corresponding scale parameter �5 takes

smaller a posteriori values, which is indeed the case as Fig 4.13 implies.

Figure 4.14: Trace plot assessing the convergence of the consensus rankings �c for the
7 clusters, c = 1; : : : ; 7

We can also visualize (cf. �gure 4.15) for every respondent, the posterior probability of

belonging to each cluster. The underlying numbers can be obtained using the function

assign cluster().

In Table 4.1 we summarize the posterior density of the model parameters as follows:

For the dispersion parameters �c and the cluster probabilities �c we denote the expected

mean values along with their 95% Highest Posterior Density Intervals (HPDIs). Note

here that providing an estimation for the uncertainty of the parameter values, is one of

the greatest features and advantages of using Bayesian methods in inference.

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5995



Chapter 4 Application on the Job Ranking Data 68

Figure 4.15: Posterior probabilities of assignment to each cluster for each of the 8646
respondents in the job ranking dataset with top-6 preferences. The scale to the right

shows the colour coding of probabilities.

c = 1 c = 2 c = 3 c = 4

�c 0.04 (0.04,0.05) 0.37 (0.35,0.39) 0.11 (0.10,0.12) 0.12 (0.11,0.13)

�c 7.45 (6.84,7.92) 4.83 (4.72,4.95) 3.17 (2.91,3.48) 3.49 (3.27,3.67)

c = 5 c = 6 c = 7
�c 0.22 (0.20,0.24) 0.03 (0.02,0.04) 0.11 (0.09,0.12)
�c 2.91 (2.74,3.07) 6.87 (6.29,7.51) 5.12 (4.86,5.36)

Table 4.1: Expected mean values for the 7 cluster speci�c parameters �c and �c along
with their 95% HPDIs.

Furthermore, Table 4.2 shows the cluster-speci�c modal rankings according to the Cumu-

lative Probability (CP) consensus rankings. In [20] the Cumulative Probability consensus

ranking is de�ned as follows: �rst select the item which has the maximum a posteriori

marginal probability of being ranked 1st. Then select the item which has the maximum

a posteriori marginal probability of being ranked 1st or 2nd among the remaining ones,

etc. The CP consensus can therefore be seen as a sequential MAP ranking. Note that

we could have written down the 95% HPDIs for the consensus rank scores ( (7 clusters)

� (17 objects) = 119 in total ) but since they happen to take highly-peaked values we

omitted them.

We notice that the numbers in Table 4.1 are consistent with Fig 4.15. This is due to the

fact that �c denotes the probability that an assessor belongs to the c-th subpopulation.

For example clusters 1 and 6 have the smallest a posteriori expected mixing parameters
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Clusters

CP Rank 1 2 3 4 5 6 7

1 F7 F3 F1 F1 F7 F1 F1
2 F8 F7 F3 F3 F9 F3 F3
3 F9 F9 F8 F5 F10 F8 F9
4 F10 F8 F11 F2 F8 F10 F8
5 F11 F11 F16 F9 F3 F11 F10
6 F16 F10 F7 F7 F16 F5 F16
7 F5 F1 F10 F8 F5 F7 F5
8 F13 F5 F13 F6 F11 F13 F7
9 F14 F16 F14 F4 F1 F12 F13
10 F2 F2 F17 F11 F13 F6 F11
11 F12 F12 F6 F16 F12 F15 F14
12 F4 F6 F12 F13 F14 F17 F6
13 F1 F17 F9 F15 F2 F4 F17
14 F17 F4 F5 F10 F17 F14 F15
15 F3 F13 F2 F12 F4 F2 F4
16 F6 F15 F15 F17 F15 F9 F2
17 F15 F14 F4 F14 F6 F16 F12

Table 4.2: CP consensus for each of the 7 clusters found for the job ranking dataset
containing top-6 preferences.

(��1 = 0:04 and ��6 = 0:03). This fact can also be seen from the heat-plot 4.15 where

the number of assessors that belong to groups 4 and 10 is very small compared to the

other clusters. In particular, cluster 1 contains 384 respondents and cluster 6 contains

267 respondents. On the contrary, the second cluster has the biggest expected posterior

mixing parameter and thus the majority of the respondents can be found in this group

(3580 in total).

As we had mentioned earlier in Chapter 3, the label switching problem can a�ect the

estimation of cluster-speci�c parameters. Since BayesMallows ignores label switching

issues inside the MCMC (due to convergence issues), we have to re-order the MCMC

iterations. Luckily, the R-package label.switching [16] can be used for this purpose.

In order to detect if the label switching e�ect has mixed up the MCMC cluster sam-

ples, we rerun the last algorithm using the compute mallows() command by tuning

save ind clus = TRUE. This parameter creates csv �les that save the individual cluster

probabilities at each step of the MCMC algorithm. Due to the heavy memory consump-

tion we used only 10000 iterations with clus thin = 1. By using the implementation of

Stephens’ algorithm (see R-code) provided by label.switching we did not detect any

label switching in the individual cluster assignments whatsoever and hence the results

provided in the tables above are correct.
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It seems that the majority of the respondents, who are concentrated in the second cluster,

is concerned about long-term job security (F3), a job worth doing (F7) and of course

a competitive salary (F9). The pleasant working environment (F8), the good location

(F11) and the good balance between life and work (F10) come next. So we see that 3580

respondents will be interested about �nancial factors �rst and then about the working

environment and the working hours.

The next largest cluster is the �fth one, containing 1690 assessors. Respondents in this

group are concerned about their job being fascinating (F7), then the salary (F9) and

the reasonable work schedule (F10). The next 3 factors that play role are the pleasant

working environment (F8), the long-term job security (F3) and the 
exible working

conditions (F16). This group of respondents is concerned more about having reasonable

working hours than the previous group but still prefers a job that will pay-o�. One

more di�erence with the previous group is that they don’t pay too much attention to

the long-term security of the job. Moreover, they would be happy to work for a company

that could potentially o�er them arrangements about working conditions that suit them

(such as working from home), hence, helping them maintain a work/life balance.

By looking at the CP consensus rankings of clusters 3,4,6 and 7, we notice the �rst

two factors that play role in the respondents’ decision are the �nancial solvency of the

company (F1) and the o�er of a long-term job security (F3). This means that they prefer

to work for a company that is �nancially stable and is able to pay all of its debts. The

4th cluster consists of 1005 respondents who also look for future prospects in a company

(F5) and an o�er of good quality training (F2), whereas the 3rd cluster consists of 895

respondents that are willing to work for a company that manifests a pleasant working

environment (F8) and is situated at a good location (F11). The 825 respondents of the

7th cluster are more concerned about getting a good salary and maintaining a work/life

balance.

The smallest group (6th cluster), consisted of 267 observations, as well as the 3rd cluster,

include respondents that do not care about getting a good salary since factor F9 is found

at the 6 lowest ranks. This is consistent with their corresponding top-6 preferences, since

they are more interested in working in a well located company that o�ers a pleasant

environment. The second smallest group is the 1st cluster and the 384 respondents who

participate in it prioritize the interesting nature of the o�ering job (F7), as well as the

ability to work in a pleasant working environment (F8). Good salary (F9) and work/life

balance (F10) come afterwards, along with good location (F11) and 
exible working

conditions (F16).

It is interesting to note some of the worst features evaluated by the respondents. First of

all, notice that in almost all clusters (apart from the 4th) the assessors are not concerned
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about pursuing a job that o�ers an international career since factor F4 is found at the

last 6 ranks. Furthermore, the majority of the respondents (apart from the 6th cluster)

seems to be left unmoved by companies that use the latest technologies (F15). Last but

not least, companies which encourage (F17) diversity (age, gender, ethnicity) does not

move any of the respondents either.

4.1.4 Cluster Analysis using the PLMIX package

Now that we saw the clustering that is suggested by BayesMallows let’s see if it agrees

or not with the clustering suggested by the PLMIX package. To do this we have to �t

Bayesian PL mixtures to the partial job ranking dataset with the number G of mixtures

varying from 1 to 20. The comparison of the 20 estimated mixtures based on the criteria

we discussed in Chapter 3 will show us what is the best �t. But �rst we have to �nd

the posterior modes for this sequence of PL mixtures under the non-informative prior

scenario:

R> for(i in 1:20) {

assign ( paste ("MAP", i , sep= "."),

mapPLMIXmultistart (pi_inv = partial .ord , K = 17, G = i,

n_ start = 20, n_iter = 200*i, centered _ start = TRUE ,

parallel = TRUE) )

}

mapPLMIX multistart() is a function that maximizes the posterior via the EM algo-

rithm (3.20) and returns the MAP point estimates of the PL mixture parameters p
g

and

!. In order to address the issue of possible local maxima in the posterior distribution,

we run the code with 20 randomly generated starting values for each PL mixture. Recall

that the item-speci�c quantities p
g

govern the sequential drawings of the items in order

of preference and so the natural choice for the input dataset is in the ordering format.

Hence the pi inv argument indicates the 8646� 17 matrix of observed partial orderings

(as shown in 4.3).

The optional argument centered start is a logical value to constraint the random start-

ing values to be centered around the observed relative frequency that each item has

been ranked �rst. Additionally, there exists the hyper argument that contains values

for the hyperparameters (cgi; dg; �g) discussed in (3.20). By default, 
at priors are as-

sumed implying that the MAP estimate coincides with the MLE solution. Since we do

not have prior information for the preference of the respondents we keep it that way.

Lastly, the logical argument parallel allows to parallelize the initializations and, hence,

to signi�cantly reduce the execution time (1 hour and 37 minutes).
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mapPLMIX multistart() automatically selects the best solution in terms of maximum

value of the posterior distribution and returns a list containing the main information on

the implemented MAP procedure. Subsequently, we can use the MAP estimates as a

starting point in the Gibbs Sampling procedure (3.21) that will approximate the condi-

tional posterior distributions of the parameters and provide us with the corresponding

uncertainties as well:

R> for (i in 1:20) {

assign ( paste (" GIBBS ", i , sep = "."),

gibbsPLMIX (pi_inv= partial .ord , K=17, G=i,

init=list(p=get( paste ("MAP", i, sep = ".") )$ mod$P_map ,

z= binary _ group _ind(get( paste ("MAP", i, sep ="."))$ mod$ class _map , G=i)),

n_iter=2500, n_burn=500) )

}

In the init argument, we can provide the list of initial values for the support parameters

p
g

and the binary component membership indicators z. Default is a random initial-

ization from the uniform distribution. However, we provide the MAP estimates that

we computed above for the sequence of the 20 PL mixtures. We also use the utility

binary group ind(), provided by PLMIX, to convert the vector of group labels (based

on the MAP allocation) into a binary matrix. Additionally, n iter and n burn corre-

spond to the total number of GS drawings and the length of the burn-in phase. With

the above settings, the GS code ended after 1 hour and 44 minutes.

The selectPLMIX() function will assist us in the choice of the number of mixture

components via computation of the criteria described in Section 3.2.4. All we have to

do is to plug in the MAP estimates of the support parameters and the mixture weights,

as well as the the deviance values obtained at each iteration of the GS algorithm. Of

course, one can rely on di�erent posterior summaries, such as the posterior mean or

median and not the MAP estimates. However, the MAP estimates have the advantage

of not being a�ected by the Label Switching e�ect, as we mentioned in Chapter 3. We

summarize the �nal values of the criteria in Figure 4.16.

Based on simulation studies [12], Mollica and Tardella privileged the use of BPIC1 and

DIC1 for drawing conclusions about the optimal number of clusters. From Figure 4.16

we notice that criteria BPIC1 (red line) and DIC1 (yellow line) both have a minimum

at G = 18. BICM1 and BICM2 found a minimum at G = 9 and they keep raising

afterwards. The usual BIC criterion found a minimum at G = 16. Hence, the PLMIX

package suggests 18 as the optimal number of clusters. This seems to be in agreement

with the analysis performed with BayesMallows, although in that case we chose 7 to
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Figure 4.16: Model selection criteria for the Bayesian PL mixtures with a varying
number G of components from 1 to 20. For each selection criterion, the optimal choice

of the number of components corresponds to the minimum value.

be the optimal number of clusters for interpretation purposes. However, we have to

recall that the DIC criterion has the tendency to choose models that over�t the data.

As a side-note, we see that BIC criterion gives systematically larger values than BPIC1

and DIC1 because the penalty term does not account for the varying number of missing

ranks in each ranking, leading to a too severe penalization and hence, to the selection of

more parsimonious models. On the contrary, with DIC1 and BPIC1 the e�ective number

of parameters depends on the posterior deviance distribution that inherently penalizes

for the increasing parameterization and the higher occurrence of missing ranks.

Model Assessment

The posterior predictive check, which was discussed in Section 3.2.5, can be performed

with the ppcheckPLMIX() function. This function performs a goodness-of-�t diagnos-

tics based on the two chi-squared discrepancy variables X2
(1)(�

�1; �) and X2
(2)(�

�1; �)

(cf. 3.2.5). Recall that under correct model speci�cation, pB values (3.24) are expected

to be centered around 0.5, whereas values smaller than 0.05 are typically considered as
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G post pred pvalue top1 post pred pvalue paired

G 1 0 0
G 2 0 0.09
G 3 0 0.63
G 4 0 0.41
G 5 0 0.74
G 6 0 0.84
G 7 0 0.76
G 8 0 0.70
G 9 0 0.65
G 10 0 0.7
G 11 0 0.68
G 12 0 0.72
G 13 0 0.71
G 14 0 0.69
G 15 0 0.72
G 16 0 0.73
G 17 0 0.74
G 18 0 0.73
G 19 0 0.70
G 20 0 0.72

Table 4.3: Posterior predictive p-values regarding the Bayesian model assessment of
the sequence of 20 PL mixtures based on the discrepancy variables X2

(1) and X2
(2).

indication of model lack-of-�t. For clusters 3 to 20, Table 4.3 shows that there is a good

�t in terms of the ability of the models to reproduce the bivariate features related to the

pairwise comparisons. Unfortunately for all mixture models we see that pB(1) = 0 and

so there exists a possible de�ciency of the models to recover the marginal probability of

the most favourite item. One thing we can be sure of is that the homogeneous PL model

(i.e. G = 1) as well as the G = 2 PL mixture model are not proper for this dataset as

their associated p-values indicate.

Nevertheless, we can �t a Plackett-Luce mixture model with 7 groups and check at what

extent the modal orderings implied here are consistent with the consensus rankings in

Table 4.2. So �rst we �tted the 7-PL mixture with non-informative priors by means

of the EM algorithm and got the posterior mode estimates for the support parameters

p
g

= (pg1; : : : ; pg17) 8g 2 f1; 2; : : : ; 7g. The MAP estimates for the mixture weights

!g, produced by the EM algorithm, are !1 = 0:06, !2 = 0:13, !3 = 0:21, !4 = 0:16,

!5 = 0:17, !6 = 0:12 and !7 = 0:15. As we stated in Chapter 3, the higher the value of

the support parameter pgi, the greater the probability for the i-th factor to be preferred

at each selection stage in the g-th cluster of the 7-PL mixture (cf. discussion under Eq

(3.7)). Thus the MAP estimates of the p
g

quantities can be translated into the modal

orderings shown in Table 4.4.
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Of course the EM algorithm does not accompany p
g

MAP estimates with uncertainties.

However, we used these estimates to initialize the GS procedure (3.21) by employing the

gibbsPLMIX() function with 5000 total iterations (1000 burn-in) in order to derive the

posterior means of the support parameters and the uncertainties corresponding to them

(check the R-code).

In order to make sure that we had meaningful posterior means and errors, we re-

moved any Label Switching e�ect found in the posterior MCMC samples of p
g

and !g

8g 2 f1; 2; : : : ; 7g. The label switchPLMIX() command, implemented into PLMIX,

succeeds this by applying the Pivotal Reordering Algorithm (PRA) via a routine used

in the R package label.switching [16]. In fact we found that the posterior MCMC

samples had not been a�ected by LS at all.

Clusters

MAP Rank 1 2 3 4 5 6 7

1 F1 F9 F3 F9 F7 F1 F8
2 F7 F5 F9 F3 F8 F3 F3
3 F8 F3 F8 F8 F9 F8 F10
4 F3 F7 F7 F11 F10 F7 F11
5 F9 F8 F10 F10 F3 F9 F16
6 F5 F1 F11 F7 F11 F5 F7
7 F11 F2 F5 F16 F16 F11 F1
8 F2 F4 F16 F1 F5 F10 F9
9 F10 F10 F1 F5 F1 F16 F13
10 F16 F13 F2 F2 F13 F13 F14
11 F6 F6 F13 F13 F14 F2 F5
12 F4 F12 F17 F14 F2 F6 F17
13 F13 F11 F14 F17 F12 F17 F12
14 F12 F16 F12 F15 F15 F12 F2
15 F14 F15 F6 F4 F6 F14 F6
16 F15 F14 F15 F6 F17 F15 F15
17 F17 F17 F4 F12 F4 F4 F4

Table 4.4: Modal orderings implied by the MAP estimates of the support parameters
for the 7-PL mixture model.

A measure of the similarity between the clusterings 4.2 and 4.4, suggested by the 2

packages, is the Adjusted Rand Index. This index turned out to be 0.2 and it indicates

that there is a disagreement between the 2 clusterings. This is readily seen by comparing

the 2 tables. From table 4.4 we see that for almost all clusters (except the 7th) the factor

indicating the good salary motivation (F9) appears in the top-6 preferences and as the

top preference in 2 clusters (2nd and 4th). However, in table 4.2 we see that F9 appears

in the bottom-6 preferences in 2 clusters (3rd and 6th). Thus the interpretation of this

clustering will be di�erent from the previous one.

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5995



Chapter 4 Application on the Job Ranking Data 76

There are not many common features between the 2 clusterings. There seems to be an

agreement between the 1st cluster of BayesMallows and the 5th cluster of PLMIX.

Indeed the �rst four preferences are the same. Moreover, the 6th cluster of BayesMal-

lows and the 6th cluster of PLMIX also agree on the top-3 preferences. Finally, we

notice that factors F6, F15 and F17 occupy positions at the bottom-6 preferences, just

as in the case of BayesMallows clustering. Nonetheless, the rest of the clusters in 4.4

disagree to a varying extent with the clusters in 4.2 and so the interpretation of this

clustering changes quite a bit, although we will not elaborate on this.

4.2 Complete Rankings

As we mentioned in the introduction of this Chapter, the full rankings are essentially

the partial rankings of the previous dataset supplemented with the rank scores of the

rest items. This means that in the top 5 ranks of every observation there exist no

ties. However, the lower ranks include ties between two, three or more factors. So far,

neither PLMIX nor BayesMallows include sophisticated statistical methods to deal

with rankings that contain ties, although future versions might will. Hence we decided

to break the ties by randomizing4 the ranks. This is totally legit since a tie in between

2 or more objects means that the respondent has no preference between these objects.

After doing so we get the �nal full rankings which we visualize in Fig 4.17 in ranking

representation. It is obvious that the top-5 ranks coincide with the ones in Fig 4.2. This

means that the piechart 4.4 will be the same for this case as well.

Figure 4.17: Ranking Representation of the �rst six observations of the complete job
ranking dataset after randomizing the ties so that no missing ranks exist!

In the table below we see the mean rank for the full rankings. There is a slight change

in our perception as far as the most preferred objects are concerned. Ergo, long-term

job security is, on average, the most important feature for a company to have (same as

in the partially ranked dataset). However, the next two most important (on average)

factors for the respondent is the good salary of the job (F9) and the pleasant working

environment (F8). So, we see there is a small change in the top preferences.

4R contains the rank(x, ties.method = \random") function for this purpose.
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Factor F1 F2 F3 F4 F5 F6 F7 F8 F9

Mean Rank 7.7 10.34 4.91 11.06 8.85 10.84 6.53 6.40 6.34

Factor F10 F11 F12 F13 F14 F15 F16 F17

Mean Rank 7.89 8.17 10.94 10.72 10.90 11.11 9.18 11.05

On the other hand, there are no changes at the least preferred factors. Companies that

encourage diversity and use innovative technologies still remain insigni�cant factors.

By looking at the other rank summaries, we see nothing interesting. So clustering the

job ranking dataset with the complete rankings could lead to the same results as for the

job ranking dataset with the partial observations (at least for the top-5 preferences).

4.2.1 Cluster Analysis using the PLMIX Package

In fact let us attempt grouping the data via the use of the PLMIX library. Since

we have already seen (Section 4.1.4) how to exploit the potential of this library in the

partially ranked dataset, we will be less technical in the forthcoming sections.

Similarly to the case of top-5 rankings, we �tted a sequence of twenty Bayesian Plackett-

Luce mixture models with the number of groups varying from 1 to 20. We found the se-

quential MAP estimates under the assumption of non-informative prior densities. Then

these estimates were used as the starting points for the approximation of the conditional

posterior distributions of the support parameters p
g

and the mixture weights !g via the

usual GS procedure. The number of iterations remained the same as in the case of

top-5 rankings. After summarizing the Bayesian model selection criteria by using the

selectPLMIX() function, we got the Fig 4.18.

It is worth noticing that all 7 model selection criteria follow a decreasing fashion all the

way up to 20 clusters. We even tried grouping the data in more than 20 clusters by

�tting a sequence of PL mixtures with the number of groups varying from 20 to 30. The

BIC criterion as well as the privileged criteria, DIC1 and BPIC1, kept decreasing further

and so did their cousins, DIC2 and BPIC2 (plot not shown). The Bayesian Information

Monte Carlo criteria, BICM1 and BICM2, found a minimum at 25 clusters.

The Bayesian goodness-of-�t application to the 20 �rst PL mixtures, shown in Table

4.5, implies that there is heterogeneity in this population as well. However, the p-

values regarding X2
(2) clearly show that clusterings with more than 2 groups over�t the

data in terms of the ability to reproduce the bivariate features related to the pairwise

comparisons. Moreover, similarly to the case of the partially ranked dataset, all models

are still unable to recover the marginal probability of the most favourite item since all
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Figure 4.18: Model selection criteria for the sequence of twenty Bayesian PL mixtures
in the case of the complete job ranking dataset.

the p-values regarding X2
(1) are zero. All in all, we believe that the randomization, which

we performed in order to break the ties, rendered the ranked data highly heterogeneous

and this is why the PLMIX package cannot recognise any structure in them. As we will

see in the next section, the same thing happened when we used the BayesMallows.

4.2.2 Cluster Analysis using the BayesMallows Package

As a �nal attempt to cluster the complete rankings of the respondents, we will use

the BayesMallows library. Note that BayesMallows demands the input rankings to

belong in the set of all possible permutations of 17 objects, P17. Thus we continued

using the randomized rankings obtained previously. For the Metropolis-Hastings algo-

rithms we employed the footrule metric. The rest of the input parameters used in the

compute mallows() function are tuned as seen below.
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G post pred pvalue top1 post pred pvalue paired

G 1 0 0
G 2 0 0.0875
G 3 0 1
G 4 0 1
G 5 0 1
G 6 0 1
G 7 0 1
G 8 0 1
G 9 0 1
G 10 0 1
G 11 0 1
G 12 0 1
G 13 0 1
G 14 0 1
G 15 0 1
G 16 0 1
G 17 0 1
G 18 0 1
G 19 0 1
G 20 0 1

Table 4.5: Posterior predictive p-values regarding the Bayesian model assessment of
the sequence of 20 PL mixtures in the case of the complete rankings.

R> compute _ mallows ( rankings = complete , nmc = 10000, metric = " footrule ",

leap_size = 1, rho_ thinning = 10, alpha _prop_sd = 0.1,

alpha _jump = 1, lambda = 0.1, save_aug = FALSE ,

logz_ estimate = NULL , verbose = TRUE)

Notice that since we analyze full rankings, there are no missing ranks for the algorithm

to generate and hence we expect the boxplots describing the posterior densities of the

within-cluster sum of distances of the observed ranks from the corresponding cluster

consensus
�PC

c=1

P
j:zj=c

d(Rj ;�c)
�

to be less volatile. Furthermore, the execution

time of the MCMC algorithms decreased.

We also kept the � parameter of the prior exponential density tuned on 0.1 since as

we can see from �gure 4.19 the precision parameter � converges to the value � 1:8

after almost 500 iterations (assuming one cluster). This convergence also implies that

the value of the scale parameter will be lower than the one in the case of the top-5

rankings. This is, once again, to the fullness of the rankings. Recall that the smaller the

scale parameter is, the less concentrated the distribution of rankings will be around the

consensus ranking � (smaller precision). In the case of the top-5 rankings there were

12 missing ranks for every observation and so, given 8646 observations, we expected a

clear consensus to exist in the �rst place (i.e. the distribution of rankings was more
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concentrated around the modal ranking). However, as we gather more and more ranks,

it is not easy to �nd a precise consensus among the respondents. We would need to

acquire a huge amount of observations (close to 17! � 1016) in order to get a better

precision.

Figure 4.19: Trace plot of the dispersion parameter � under the assumption of homo-
geneous population in the job ranking dataset with complete rankings.

4.2.3 Clustering the Data

In Section 4.1.3 we clustered the dataset with the top-5 rankings. We follow the exact

same procedure for the case of full rankings. That is we use the compute mallows mixtures()

function with the parameters tuned as follows

R > cl <- makeCluster (4)

R > compute _ mallows _ mixtures (n_ clusters = 1:20, rankings = complete ,

metric = " footrule ", nmc = 10000, leap_size = 1,

rho_ thinning = 10, alpha _prop_sd = 0.1, alpha _jump = 10,

lambda = 0.1, psi = 10, save_aug = FALSE ,

logz_ estimate = NULL , verbose = TRUE , save_clus = FALSE ,

clus_thin = 10, include _wcd = TRUE , cl = cl)

R > stopCluster (cl)
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We run the above MCMC code (at 4 cores in parallel execution) for 105 iterations with

the number of clusters varying from 1 to 20. According to the diagnostic analysis we

made, we found that 25000 sample iterations were a su�cient burn-in. It took the

MacBook 7 hours to give us the elbow plot seen in Figure 4.20.

Figure 4.20: Elbow plot for the sequence of clusters varying from 1 to 20 in the dataset
of the complete rankings.

Although the boxplots possess low variability, there does not seem to be a clear-cut

elbow. We could, however, take 9 or 10 clusters as the optimal solution, since the within-

cluster sum of distances seems to go 
at at this point, but the resulting clustering would

not have been the optimal one. Once again, we see that after performing randomization

to get rid of the ties, the structure of the dataset became more complex since the rank

scores coming from ties have been uniformly distributed. Therefore, there is no point in

trying to cluster the respondents of the dataset with the full rankings. However, one of

the future tasks in [12, 18] would be to discover more sophisticated methods so that we

can face ties within the Bayesian framework of PLMIX and BayesMallows packages.
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Chapter 5

Concluding Remarks

To conclude this thesis, we saw that the delicate nature of ranked data required us to

develop and understand new tools for describing and summarizing them. We reviewed

some of the most signi�cant parametric models that are used in order to model and make

predictions involving these kind of data. We payed special attention to the distance-

based models, as well as the multistage models because they can be used in real-world

applications to perform clustering of a heterogeneous population of assessors.

We found out that the statistical R packages which render the cluster analysis of big

volumes of ranking data doable, in reasonable amounts of time, are named PLMIX

and BayesMallows. The PLMIX library performs clustering using the Plackett-Luce

model, which belongs to the class of multistage models, while the BayesMallows library

performs clustering using the Mallows Model, which belongs to the class of distance-

based models. Both packages use Bayesian methods for inference and estimation of the

model parameters. This turned out to be particularly useful since we could quantify the

uncertainty of the MAP estimates for the parameters and thus, assess the validity of our

models. This capability was not possible with the existing statistical packages that make

use of the frequentist approach. Nevertheless, we can always specify a non-informative

prior setting such that the maximum a posteriori estimates coincide with the maximum

likelihood estimates, hence, giving us the opportunity to compare the two methods.

Another package that we brie
y reviewed was the Rankcluster library. Unfortunately,

due to the big volume of the datasets we had to analyze, we did not make use this

package because it could not give us results in reasonable amounts of time. In fact

this came out to be consistent with the observation made in [10] in which Jacques and

Biernacki stated that their package can only deal with \human ranking" processes (i.e.

# of ranked objects � 10) and not with very large datasets like web pages’ rankings or

82
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some kinds of biological data. So the computational gains of Rankcluster only allow

to deal with usual datasets of moderate size.

Finally, we applied the two aforementioned packages in two job ranking datasets that

included 17 factors and 8646 respondents to evaluate them. The observed rankings of

the �rst dataset contained only the 5 favourite preferences of each respondent leaving

us with many missing ranks. By combining the PLMIX and BayesMallows libraries,

we concluded that heterogeneity exists in the population and that the optimal number

of clusters to group the respondents is 7. The clusterwise modal rankings that were

obtained from both packages did not agree as the Adjusted Rand Index suggested.

However, we managed to interpret the resulting consensus rankings for each cluster

based on the top 5 consensus ranks. These results can be used by employers in order to

predict the features with which an employee decides and chooses the best company to

work for.

The second dataset of job rankings included a full evaluation from each respondent. For

every observation, the top 5 preferences were the same with the top-5 rankings of the

�rst dataset. In addition to that, the rest 12 rank scores included ties between 2 or

more factors. For example, for a single observation, 3 factors could potentially score the

same rank and this means that the respondent does not have any particular preference

between these 3 factors. Since both PLMIX and BayesMallows packages demand

genuine permutations of a number of objects as input data, we had to break all of the

ties. One way to do that was to randomize them, hence, correctly representing the

uncertainty of the preference between the items with the same rank. However, as we

saw in Section 4.2, this had as a consequence the resulting complete rankings to look

highly heterogeneous and complex. Thus, neither the PLMIX, nor the BayesMallows

package managed to �nd an optimal clustering for these data. However, both Mollica

and Tardella [12], as well as Vitelli et al. [18] plan to add more sophisticated routines

to handle the presence of ties, in forthcoming versions of PLMIX and BayesMallows.

Future versions of BayesMallows [18] will also include the Generalized Bayesian Mal-

lows Model which will allow for item-speci�c precision parameters �, as well as the

Bayesian Mallows Model for time-varying rankings that will allow for prediction of

rankings in future time instances. The ability to �t an in�nite mixture of Mallows

models for automatically performing model selection, is also considered. Finally, the

authors of both PLMIX and BayesMallows packages would like to perform factor

analysis tasks, by accommodating for the additional information provided by judge-

and/or item-speci�c covariates.
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