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ABSTRACT 

The importance of surrogate endpoints in the field of evidence-based medicine, 

lies in their ability to expedite the decision-making process of regulatory agencies, 

by reducing the required follow-up period in randomized clinical trials (RCTs) 

evaluating a new health intervention. Thus, by incorporating surrogate endpoints 

in clinical trial design, new therapies may become available for patients in a timely 

manner. 

Surrogate endpoint evaluation in the meta-analytic framework, provides the 

highest level of evidence regarding the strength of the relationship between the 

final and the surrogate endpoint. The Bivariate Random Effects Meta Analysis 

model in Product Normal Formulation (BRMA-PNF) along with the model by 

Daniels and Hughes, constitute a frequently used methodological framework for 

surrogate endpoint evaluation, as suggested by the Decision Support Unit (DSU) 

of the National Institute for Health and Care Excellence (NICE).  

Various factors are influential on the results of surrogate endpoint evaluation, with 

a frequent limitation of such analyses being the low sample size. A simulation 

study is conducted in a Bayesian framework, in order to assess the performance of 

the aforementioned models under different evidential scenarios and examine the 

effect of various characteristics of the evidence base (i.e., the number of RCTs 

included in the analysis) on the surrogacy relationship.  

Results of the simulation study demonstrate that under the exchangeability 

assumption the BRMA-PNF is superior to the model by Daniels and Hughes, in 

detecting the surrogacy relationship. Additionally, when a limited number of RCTs 

is available for the analysis, there is a high probability that the validity of a 

surrogate endpoint is falsely rejected. Furthermore, it is concluded that the 

performance of the model by Daniels and Hughes is poor when the between studies 

heterogeneity is not substantial. As highlighted by the results of the simulation 

study and the work by Papanikos et al. and Bujkiewicz et al, the modeling 

framework for surrogate endpoint evaluation should be expanded in order to 

account for the limitation imposed in such analyses due to small sample size.  
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ΠΕΡΙΛΗΨΗ 

Η σημαντικότητα των κλινικών παραμέτρων υποκατάστασης στον τομέα της 

τεκμηριωμένης ιατρικής έγκειται στην ικανότητά τους να επιταχύνουν τη 

διαδικασία λήψης αποφάσεων των ρυθμιστικών φορέων, μειώνοντας την 

απαιτούμενη περίοδο παρακολούθησης σε τυχαιοποιημένες κλινικές δοκιμές 

(ΤΚΔ) που αξιολογούν μια νέα παρέμβαση στον τομέα της υγείας. Έτσι, με την 

ενσωμάτωση κλινικών παραμέτρων υποκατάστασης στο σχεδιασμό κλινικών 

δοκιμών, νέες θεραπείες μπορεί να καταστούν διαθέσιμες για τους ασθενείς σε πιο 

σύντομο χρονικό διάστημα. 

Η αξιολόγηση κλινικών παραμέτρων υποκατάστασης στο Μετα-Αναλυτικό 

πλαίσιο, παρέχει το υψηλότερο επίπεδο αποδεικτικών στοιχείων σχετικά με την 

ισχύ της σχέσης μεταξύ της τελικής και της παραμέτρου υποκατάστασης. Το 

μοντέλο Διμεταβλητών Τυχαίων Επιδράσεων Μετα-Ανάλυσης με 

Παραμετροποίηση Δεσμευμένων Κατανομών (ΔΤΕΜΑ-ΠΔΚ) μαζί με το μοντέλο 

των Daniels και Hughes, αποτελούν ένα συχνά χρησιμοποιούμενο μεθοδολογικό 

πλαίσιο για την αξιολόγηση κλινικών παραμέτρων υποκατάστασης, όπως 

προτείνεται από τη Μονάδα Υποστήριξης Αποφάσεων του Εθνικού Ινστιτούτου 

για την Αριστεία Υγείας και Φροντίδας του Ηνωμένου Βασιλείου.  

Διάφοροι παράγοντες επηρεάζουν τα αποτελέσματα της αξιολόγησης  κλινικών 

παραμέτρων υποκατάστασης, με τον πιο συχνό περιορισμό τέτοιων αναλύσεων να 

είναι ο μικρός αριθμός ΤΚΔ που περιλαμβάνονται στην ανάλυση. Διεξάγεται μια 

μελέτη προσομοίωσης προκειμένου να αξιολογηθεί η απόδοση των 

προαναφερθέντων μοντέλων κάτω από διαφορετικά σενάρια και να εξεταστεί η 

επίδραση διαφόρων χαρακτηριστικών της βάσης στοιχείων,(όπως ο αριθμός των 

ΤΚΔ που περιλαμβάνονται στην ανάλυση), στη σχέση μεταξύ της τελικής και της 

παραμέτρου υποκατάστασης. 

Τα αποτελέσματα της μελέτης προσομοίωσης καταδεικνύουν ότι υπό την υπόθεση 

ανταλλαξιμότητας το ΔΤΕΜΑ-ΠΔΚ είναι ανώτερο από το μοντέλο των Daniels 

και Hughes, όσον αφορά την ανίχνευση της σχέσης μεταξύ της τελικής και της 

παραμέτρου υποκατάστασης. Επιπλέον, όταν ένας περιορισμένος αριθμός ΤΚΔ 
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είναι διαθέσιμος για την ανάλυση, υπάρχει μεγάλη πιθανότητα να απορριφθεί 

λανθασμένα η εγκυρότητα μιας κλινικής παραμέτρου υποκατάστασης. Επιπλέον, 

συμπεραίνεται ότι η απόδοση του μοντέλου των Daniels και Hughes είναι κακή 

όταν η ετερογένεια μεταξύ των μελετών δεν είναι μεγάλη. Όπως τονίζεται από τα 

αποτελέσματα της μελέτης προσομοίωσης και την έρευνα των Papanikos et al. και 

Bujkiewicz et al, το πλαίσιο μοντελοποίησης για την αξιολόγηση κλινικών 

παραμέτρων υποκατάστασης θα πρέπει να βελτιστοποιηθεί προκειμένου να 

ξεπεραστεί ο περιορισμός που έγκειται σε τέτοιες αναλύσεις λόγω του μικρού 

μεγέθους δείγματος. 
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Chapter 1 : Multivariate Meta Analysis 

1.1.Introduction 

Meta-Analysis is a valuable statistical method in the decision-making context of 

evidence-based healthcare, since it allows to synthesize evidence from multiple 

studies in order to support the utility of an intervention or more generally the 

validity of a hypothesis. When conducting a meta-analysis, several studies are 

included in the evidence base and provide information about the quantity or 

quantities of interest. The quantity of interest might be a summary measure that is 

meant to estimate the efficiency of an intervention in a given population, such as 

an odds ratio, a hazard ratio, a standardized mean difference etc. Those estimates 

are generally referred to as effect size estimates. One of the main reasons to 

conduct a meta-analysis, is to obtain an estimate of the average effect size across 

all the studies included in the evidence base. 

Prior to conducting a meta-analysis, a systematic literature review (SLR) of 

randomized controlled trials (RCTs) or less frequently observational studies, needs 

to be performed. A systematic review involves defining a thorough and detailed 

search strategy, in order to limit bias in the identification and critical appraisal of 

all relevant studies for a specific topic (O'rourke, 2007; Uman, 2011). Types of 

bias that SLRs aim to assess are outcome reporting bias and publication bias. These 

biases occur when studies or specific outcomes within a study do not get published 

due to being unfavorable or non-significant. 

Usually, a lot of heterogeneity is evident in the reporting of clinical outcomes 

across individual studies, due to different outcome definitions, different follow up 

times or time points at which specific outcomes are reported, resulting in exclusion 

of studies from the meta-analysis. When multiple efficacy outcomes need to be 

examined under a meta-analytic framework, multivariate meta-analysis allows to 

expand the evidence base and incorporate studies that might not provide evidence 

for a specific outcome. Additionally multivariate meta-analysis allows to take into 
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account the potential correlation between clinical outcomes, such as diastolic and 

systolic blood pressure, which essentially leads to correlated treatment effects 

across studies. Thus, conducting a multivariate meta-analysis leads in gaining 

information for each missing outcome and may possibly produce more precise 

results than conducting separate univariate meta-analyses (Bujkiewicz, 2019). 

 

1.2. Meta Analysis in a Frequentist Framework 

 

1.2.1. Univariate Meta-Analysis: Fixed and Random Effects 

Models 

When conducting a meta-analysis, there are two statistical procedures that can be 

followed in order to obtain the appropriate results: the fixed effects and the random 

effects model. The two models are very different both in the assumptions that 

underly them and also in the interpretation that is given in the estimated 

parameters. It is very important to correctly distinguish between the two models, 

as the selection of statistical procedure places the analysis in the right context and 

ensures that the statistics and various parameters are estimated appropriately 

(Borenstein et al., 2010). It should be noted that the generalizability of the results 

of a meta-analysis heavily relies on the studies included and the population(s) that 

those studies are representative of (Borenstein et al., 2010). 

Regarding the fixed effects model, it is assumed that there exists one true effect θ 

and that the observed effects in the studies included in the meta-analysis denoted 

by Yi, are estimates of the true effect. Under this approach the studies included are 

considered identical in the sense that study labels do not influence the observed 

effects. Thus, the only source of variation in the effect sizes Yi across studies is 

sampling error εi: Yi = θ + εi, for i = 1, …, N where N denotes the number of 

studies. 
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Considering the random effects model a different setting is used about the effect 

sizes across studies in order to take into account the heterogeneity , present in the 

studies included in the meta-analysis. The heterogeneity could be present due to 

factors such as: differences in the experimental designs or inclusion criteria about 

patients, some interventions might be less drastic than others,  or even populations 

that the studies are representative of might present differences . In this framework 

the studies are assumed adequately similar so that they can be included in a meta-

analysis. Furthermore, this is expressed directly through the corresponding effect 

sizes of each study θi, which are assumed to be randomly sampled from a 

distribution of true size effect parameters, with mean θ and variance τ2 (Higgins 

et al., 2009). This establishes the first source of variation in the observed effects 

called between-studies variance, which is denoted by τ2. It follows that the true 

size effect for study i is given by:  

θi = θ + ξi     

where ξi denotes sampling error corresponding to the distribution generating true 

size effects. The second source of variation (within study variance), results from 

sampling error as in the fixed effects framework, where the observed effect Y i for 

study i is diverging from the true study-specific size effect θi by εi:  

Yi = θi + εi 

Combining Equations (1.1) and (1.2) the observed effect for study i is given as: Y i 

= θ + ξi + εi. for i = 1, .., N. The main aim under this framework is to estimate the 

parameters (mean and variance) of the distribution generating the true size effects 

across studies.  

1.2.2. Statistical Inference in Meta-Analysis 

Let Yi be the i-th sample effect size estimate of the corresponding true effect size 

θi from k independent studies and that Y i is normally distributed about θi with 

known variance vi:  

Yi ~ N (θi, vi) for i in 1,..,k 

(1.1) 

(1.2) 

(1.3) 

(1.1) 
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This assumption holds exactly for appropriately transformed measures such as the 

Fisher z-transformed correlation. On the contrary, for effect sizes such as a log-

odds ratio, log-hazard ratio, untransformed mean-differences etc. it is based on 

large sample approximations (Hedges & Vevea, 1998). 

Assuming that a series of studies are homogeneous enough to share a common 

effect size, the estimation of the true size effect θ is done by pooling the estimates 

provided by this set of studies. Thus, in the fixed effects model formula (1.3) is 

written as:  

Yi ~ N (θ, vi) for i in 1,..,k  

Taking into consideration that usually large sample studies provide more accurate 

estimates than small studies it is reasonable to give more weight to the studies that 

provide more accurate estimates. Thus, a weighted mean is taken to be the 

estimator of the common true size effect θ where each study is weighted by the 

inverse of its variance:  

wi = 1/ vi 

The weighted mean is given in the form: 

𝑌̅ =  ∑𝑤𝑖 𝑌𝑖
∑𝑤𝑖

  

with sampling variance: 

𝑉 =  1
∑𝑤𝑖

  

Under the model described in formula (1.6) it holds that 𝑌̅ is also the Maximum 

Likelihood Estimator (MLE) for θ (Hedges & Vevea, 1998). Before obtaining the 

pooled estimate for the common true size effect a hypothesis test for the 

homogeneity of effects should be contacted to decide if it i s reasonable to obtain 

a common effect size for this set of studies. The test statistic for the hypothesis: 

H0: θ1=..=θκ = θ versus H1: at least one of them is different from the remaining is 

given as:  

Q = ∑𝑤𝑖(𝑌𝑖 − 𝑌̅)2  

(1.4) 

(1.5) 

(1.6) 

(1.7) 

(1.8) 
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which is the Likelihood Ratio Test (LRT) of this hypothesis. Under the null 

hypothesis the distribution of the test statistic is  Chi-Squared with k-1 df (Hedges 

& Vevea, 1998). 

Under the random effects model a weighted mean of the observed effects is also 

given as a pooled estimate or an average effect size estimate. The main differences 

with the fixed effects setting are found in the weights that are used in order to 

compute this estimate and also in the interpretation of this estimate. More 

specifically the average effect estimate refers to the mean of the distribution of the 

true effect size estimates and not to a common true size effect across all studies. 

The estimator of between-studies variance τ2 is given as: 

𝜏̂2 = 𝑄−(𝑘−1)
𝑐

∗ 𝐼(𝑄 ≥ 𝑘 − 1) + 0 ∗ 𝐼(𝑄 < 𝑘 − 1), where c = ∑𝑤𝑖 − 
∑𝑤𝑖

2

∑𝑤𝑖
      (1.9) 

and Q is given as in Equation (1.8). There are two evident sources of bias in this 

estimator: one resulting from inaccuracies in the estimations for v i and hence in wi 

and the other due to the truncation of the estimator at zero. The bias related to the 

second source may be substantial especially when the number of studies k is small  

(Hedges & Vevea, 1998). In order to test the hypothesis: τ2 = 0 the same test 

statistic is used as for the test of homogeneity of effects in the fixed effects model, 

see Equation (1.8). The two hypotheses are equivalent in the sense that if there are 

no statistically significant differences in the true effects underlying each study 

then there is no significant heterogeneity across studies and vice versa. Although 

the test statistic in Equation (1.8) has the same distribution under the two null 

hypotheses the distribution of Q under the non-null hypotheses is different in each 

case (Hedges & Vevea, 1998). The average effect under the random effects model 

is the weighted mean of the observed size effects as in Equation (1.6), where the 

weights are given as: 

𝑤𝑖 = 
1
𝑣𝑖̀

 where 𝑣𝑖 ̀ =  𝑣𝑖 + 𝜏2̂   

The fact that the between studies variance component is used in weighting the 

observed effects makes the weights more balanced than the fixed effects model. 

(1.10) 
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The intuition that follows this statement is that in the random effects model each 

study represents a different true size effect from the population of true size effects 

and provides unique information about the corresponding study and ultimately 

results in a more accurate estimation of the mean of this distribution  (Borenstein 

et al., 2010). 

1.2.3. Quantifying heterogeneity in a meta-analysis 

The use of the Q statistic given in Equation (1.8) as a measure of the extent of 

heterogeneity is very common, but alternative measures have been proposed due 

to: hypothesis testing with Q having lower rejection rates when the number of 

studies is small and higher rejection rates for large number of studies  (Hardy & 

Thompson, 1998). Thus, the alternative measures proposed by Higgings et. al aim 

to eliminate the impact of the number of studies and are also independent by the 

summary measure used to describe treatment effects  (Higgins & Thompson, 2002). 

It should be noted that the following measures are calculated under the assumption 

of homogeneity of within study variances which is considered as known. The first 

measure is given as: 

H2 = 
𝑄
𝑘−1

 

where Q is given as in Equation (1.8), and essentially indicates the excess in 

magnitude of the statistic Q when heterogeneity is present, since under the 

assumption of homogeneity this ratio is not statistically different than one. A 

comparison between variability in the observed size effects that occurs due to 

between studies heterogeneity and not from sampling error is given as:  

I2 = 
𝜏2̂

𝜏2̂+ 𝜎2̂
 

where 𝜏2̂ is the estimation of between-studies variance and  𝜎2̂ is the estimation of 

within studies variance. In order to estimate I2, estimation of the typical within 

study variance is needed and it is given as: 𝜎2̂ = 𝑠2 = ∑𝑤𝑖(𝑘−1)
(∑𝑤𝑖)2−∑𝑤𝑖

2. This estimation 

is derived from 𝐸[𝐻2] =  𝜏
2+𝑠2

𝑠2
. 

(1.11) 

(1.12) 
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Lastly an approximation of the ratio the variance components between the random 

and the fixed effects model is given as: 𝑅2 = 𝑣𝑅
𝑣𝐹

 where 𝑣𝑅  is the variance of the 

average size effect under the random effects model and 𝑣𝐹 is the corresponding 

variance under the fixed effects model. In this setting the weights wi are assumed 

as known quantities, hence estimation is needed only for τ2, which might be 

obtained as in Equation (1.9). If the square root of 𝑅2 is equal to one then the fixed 

effect model is sufficient and inferences under the two models would be identical 

considering the numerical results (Higgins & Thompson, 2002). 

1.3. Multivariate Meta- Analysis in a Frequentist 

Framework 

 

1.3.1. Multivariate Random Effects Meta-Analysis 

Multivariate meta-analysis may be considered as the appropriate statistical 

procedure in cases where more than one outcomes are of interest and a certain 

correlation structure between those outcomes is expected to hold. Multivariate 

meta-analysis is very common in areas such as: diagnostic test meta-analysis, 

surrogate clinical outcomes evaluation, analysis of multiple treatment effects from 

randomized controlled trials or observational studies, etc. Some examples of 

outcomes that are expected to be correlated are namely,  overall and disease-free 

survival, diastolic and systolic blood pressure, thus under the multivariate 

framework this correlation structure may be proved to be beneficial for inferences 

under certain conditions. The main benefits of the multivariate setting are due to 

the borrowing of strength across outcomes and studies, and will be presented in 

Section 1.4.5. Under the multivariate framework the fixed effects assumption 

might be quite difficult to justify, as Jackson et al. have said, thus the random 

effects model will be presented (Jackson et al., 2011). 

Let 𝑌𝑖 be the vector of observed size effects for the i-th study for i=1,..,N. It is 

assumed that 𝜇𝑖 is the vector of true underlying effects for study i and that the 
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conditional distribution of 𝑌𝑖 given 𝜇𝑖 is multivariate normal, with covariance 

matrix: 

𝑆𝑖: 𝑌𝑖|𝜇𝑖 ~ 𝑁(𝜇𝑖, 𝑆𝑖) 

The within studies covariance matrices 𝑆𝑖, are populated with the estimations of 

variances for each size effect in 𝑌𝑖 and the corresponding covariances. In most 

cases only the variances can be obtained from published studies and procedures to 

account for the missing within study correlations will be presented in the next 

sections. Also, it should be noted that covariance matrices 𝑆𝑖 are considered fixed 

and known when making inferences for the average size effect. Justification for 

the multivariate normality assumption in (1.13) is based on large sample 

approximations for the estimated effects provided from each study and should be 

evaluated appropriately (Jackson et al., 2011). The between studies model is given 

as: 

𝜇𝑖~ 𝑁(𝜇, 𝛴) for i in 1,..,N  

assuming that the multivariate random effects are normally distributed about μ 

with a constant covariance matrix across studies and imposes a  multivariate linear 

between studies regression.  

The last assumption is more evident if we consider (2) written as: 𝜇𝑖 = 𝜇 + 𝜀𝑖 

where the multivariate between studies error vector is distributed as:  

𝜀𝑖~ 𝑁(0, 𝛴),  

In addition the model assumed for the random effects in (1.14) does not allow for 

outlying random effects or divergence from symmetry. Those assumptions should 

be taken into consideration especially in situations where a large number of effects 

are missing at random across studies, since borrowing of strength resulting from 

(2) heavily relies on these distributional assumptions. As Jackson et al. have said 

an outlying size effect for a given outcome could be influential upon inferences 

made on this outcome and on the remaining outcomes due to the multivariate linear 

regression described in (1.15). In contrast in such a case if separate univariate 

(1.13) 

(1.14) 

(1.15) 

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5798



9 

 

meta-analyses were conducted then the outlying observation would consequently 

only influence the inference upon the corresponding outcome that it relates to, see 

Backer et al (Baker & Jackson, 2008). In addition, this extrapolation of the 

relationship between observed effects to unobserved effects should be carefully 

established especially when different trends are observed between the complete 

and incomplete data, see Jackson et al (Jackson et al., 2011). In conclusion the 

distributional assumption for the random effects in (2) places various conditions 

that should hold in order for the inferences based on this model to be valid and 

furthermore is hard to justify and even harder in meta-analyses containing small 

number of studies, see Mazumdarb et al (Ma & Mazumdar, 2011). 

Based on formulas (1.13) and (1.14) the marginal model for the vector of observed 

size effects for study i is give as:  

𝑌𝑖 = 𝜇 + 𝜀𝑖 + 𝑒𝑖  

where 𝜀𝑖 denotes the between studies error with 𝜀𝑖~𝑁(0, 𝛴), 𝑒𝑖  denotes the within 

study sampling error with 𝑒𝑖~𝑁(0, 𝑆𝑖) and the two error vectors are assumed to be 

independent. Equivalently (4) can be written as:  

𝑌𝑖~𝑁(𝜇, 𝑆𝑖 +  𝛴 ), 

where 𝑌𝑖 are assumed to be independent since they are est imated from different 

studies. The variance component in (1.17) is split in two parts the within and 

between study variances reflecting variation in observed treatment effects that 

occur due to the sampling of patients from a given population to estimate t reatment 

effects and from differences across true underlying treatment effects that are due 

to different study characteristics. Using the same set of patients to estimate 

treatment effects on various outcome measures, results in within study correlation. 

The between study correlation arises due to the correlation structure underlying 

the true treatment effects and consequently decreases or increases the correlation 

between size effects in each study. 

 

(1.16) 

(1.17) 
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1.3.2. Estimation Procedures 

The standard procedure for estimation of the mean of the distribution of true size 

effects μ, usually is made regarding the estimation for the between studies 

covariance matrix 𝛴̂ as the true value, an approximation that holds only when the 

number of studies is sufficiently large (Jackson, 2009). Based on this 

approximation the average size effect μ is estimated as: 

𝜇̂ =  (∑(𝑆𝑖 + 𝛴̂)
−1

𝑁

𝑖=1

)

−1

(∑ ((𝑆𝑖 + 𝛴̂))
−1𝑁

𝑖=1
 𝑌𝑖) 

regardless of the procedure followed for estimating Σ. Several procedures are 

available for estimation of Σ, always under the constraint that this matrix is 

positive semi-definite, thus the estimator 𝛴̂ must be positive semi-definite too. For 

maximum likelihood estimation, one approach is to perform numerical 

maximization, by taking the Cholesky decomposition of Σ: 𝛴 = 𝐿𝐿𝑇 in order to 

ensure positive semi-definiteness, given the estimator of the average size effect 𝜇̂. 

This procedure produces variance estimates that are biased downwards due to 

estimating Σ and μ from the same data and can be resolved through applying 

restricted maximum likelihood estimation instead. Hence maximization of the 

expression:  

𝑙𝑅𝐸𝑀𝐿 = −
1
2
∑ 𝑙𝑜𝑔|𝑆𝑖 + 𝛴|𝑁
𝑖=1 − 1

2
𝑙𝑜𝑔|∑ (𝑆𝑖 + 𝛴)−1𝑁

𝑖=1 | − 1
2
∑ 𝑟𝑖𝑇(𝑆𝑖 + 𝛴)−1𝑟𝑖 𝛮
𝜄=1   

under the constraint defined above provides the estimator 𝛴𝑅𝐸𝑀𝐿. In expression 

(1.19) 𝑟𝑖 denote the residuals for the i-th study: 𝑟𝑖 = 𝑌𝑖 − 𝜇̂, N is the number of 

studies and the covariance matrices 𝑆𝑖 are considered fixed and known. Another 

approach to estimate Σ is the multivariate extension of the method of moments 

based on the Q statistic by DerSimonian and Laird without making any 

assumptions about normality for the estimation (DerSimonian & Laird, 1986). 

More specifically Jackson et al. derive the matrix form of the Q statistic, where 

the elements of the main diagonal are given in the form of the univariate Q statistic, 

but summation is performed upon the set of studies that report only one specific 

outcome for each element 𝑄𝑖𝑖, where i denotes the i-th outcome in the meta-

(1.18) 

(1.19) 
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analysis (Jackson et al., 2010). Considering the bivariate setting with two 

outcomes, namely X and Y the elements 𝑄12 = 𝑄21 would be given as: 

𝑄12= ∑ (𝑋𝑖−𝑋2̅̅̅̅ )(𝑌𝑖−𝑌2̅̅ ̅)
𝜎𝛸𝑖𝜎𝑌𝑖

𝑖𝜖𝑅𝑋,𝑌  

where 𝑅𝑋,𝑌 denotes the set of studies providing size effects on both outcomes,  

𝑋2̅̅ ̅ =  
∑ 𝑋𝑖/𝜎𝛸𝑖𝜎𝑌𝑖𝑖 𝜖𝑅𝑋,𝑌

1/𝜎𝛸𝑖𝜎𝑌𝑖
  

and 𝑌2̅ is derived symmetrically. Handling missing effects in the estimation 

procedure is performed by assigning arbitrary values on the corresponding effects 

with very large within study variances and corresponding covariances equal to zero 

so that these values will not influence the final estimation of the model’s 

parameters. This process can be applied regardless of the procedure followed to 

obtain the estimate 𝛴̂ and it should hold that treatment effects across studies are 

missing at random. It should be noted that in this setting enough information about 

estimated effects should be available to ensure that Σ will be identifiable. 

Proceeding with the estimation process the expected values 𝐸[𝑄𝑖𝑗]  are set equal to 

the observed values 𝑄𝑖𝑗 in order to obtain the estimates of the between studies 

variances and covariances. After obtaining the estimator 𝛴𝐷𝐿 a positive truncation 

is conducted based in the spectral decomposition of the matrix in order to ensure 

positive semi-definiteness. Thus, the estimator is written in the form: 𝛴𝐷𝐿+ =

 ∑ max (0, 𝜆𝑖)𝑒𝑖𝑒𝑖𝑇
𝑘
𝑖=1  where 𝜆𝑖 denotes the i-th eigenvalue of 𝛴𝐷𝐿 and 𝑒𝑖 is the 

corresponding normalized eigenvector, k denotes the number of outcomes in the 

meta-analysis. Jackson et al. conducted a simulation study to compare the 

performances of REML estimator 𝛴𝑅𝐸𝑀𝐿 with the multivariate extension of 

DerSimonian and Laird estimator 𝛴𝐷𝐿+  (Jackson et al., 2010). Considering the 

bivariate case data were simulated assuming a moderate number of studies n=10 

in each simulated meta-analysis and parameters of the between-studies covariance 

matrix 𝜏12, 𝜏22, 𝜌 and within studies correlations 𝜌𝑖 varying over a range of values to 

represent various scenarios.  

(1.20) 

(1.21) 
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The conclusions made were that both procedures perform similarly when there is 

no heterogeneity, but the multivariate extension proposed by Jackson et al, slightly 

overestimates the between studies variances when data are homogeneous. 

Additionally, estimates of between studies correlation were frequently of 

magnitude equal to one due to the truncation on 𝛴𝐷𝐿. It is further concluded that 

this causes the upward bias in the between studies variances, as it was also 

concluded by Riley et al (R. Riley et al., 2007). In another set of simulations with 

50 number of studies in each meta-analysis and half the studies containing missing 

at random outcomes it was also found that the two procedures perform equally and 

that the proportion of meta-analyses estimating 𝜌̂ = ±1 increased due to the loss 

of information regarding this parameter in both procedures. Finally, the authors 

conclude that the proposed method was found to be less computationally expensive 

as the dimension increased in comparison with REML (Jackson et al., 2010). 

In addition to the estimation procedures presented above, other approaches are also 

available such as profile likelihood estimation where computational issues are 

prominent in the multivariate setting as dimension increases and non-parametric 

estimation based on the theory of the U-statistic to account for departures from 

normality (Jackson et al., 2011; Ma & Mazumdar, 2011). Estimation and inference 

for the multivariate random effects model under a Bayesian framework will be 

thoroughly presented in Section 1.4. 

1.4. Multivariate Meta Analysis in a Bayesian 

framework 

 

1.4.1. Bayesian Multivariate Random Effects Meta Analysis 

Considering the multivariate random effects model described in Section 1.3.1 in a 

Bayesian framework, all parameters of the model are assumed to be random 

variables, except for the within study covariance matrix S i which is assumed to be 

known. Thus, estimation requires placing prior distributions that reflect the level 
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of prior knowledge relevant to each unknown parameter. Estimation of the 

posterior distribution of each parameter through Markov Chain Monte Carlo 

(MCMC) simulation, provides all the quantities of interest such as posterior 

means, variances, medians and the corresponding (1-α)% credible intervals. The 

quantity that will represent the central location of the posterior distribution for a 

given parameter is determined upon examination of the shape of the posterior 

distribution i.e. the median instead of the mean for skewed distributions or the 

mode for multimodal distributions.  

In contrast with the Frequentist methods, in the Bayesian setting the uncertainty 

around estimating the parameters of the between studies covariance matrix Σ is 

taken into account rather than Σ being assumed as constant when making 

inferences about the average effect (Jackson et al., 2011). In addition, Bayesian 

fitting allows for incorporation of external information received from expert’s 

opinion or historical data in the form of informative priors. Difficulties arise in 

the choice of prior distribution regarding the between studies covariance matrix Σ 

which requires techniques that will ensure semi-positive definiteness, a more 

detailed examination of the proposed methods will be presented in  Section 1.4.4. 

Additionally, when a large number of studies is available prior assumptions will 

have less impact on the estimations obtained in contrary with meta-analyses 

containing a small number of studies. In such a case the posterior distributions of 

the between studies variances and correlations may be highly sensitive to the 

choice of prior distributions thus sensitivity analysis is required (Mavridis & 

Salanti, 2013). 

 Lambert et al conducted a simulation study examining the effects of 13 d ifferent 

prior distributions for the scale parameter on univariate random effects meta-

analysis data, varying the number of studies and the between studies variance  

(Lambert et al., 2005). Results showed that the scale parameter is more sensitive 

in the choice of prior distribution for small number of studies (n=5), with large 

variation in estimations across the 13 different priors used. Regarding the effect 

size estimate no bias was evident but the precision of these estimates also varied 
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with the choice of prior, leading to variations in the coverage intervals and 

possibly in the corresponding statistical inferences.  It was also observed that the 

estimates of between studies variance were biased upwards when the true value 

lied close at the boundary at zero. Regarding the use of vague priors in the absence 

of any prior information, it is highlighted that when small amount of data is 

available for the estimation of a given parameter (i.e., between studies variance 

and a small number of studies) a vague prior may highly influence the posterior 

distribution. In addition, a problem with the use of vague priors indented to be 

uniform over the range of possible values for a specific parameter is that 

uniformity is not invariant under transformations. Hence a uniform prior on the 

variance scale will not be uniform in precision or log-variance scale etc. (Lambert 

et al., 2005). 

Another rudimentary notion in the Bayesian approach of (multivariate) random 

effects meta-analysis is the exchangeability of the underlying true size effects 

(Higgins et al., 2009). The assumption of exchangeability quantifies the prior level 

of ignorance upon differentiating the magnitudes of the true size effects. 

Exchangeability in a sense establishes the a priori belief that the underlying size 

effects are similar but not identical and thus the subscripts of each individual 

random quantity are uninformative. This is formally expressed via the joint 

distribution of the true size effects, p(θ1,..,θΝ) where N is the number of studies 

and θi the vector of underlying true size effects for study i, which is invariant under 

any permutation π of the subscripts (Borenstein et al., 2010): 𝑝(𝜃1, . . , 𝜃𝛮) =

𝑝(𝜃𝜋(1), . . , 𝜃𝜋(𝛮)). Hence if the underlying true size effects are a priori viewed as 

exchangeable it follows that they are independent and identically distributed 

conditional on F(Φ), where F is the assumed distribution function and Φ the 

corresponding vector of unknown parameters of the assumed distribution. When 

there exists important information for the true underlying effects that is label 

specific, such as covariates for each particular study or grouping variables then a 

partial exchangeability assumption would be appropriate (Higgins et al., 2009). 
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For the Multivariate Radom Effects Meta-Analysis model (MRMA) in the standard 

form it is assumed that size effects are measured on P outcomes: (𝑌1𝑖, . . , 𝑌𝑃𝑖) for 

each study i in 1,..N, and that they are correlated and normally distributed about 

the vector of underlying true size effects for study i: (𝛿1𝑖, . . , 𝛿𝑃𝑖) with covariance 

matrix Σi. This is the within study model capturing the within study variance for 

each outcome and the correlation structure that holds within each study i due to 

the reported outcomes being measured on the same subjects . Further it is assumed 

that the vector of true size effects for each study i is normally distributed about 

the mean size effect (𝑑1, . . , 𝑑𝑃), with covariance matrix T populated by the between 

study variances and correlations (Bujkiewicz, 2019). The within-study model is 

given in (1): 

 

(
𝑌1𝑖
⋮
𝑌𝑃𝑖
) ~ 𝑁 ((

𝛿1𝑖
⋮
𝛿𝑃𝑖
) , 𝛴𝑖) , 𝛴𝑖 = (

𝜎1𝑖2 … 𝜎1𝑖𝜎𝑃𝑖𝜌𝑤𝑖1𝑃
⋮ ⋱ ⋮

𝜎𝑃𝑖𝜎1𝑖𝜌𝑤𝑖1𝑃 … 𝜎𝑃𝑖2
)  

where  𝜌𝑤𝑖
𝑗𝑘

 denotes the within study correlation between size effects 𝑌𝑗𝑖  𝑎𝑛𝑑𝑌𝑘𝑖 for 

study i and j, k in 1,..P. 

The between study model is given in (2): 

(
𝛿1𝑖
⋮
𝛿𝑃𝑖
)~𝑁((

𝑑1
⋮
𝑑𝑃
) , 𝑇) , 𝛵 =  (

𝜏12 … 𝜏1𝜏𝑃𝜌1𝑃
⋮ ⋱ ⋮

𝜏𝑃𝜏1𝜌1𝑃 … 𝜏𝑃2
)  

where 𝜌𝑗𝑘   denotes the between study correlation for true size effects 𝛿𝑗𝑖  and 𝛿𝑘𝑖 

for each study i in 1,..,N and for j, k in 1,..P. 

1.4.2. Missing Data in Multivariate Meta-Analysis 

As mentioned in Section 1.4.1 the underlying size effects are assumed 

exchangeable in this setting and the elements of the within study covariance matrix 

are assumed known. It is very common that the within study correlations are not 

(1.22) 

(1.23) 
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reported in published studies and one of the proposed methods in handling the 

missing data is to assign them prior distributions so that they can be estimated 

through MCMC simulation. Additional methods in handling missing within study 

correlations will be presented in Section 1.4.3. Another case of missing data in 

multivariate meta-analyses is when some studies do not report information for all 

the outcomes included in the meta-analysis. In order to incorporate those studies 

in the meta-analysis and gain information from the outcomes that they report is to 

assume that the corresponding size effects are Missing At Random (MAR) and 

assign them prior distributions (which are already specified in Equation 1.22), in 

order to be imputed from the MCMC algorithm. The MAR assumption is valid 

when there is a systematic pattern in the missing values, but it can be completely 

explained based on the other observed variables (Bujkiewicz, 2019). As stated by 

Hutton et al. sensitivity analysis should be conducted to assess the occurrence of 

bias due to selective reporting of outcomes, i.e., published studies not reporting 

an outcome due to unfavorable or unsignificant results (Hutton & Williamson, 

2000). Furthermore, in a simulation study conducted by Kirkham et al, it was 

established that multivariate meta-analysis is a more robust approach than 

univariate meta-analysis when outcome reporting bias is present. Results showed 

that outcome reporting bias had less influence on the average treatment effect 

estimate in the multivariate setting (Kirkham et al., 2012). 

In order to estimate the corresponding missing standard errors independent priors 

can be placed on them or on the corresponding population variances. Another 

approach that allows for further borrowing of information from the other studies 

that report the specific missing outcome is to assume exchangeability of 

population variances. Thus, the corresponding missing variances (and hence 

missing standard errors) are predicted from the MCMC simulation conditional on 

the data and posterior estimates of the remaining parameters  (Bujkiewicz, 2019). 

An alternative approach to the methods described above, is to assign an arbitrary 

value to the missing size effect with corresponding covariances equal to zero and 

a very large variance, as in the frequentist setting. 
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1.4.3. Choice of prior distributions in Bivariate Meta-Analysis 

As it was stated in Section 1.4.1, the choice of prior distribution for the scale 

parameter in the univariate framework is very crucial. In the bivariate setting this 

is extended to the choice of prior distribution for the between study correlation  as 

an alternative to placing a Wishart prior on the between study covariance matrix, 

which can highly impact the posterior results of the meta-analysis (Burke et al., 

2018). Burke et al conducted a simulation study to investigate the influence of 

using vague prior distributions on the between study variances and correlation in 

Bivariate Random Effects Meta Analysis (BRMA). Both complete and missing 

data were assumed in the scenarios they examined in order to assess the impact of 

prior distributions on the resulting posterior distributions , on the borrowing of 

strength and on the joint predictive distributions of treatment effects in new 

studies. It is highlighted that obtaining proper estimates of the between study 

correlation is very important, since it can be a determinant factor upon the amount 

of borrowing of strength and thus possibly influence the inferences made. A range 

of prior distributions for the between study correlation was considered to vary the 

amount of weight given to the boundary of the parametric space additionally to the 

most commonly used prior that is uniform on (-1,1). Regarding the prior for the 

between study variances a vague positive truncated normal was used additionally 

to a Gamma prior for the precision parameter (Burke et al., 2018). Furthermore, 

the Gamma prior is characterized as inappropriate due to the choice of shape and 

scale parameters being highly influential upon the posterior inferences about the 

average effect and the between study variances (Gelman, 2006). 

Results from the simulation study showed that choosing an inappropriate prior for 

the between study variance τj
2

 can highly impact both the posterior estimates of τj
2 

and the between study correlation, the average treatment effect estimates, the 

borrowing of strength and thus any joint probabilistic inferences made. The choice 

of prior distribution for the between study correlation ρτ, is shown to have a large 

impact on the amount of borrowing of strength and joint inferences, especially 

when the number of studies with complete data is small and the between study 
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variance is relatively small when compared to the within study variance. 

Consequently, it is advised that external evidence is used when possible to 

construct more realistically vague priors i.e., restricting the range of plausible 

values based on clinical evidence. Additionally, sensitivity analysis is advised 

when there is no availability for external evidence and there is small amount of 

information in the existing data (small number of studies, missing outcomes) for 

the posterior estimation of τj
2 and ρτ (Burke et al., 2018). 

1.4.4. Handling unknown within-study correlations 

As mentioned in Section 1.4.1, when utilizing a Multivariate Random Effects 

model for the meta-analysis of treatment effects on multiple correlated outcomes, 

the within study covariance matrix is assumed to be known and is populated by 

the evidence reported in published studies. It is very common that estimates of the 

within study correlations of treatment effects on the multiple outcomes examined 

in a study would not be reported (Bujkiewicz, 2019). Several methods have been 

proposed to account for the missing within study correlations based on the 

availability of Individual Patient Data (IPD). Provided IPD are available in a 

setting where two continuous outcomes are analyzed Riley et al propose to model 

the two outcomes jointly for each trial using an Analysis of Covariance 

(ANCOVA) model with correlated errors. Hence, it is possible to directly obtain 

an estimate of the within study correlation from the inverse of Fisher’s information 

matrix. When outcomes are separately analyzed a non-parametric bootstrap 

approach is advised, applied in an appropriate way to respect the correlation 

structure in the data. A total of b bootstrap samples of size equal to the initial 

sample size are taken (by sampling pairs of outcomes with the corresponding 

covariates). Following the two models are to be fitted separately for each bootstrap 

sample providing estimates of the treatment effects 𝜃𝑖1̂, 𝜃𝑖2̂. Consequently, the b in 

total values of 𝜃𝑖1̂, 𝜃𝑖2̂ will provide an estimate of the within study correlation 

(Riley et al., 2015). The bootstrap method is also appropriate for non-continuous 

outcomes such as log-odds ratios etc. by using the appropriate model dictated by 

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5798



19 

 

the nature of existing IPD (Bujkiewicz, 2019; Riley et al., 2015). A very common 

situation is that IPD are not available for the total number of studies included in a 

meta-analysis. If IPD are available only for a single study and within study 

variation is small relative to the between study variation then the within study 

correlations are expected to have less impact on the final results of the model (S. 

Bujkiewicz et al., 2013; Riley, 2009). Thus, they can be assumed equal across 

studies (Bujkiewicz, 2019). 

In the Bayesian framework, IPD or external data corresponding to studies on a 

similar population to the one represented in the meta-analysis, can be utilized to 

construct informative priors for the within study correlation(s).  In the presence of 

mixed outcomes in the meta-analysis a double bootstrap method can be employed 

for the construction of informative priors as proposed by Bujkiewicz et al  (S. 

Bujkiewicz et al., 2013). The first level of bootstrap involves sampling 𝑁𝑏1 

bootstrap samples (which are vectors of dimension p equal to the dimension of the 

meta-analysis), of same size with the IPD. On the second level for each bootstrap 

sample in 1,.., 𝑁𝑏1, a total of 𝑁𝑏2 bootstrap samples are obtained. Following the 

summary statistics, corresponding to the p-outcomes included in the meta-

analysis, will be calculated for each second level bootstrap sample in 1,..,  𝑁𝑏2. The 

resulting simulated set of 𝑁𝑏2 summary statistics of the form (𝑌𝑗𝑖1̃, … , 𝑌𝑗𝑖𝑝̃) for i in 

1,.., 𝑁𝑏2 and for each j in 1,.., 𝑁𝑏1 directly provide estimates of the correlations 

between the p-outcomes within each first level bootstrap sample j in 1,..,  𝑁𝑏1. 

Consequently, the simulated matrix of 𝑁𝑏1 sets of p correlations can be used as an 

empirical prior distribution for within study correlations by sampling rows of the 

𝑁𝑏1 ∗ 𝑝, matrix to preserve the correlation structure (S. Bujkiewicz et al., 2013). 

When there are no available IPD a sensitivity analysis can be performed 

investigating the range of possible values for within study correlation. 

Additionally, Wei et al. utilize the bivariate delta method to provide approximate 

formulae for within study covariance estimation between various pairs of 

treatment effect estimates, when the corresponding correlations are obtainable  (Y. 

Wei & J. P. Higgins, 2013). 

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5798



20 

 

1.4.5. Choice of prior for the between study covariance matrix  

A very important topic in Bayesian Multivariate Meta-Analysis is the choice of 

prior for the between study covariance matrix T (as given in Equation 1.23)) to 

ensure properties of symmetry and positive semi-definiteness for the posterior 

estimate. A very commonly used prior for T is the Inverse Wishart, mainly due to 

the fact that when combined with a multivariate normal prior for the vector of 

means μ,it results in the conjugate prior for the joint distribution (μ,Τ), namely the 

Normal-Inverse Wishart (Hurtado Rúa et al., 2015). More specifically as described 

in Gelman et al specifying prior distributions as:  

𝑇~ 𝐼𝑊(𝜈0, 𝛬0−1) 𝑎𝑛𝑑 𝜇 |𝛵 ~ 𝛮 (𝜇0,
𝑇
𝜅0
) 

and taking the product with the multivariate normal likelihood results in a normal 

Inverse Wishart (IW) posterior (Gelman et al., 2013). In Equation 1.24, 

hyperparameters 𝜈0 𝑎𝑛𝑑 𝛬0 denote the degrees of freedom and the scale matrix of 

the IW distribution, 𝜇0 denotes the prior mean and 𝜅0 the number of prior 

measurements. Thus, the posterior marginal distribution of T is Inverse Gamma . 

In order to ensure that the IW prior for T is proper the degrees of freedom need to 

meet the constraint 𝜈0 > 𝑝 − 1 where p denotes the dimension of T. Specifying the 

prior of T as 𝐼𝑊(𝑝, 𝐼𝑝), where 𝐼𝑝 denotes a pxp identity matrix results in non-

informative prior (Hurtado Rúa et al., 2015). When utilizing an IW prior there is 

no flexibility in allowing for different degree of informativeness for the variance 

parameters due to the uncertainty for every variance component being dictated by 

the degrees of freedom 𝜈0 (Gelman et al., 2013). Additionally, an IW prior results 

in inverse Chi-Squared distributions for the individual variance components that 

place extremely low mass near zero in the case where 𝜈0 > 1, resulting in biased 

posteriors for the variance components (Alvarez et al., 2014; Gelman, 2006). 

Another disadvantage of the IW prior is that it enforces a certain relationship 

between the correlations and the variances, with larger variances resulting in 

(1.24) 
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overshrinking the magnitude of correlations towards one and similarly for small 

variances towards zero (Alvarez et al., 2014; Tokuda et al., 2011). 

The Scaled Inverse Wishart (SIW) constructed by decomposing T as 𝛥𝑄𝛥 where Δ 

is a diagonal matrix with 𝛥𝑖𝑖 = 𝛿𝑖, and further specify priors as: 𝑄~𝐼𝑊(𝜈0, 𝛬0 ) and 

log(𝛿𝑖) ~𝐼𝑁𝐷 𝑁(𝑏𝑖, 𝜉𝑖2). Thus, for T it holds that 𝑇~𝑆𝐼𝑊(𝜈0, 𝛬0, 𝜉, 𝑏). Therefore, it is 

implied that the standard deviations are given as a product of a log-normal and a 

square root of a scaled Inverse Chi-Square distribution, allowing for incorporation 

of prior information about the standard deviations (Alvarez et al., 2014). 

Another prior for covariance matrices is an extension of Half-t priors for standard 

deviations, proposed by Huang et al, which will be referred to as Mixture Wishart 

distribution. More specifically the proposed family, denoted by 𝑀𝑊𝑝(𝜈, 𝛢1, . . , 𝛢𝑝), 

in hierarchical representation is given as follows:  

𝛵 |𝑎1, . . , 𝑎𝑝 ~ 𝐼𝑊 (𝜈 + 𝑝 − 1, 2𝜈 ∗ 𝑑𝑖𝑎𝑔 (1 𝛼1⁄ , . . , 1 𝑎𝑝⁄ )), 

𝑎𝑘 ~𝐼𝑁𝐷 𝐼𝑛𝑣𝑒𝑟𝑠𝑒 − 𝐺𝑎𝑚𝑚𝑎 (1 2⁄ , 1 𝐴𝑘2
⁄ ) , 𝑘 = 1,… , 𝑝  

In Equation (1.25), 𝑑𝑖𝑎𝑔 (1 𝛼1⁄ , . . , 1 𝑎𝑝⁄ ) denotes a diagonal matrix and the 

corresponding diagonal elements and ν, 𝐴1, . . , 𝐴𝑝 are positive scalars. Huang et al. 

show that the proposed prior indicates Half-t(𝜈, 𝛢𝑘  ) for the standard deviation 

terms 𝜎𝑘 of T. Hence providing arbitrarily large values for 𝛢𝑘 imposes arbitrarily 

weakly informative priors on the corresponding standard deviations. It is further 

noted that assigning ν equal to 2, results in marginal uniform distributions for the 

correlation components (Huang & Wand, 2013). 

In addition, the separation strategy proposed by Barnard et al. allows for flexibility 

in prior specification for the covariance matrix in the sense that correlations are 

independent from the variances due to the way of constructing the prior 

distribution (Barnard et al., 2000). Specifically, T is decomposed as:Τ = ΛRΛ, 

where Λ is a diagonal matrix with elements 𝛬𝑖𝑖 = 𝜎𝑖 and R is the corresponding 

correlation matrix with elements 𝑅𝑖𝑗 = 𝜌𝑖𝑗. Then writing R as: 𝑅 = 𝛥𝑄𝛥 where Δ 

(1.25) 
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denotes a diagonal matrix with elements 𝛥𝑖𝑖 = 𝑄𝑖𝑖
−1 2⁄

 the prior distribution for Q is 

specified as: 𝑄~𝐼𝑊(𝜈, 𝛪), where I denotes a pxp identity matrix. Furthermore, a 

log-normal prior distribution is specified for the log- standard deviations: 

𝑙𝑜𝑔(𝜎𝑖)~𝑖𝑖𝑑 𝑁(𝑏𝑖, 𝜉𝑖). The resulting prior will be denoted as 𝑇~𝐵𝑀𝑀𝑚𝑢(𝜈, 𝑏, 𝜉) as 

in Alvarez et al. It follows that the prior marginal density for the individual 

correlations is given as: 

𝑝(𝜌𝑖𝑗) ∝  (1 − 𝜌𝑖𝑗)
(𝜈−𝑝−1)

2⁄  

Thus letting 𝜈 = 𝑝 + 1 in Equation 1.26, suggests marginally uniformly distributed 

correlations (Alvarez et al., 2014; Barnard et al., 2000). 

Alvarez et al. conducted a simulation study to examine the impact of the prior 

distributions presented above on posterior inferences regarding the covariance 

matrix in a multivariate normal model: 𝑌𝑖~𝑁𝑝(𝜇𝑝, 𝛴𝑝𝑥𝑝) for i=1,..,n. Regarding the 

IW prior, results showed that for small variances there was extreme upward bias 

accompanied by over-shrinkage of the posterior correlation towards zero. On the 

contrary, the posterior estimates for correlation parameters were only slightly 

biased towards zero for the SIW,  𝐵𝑀𝑀𝑚𝑢 and the 𝑀𝑊𝑝 prior. Additionally, this 

phenomenon was completely eradicated for large sample sizes (n=250).   

Simulations from the priors presented above also showed that there exists a strong 

a priori dependence between the correlation and variances, for each case except 

for the 𝐵𝑀𝑀𝑚𝑢 prior which is due to the way this prior is constructed as mentioned 

previously. Regarding the computational aspect all the priors except for the 

𝐵𝑀𝑀𝑚𝑢 preserve the conjugacy properties of the IW prior, thus making possible 

implementation with a Gibbs based sampler. In addition, it is noted that the use of 

a Hamiltonian Monte Carlo sampler such as Stan allows the implementation of 

more complex priors such as the 𝐵𝑀𝑀𝑚𝑢 (Alvarez et al., 2014). 

Another simulation study, conducted by Hurtado Rua et al, examines the influence 

induced by prior distributional assumptions for the covariance matrix in the 

resulting inferences of a multivariate normal random effects model as the one 

(1.26) 
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described by Equations (1.22) and (1.23) (Hurtado Rúa et al., 2015). They examine 

two reference priors proposed by Berger and Sun, which lead to proper posterior 

distributions when used in a multilevel hierarchical normal model (Berger & Sun, 

2008). Let 𝜆𝑖 be the i-th eigenvalue of the between study covariance matrix T and 

𝛴0 = ∑ 𝛴𝑖𝑛
𝑖=1 , where 𝛴𝑖 denotes the within study covariance matrix for the i -th 

study. The reference priors under examination, have densities given as: 

𝜋𝐻𝑅𝑃𝑎(𝐷) = [|𝐷|−(2𝑝−1) 2𝑝⁄ ∏ (𝜆𝑖 − 𝜆𝑗)𝑖<𝑗 ]
−1

     

𝜋𝐻𝑅𝑃𝑏(𝐷) = [|𝛴0 + 𝐷|∏ (𝜆𝑖 − 𝜆𝑗)𝑖<𝑗 ]
−1

     

Additionally, they examine a Constrained Wishart (CW) prior proposed by 

Everson and Morris, denoted by 𝐶𝑊𝑝(𝜈, 𝑅; 𝑄) (Everson & Morris, 2000). A pxp 

matrix X has a CW distribution of it the corresponding density satisfies the 

condition: 

𝜋(𝛸) ∝  |𝛸|(𝜈−𝑝−1) 2⁄ 𝑒𝑥𝑝{𝑡𝑟(−𝑋𝑅−1)/2} with 𝑋 > 0 and 𝑄 − 𝑋 ≥ 0 

 where R is a pxp symmetric scale matrix, Q is a diagonal constraint matrix and ν 

denotes the degrees of freedom. Considering a CW prior on the transformation 

𝐵0 = 𝛴0
1 2⁄ (𝛴0 + 𝐷)−1𝛴0

1 2⁄
of the form 𝐶𝑊𝑝(𝜈, 𝑅; 𝐼𝑝) results in the conjugate prior for 

the transformation 𝐵0 in the model given in (1.22) and (1.23) in the case of equal 

covariance matrices, namely 𝛴𝑖 = 𝛴0 ∀ 𝑖 𝑖𝑛 1, . . , 𝑛. Additionally for the above prior 

specification it must hold 𝜈 > 𝑛 − 1 𝑎𝑛𝑑 𝑅 ≥ 0. In the simulation study the 

following priors were also under examination: the mixture of Wishart priors 𝑀𝑊𝑝 

as described previously, Wishart conjugate priors with various degrees of freedom 

and independent priors for the variance and correlation components. The 

independent priors were specified as Inverse Gamma for the variance components 

and Uniform or Normal prior for the Fisher transformed correlation. The results 

of the simulation study were evaluated through frequentist criteria such as relative 

bias, Mean Squared Error (MSE) and coverage probability. Regarding the 

inferences upon the effect sizes (𝜃1, 𝜃2), they were not particularly influenced by 

the choice of prior for T although large bias in the posterior estimates for 

(1.29) 

(1.27) 

(1.28) 
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parameters of T was shown to produce different inferences upon (𝜃1, 𝜃2) due to 

poor frequentist performance of the Bayesian Credible Intervals (CrIs). The 

conjugate Wishart and independent priors were shown to perform poorly according 

to the frequentist criteria used. The reference priors were found to perform well 

except for large relative biases for the correlation parameter. In addition, the CW 

and the MW priors were found to perform equally well for all parameters, and they 

were recommended for settings where 𝑛 < 30. For the CW it was also noted that 

small degrees of freedom (𝜈 = 3) tend to lead to random matrices T with larger 

diagonal elements when compared with the case where 𝜈 > 3. Hence in settings 

where great heterogeneity is expected in terms of the I stati stic, (meaning large 

between study variances in comparison with within study variances) fewer degrees 

of freedom may be beneficial for the resulting inferences in combination with 

sensitivity analysis (Hurtado Rúa et al., 2015). 

Another approach following the separation strategy by Barnard et al (Barnard et 

al., 2000), is to obtain the Cholesky decomposition of the correlation matrix as 

𝑅 = 𝐿𝐿𝑇 where L is a pxp upper-triangular matrix (Bujkiewicz, 2019; Yinghui Wei 

& Julian PT Higgins, 2013). The elements of L are referred to as the Cholesky 

factors and they can be obtained by taking into consideration the constraints 

imposed by the fact that R is a correlation matrix and thus all its elements should 

lie in [-1,1]. Additionally for the diagonal elements of R, it must hold that 𝜌𝑘𝑘 =

𝐿𝑘𝑇𝐿𝑘 = 1 where 𝐿𝑘 denotes the k-th column of L. Letting 𝐿11 = 1 to ensure 

uniqueness and taking into consideration the above constraints the prior 

distribution for the Cholesky factors is as follows:  

{
 
 

 
 

𝐿1𝑗~𝑈𝑛𝑖𝑓𝑜𝑟𝑚(−1,1),

𝐿𝑗𝑗 = √1 − ∑ 𝐿𝑖𝑗2
𝑗−1
𝑖=1 ,

𝐿𝑖𝑗~ 𝑈𝑛𝑖𝑓𝑜𝑟𝑚 (−√1 − ∑ 𝐿𝑘𝑗2
𝑖−1
𝑘=1 , √1 − ∑ 𝐿𝑘𝑗2

𝑖−1
𝑘=1 ) , 𝑖 < 𝑗 

 

A limitation of the approach presented above, is that due to the way of deriving 

the range for the Cholesky factors and the construction of their prior distributions, 

the correlations are dependent on the ordering of the outcomes. Therefore, 

(1.30) 

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5798



25 

 

implementation of sensitivity analysis is needed to explore the impact of the above 

dependency structure (Bujkiewicz, 2019). 

1.4.6. Multivariate Meta Analysis and Borrowing of strength 

When multiple correlated outcomes are jointly analyzed, increased precision on 

the final estimates about the mean effects may occur under certain circumstances 

(Riley, 2009). Jackson et al propose a statistic that quantifies the gain in precision 

for the final estimates (Jackson et al., 2017). They define the former condition as 

Borrowing of Strength (BoS) in the sense of incorporating indirect information for 

a given effect through the remaining correlated effects included in the meta -

analysis. The proposed statistic indicates the percentage reduction in the variance 

of an estimated effect, by obtaining the ratio of the corresponding variances under 

multivariate and separate univariate meta-analyses for each of the p outcomes. 

More specifically they define the BoS statistic as: 

𝐵𝑜𝑆𝑟 = 1 − 𝑉𝑎𝑟(𝛽̂𝑀𝑉,𝑟)
𝑉𝑎𝑟(𝛽̂𝑈𝑉,𝑟)

  

 where 𝑉𝑎𝑟(𝛽̂𝑀𝑉,𝑟) denotes the variance of the multivariate estimate of the mean 

for the r-th effect and 𝑉𝑎𝑟(𝛽̂𝑈𝑉,𝑟) the corresponding variance from univariate meta-

analysis regarding the r-th effect. If the BoS statistic is equal to zero, it is implied 

that the variance of the estimated mean effect remained the same under both 

settings and there was no borrowing of strength (Jackson et al., 2017). Riley et al 

have established that if the variance structure is considered as fixed when making 

inferences, then equation (1.31) can only receive positive values, (this is directly 

applicable in the fixed effects model) (R. D. Riley et al., 2007). The above 

conclusion cannot be generalized to the random effects model, since it depends on 

whether the univariate or the multivariate estimate of the between-study variance 

is used in the computation of the denominator in (1.31). Thus, in the first case, the 

precisions of the mean estimates from a multivariate meta-analysis are always 

greater than or equal to the corresponding from separate univariate meta-analyses. 

(1.31) 
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Additionally, Jackson et al. derive the mathematical properties of BoS statistic and 

conclude that borrowing of strength is not possible when the within study 

covariance matrices are proportional to each other (Jackson et al., 2017).  

Furthermore, the importance of within study correlation when examining the 

borrowing of strength, is evidenced in a simulation study conducted by Riley  

(Riley, 2009). It was concluded that, the impact of within study correlation is 

trivial only when between study variation overly exceeds within study variation or 

the within studies covariance matrices are very similar across studies.  . It has also 

been established that in the bivariate setting, larger between study correlation in 

combination with large differences across the within study variances and 

correlations across studies leads to increased borrowing of strength. It is also 

suggested that increased borrowing of strength is expected under those 

circumstances when there is a large percentage of missing outcomes across studies 

in the meta-analysis (R. D. Riley et al., 2007). 

Copas et al, introduce the efficiency statistic E, which provides an alternative 

expression to the BoS statistic since the two are related through the following 

relationship: BoS = 1-E (Copas et al., 2018). They highlight that this notation 

enables to provide the interpretation of the resulting statistic through the efficiency 

of an estimator in relation with the sample size. It is noted that 𝐸 ≤ 1 due to the 

MLE estimator 𝛽̂𝑀𝑉,𝑟 being completely efficient. Further it is suggested that if an 

inefficient estimate A with assumed efficiency E, needed to provide the same 

accuracy of an efficient estimate B (E=1), then an increase of sample size 𝑛 𝐸⁄  

would be necessary when calculating A. Thus, it is concluded that the added 

information when estimating the i-th effect, from the inclusion of the remaining p-

1 outcomes of n studies in the multivariate setting is equivalent to the added 

information from performing univariate meta-analysis for the i-th effect by 

including an additional of 𝑛(1 − 𝐸) 𝐸⁄  studies (Copas et al., 2018). Additionally, 

it has been suggested that multivariate meta-analysis may produce different effect 

estimates compared to the univariate case, especially in the presence of outcome 

reporting bias (Bujkiewicz, 2019; Kirkham et al., 2012). 
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Furthermore, in an empirical comparison of univariate and multivariate meta -

analyses for categorical outcomes, conducted by Trikalinos et al, it was concluded 

that the effect estimates were similar across the two approaches  (Trikalinos et al., 

2014). To conduct the above comparison, they utilized both a normal likelihood 

approximation in a Frequentist framework and an exact discrete likelihood in a 

Bayesian framework. The exact discrete likelihood approach was feasible due to 

the nature of the categorical data being either mutually exclusive or having an ‘is 

subset of” relationship. It was also found that the predictive intervals for treatment 

effects in a new study were shorter in the multivariate setting when adopting 

discrete likelihood models. In contrast under the normal approximation model the 

corresponding predictive intervals were longer in the multivariate sett ing. In 

addition, it is suggested that when the objective is to obtain a prediction for a new 

study, the multivariate model adopting a discrete likelihood should be preferred 

due to providing more precise estimates (Trikalinos et al., 2014). 

1.4.7. Flexible Random Effects Distributions 

As it has been mentioned by several authors, the normality assumption regarding 

the random effects distribution in a meta-analysis is not based on a theoretical 

justification and might be difficult to validate, especially for a small number of 

studies (Baker & Jackson, 2008; Burr & Doss, 2005). Additionally, Baker et al, 

highlight that the Central Limit Theorem (CLT) could only justify the normality 

assumption for the within study model and for sufficiently large studies. On the 

contrary, regarding the random effects distribution, CLT could only be uti lized 

based on the assumption that the unknown latent variables might be the sum of 

various factors (Baker & Jackson, 2008). Some limitations of the normality 

assumption are that it may cause over shrinkage of the random effects distribution 

and lead to less efficient inferences when systematic departures from normality 

are present (Clare et al., 1998). 

More flexible distributions for random effects are examined by Lee et al in a 

Bayesian framework, where they make the conclusion that inferences for the 
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random effects distribution are highly influenced from the assumptions made and 

they suggest further exploration of more flexible distributions than the normal (Lee 

& Thompson, 2008). Among the distributions under examination, is  a skewed 

normal distribution 𝑆𝑁(𝜇0, 𝜎02, 𝛾) where 𝜇0 and 𝜎02 denote the mean and variance of 

the underlying normal distribution prior to imposing skewness by the use of the 

scale factor γ, as suggested by Fernandez et al  (Fernández & Steel, 1998). Values 

of the scale factor γ in (0,1) indicate negative skewing, γ taken to be one 

corresponds to the original normal distribution and 𝛾 > 1 indicates positive 

skewing. In addition, they implement a skew t distribution for the random effects, 

denoted by 𝑆𝑇(𝜇0, 𝑣, 𝑘, 𝛾) where k and γ dictate the magnitude of kurtosis and 

skewness almost entirely (Fernández & Steel, 1998). 

The extensions of the above distributions in the bivariate case are obtained based 

on the regression approach. More specifically, let 𝑆𝑇(𝜇01, 𝑣1, 𝑘1, 𝛾1) and 

𝑆𝑇(𝜇0𝑣, 𝑣𝑣 , 𝑘𝑣, 𝛾𝑣) be independent distributions, with mean and variance equal to 

(𝜇1, 𝜎12) and (𝜇𝑣, 𝜎𝑣2) respectively. The bivariate extension is then constructed as 

follows: assuming that the first random effect 𝑢1𝑗 is distributed as 

𝑢1𝑗~𝑆𝑇(𝜇01, 𝑣1, 𝑘1, 𝛾1) − 𝜇1 (such that 𝐸[𝑢1𝑗] = 0) and conditioning the distribution 

of the second random effect 𝑢2𝑗 on the first, such that: 𝑢2𝑗 = 𝜆𝑢1𝑗 + 𝑣𝑗 − 𝜇𝑣 where 

𝑣𝑗~ 𝑆𝑇(𝜇0𝑣, 𝑣𝑣 , 𝑘𝑣, 𝛾𝑣) and thus 𝐸[𝑢2𝑗] = 0. The covariance 𝜎12 between 𝑢1𝑗 and 𝑢2𝑗 

is given as 𝜎12 = 𝜆𝜎12 based on the above relationships. Furthermore, the 

construction of the bivariate skewed normal distribution may be obtained in a 

similar way. Lee et al conclude that assuming a skewed t as a random effect 

distribution, might be a better choice when large deviation from normality is 

evident, especially when the predictive distribution for a new study is of interest. 

Additionally, it is suggested that the choice between the normal distribution or a 

more flexible as the ones presented above, should be made considering the 

additional complexity introduced by these models in order to avoid overfitting. 

Thus, a possible way to decide upon a distributional assumption, would be to 

compare the various fitted models based on information criteria such as (Deviance 

Information Criterion) DIC. A disadvantage of the proposed flexible distributions 
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is that the estimates depend on the ordering of the random effects (Lee & 

Thompson, 2008; Turner et al., 2006). Especially when the ordering of the 

outcomes cannot be determined based on the nature of the data , different 

permutations in the order of outcomes could be examined, to quantify the influence 

on the posterior estimates. 

A semiparametric model for random effects has been proposed by Burr et al, based 

on mixtures of conditional Dirichlet processes (Burr & Doss, 2005). Assume that 

𝛨𝜃 is a parametric family of distributions on the real line where θ denotes the 

unknown parameter vector, with 𝜃 ∈ 𝛩 ⊂ 𝑅𝑘, and let λ denote a distribution on Θ. 

Furthermore, for each θ assume 𝛭𝜃 > 0 and define 𝛼𝜃 such that  

𝛼𝜃 = 𝛭𝜃 𝛨𝜃  

If θ is chosen from λ and subsequently F is assigned a distribution of the form 𝐷𝑎𝜃  

where 𝐷𝑎𝜃 denotes the Dirichlet process with parameter measure 𝛼𝜃 then the prior 

distribution on F is said to be a mixture of Dirichlet processes. Then the mixture 

of Conditional Dirichlet processes is constructed as proposed by Doss: let α be a 

finite measure on the real line and 𝜇 ∈ (−∞,+∞) be fixed. Suppose that 𝐹−~𝐷𝑎− 𝜇 

and 𝐹+~𝐷𝑎+ 𝜇 are independent mixtures of Dirichlet processes where 𝑎− 𝜇 and 𝑎+
 𝜇

 

denote the restrictions of α to (−∞, 𝜇) and (𝜇, +∞) respectively (Doss, 1985). 

Furthermore, assume that F is given as: 𝐹(𝑡) = 1
2
𝐹−(𝑡) +

1
2
𝐹+(𝑡) then the 

distribution of F is referred to as a mixture of Conditional Dirichlet processes, 

denoted by 𝐷𝛼
𝜇

. Due to the way of constructing this distribution the median of F is 

equal to μ with probability one (Burr & Doss, 2005). Analytically the proposed 

random effects model in the univariate case for n studies is given as:  

𝐷𝑖|𝜓𝑖 ~𝑖𝑛𝑑  𝑁(𝜓𝑖, 𝜎𝑖2) where 𝐷𝑖 denote the observed effects and 𝜓𝑖 the true underlying 

effects for study i, for i=1,..,n; 

𝜓𝑖|𝐹 ~𝑖𝑖𝑑 𝐹, 𝑖 = 1, . . 𝑛 ; 

𝐹|𝜇, 𝜏 ~ 𝐷𝛭𝛮(𝜇,𝜏2)
𝜇

 where M denotes a fixed constant independent of θ as a simplification 

of (1.32) ; 

(1.32) 

(1.33) 

(1.34) 

(1.35) 
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𝜇|𝜏 ~ 𝛮(𝑐, 𝑑𝜏2) and 𝛾 = 1 𝜏2⁄  ~ 𝐺𝑎𝑚𝑚𝑎(𝑎, 𝑏) where 𝑎, 𝑏, 𝑑 > 0 and −∞ < 𝑐 < +∞ 

are arbitrary fixed constants  

The following remarks are made considering the model presented in Equation 1.33. 

In order to obtain reliable estimates of the entire mixture distribution F, the number 

of studies n should be adequately large, a not very common condition in the meta-

analytic framework. Thus, it is advised that in such a case, this model is used when 

inference on μ is of main concern. Additionally, it is noted that the impact of a 

few outlying studies on the posterior distribution of μ is negligible, providing a 

viable alternative to the normal random effects model. Furthermore,  Conditional 

Dirichlet distributions have been resourced by Newton et al to handle 

identifiability issues (Newton et al., 1996). Regarding the posterior distribution of 

𝜓𝑖 shrinkage occurs towards 𝐷𝑖, an overall mean and additionally towards those 

𝜓𝑗′𝑠 that are close to 𝐷𝑖 especially for small values of M. This results in a clustering 

effect, meaning that the posterior distribution of 𝜓𝑖 is more highly influenced by 

studies with results more similar to those of the i-study (Burr & Doss, 2005; 

Sethuraman, 1994). Considering values of M such as 𝑀 > 20, will lead 

asymptotically to a parametric Bayesian model based on a normal distribution.   

The Polya Tree Mixture model (PTM) was proposed by Branscum and Hanson, as 

an alternative to the model to the one presented above (Branscum & Hanson, 

2008). The PTM model allows for a way to conduct sensitivity analysis for 

parametric assumptions and can handle systematic variations in the magnitudes of 

the observed effects which may lead to a multimodal effects distribution. In a 

meta-analytic framework, multimodal effects distributions could be observed in 

settings where extreme differences exist in patients age, disease status, or maybe 

when treatments of different intensity are compared. It is highlighted that the PTM 

model is by design able to identify a multimodal distribution without a need for 

prior knowledge. Thus, implementation of the PTM model is advised is such cases, 

since it can provide robust inferences beyond the usual centrality measures 

(Branscum & Hanson, 2008). 

 

(1.36) 
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1.4.8. Model Comparison – Information Criteria 

There are several ways to compare and evaluate Bayesian models, given the nature 

of the model fitting process. When the aim is to assess the goodness of fit of a 

given model to the data, this can be achieved by using posterior or prior predictive 

checks, or mixed checks for hierarchical models as it has been proposed by Gelman 

et al (Gelman et al., 1996). Additionally, when several models need to be 

compared, this can be achieved by utilizing Bayes Factors. In the meta-analytic 

framework Bayes Factors have been proposed in order to test for heterogeneity by 

Pauler and Wakefield, providing the level of evidence in favor of the null 

hypothesis (Pauler & Wakefield, 2000). The limitations in the implementation of 

Bayes Factors occur from the need to properly define prior distributions which is 

not always very apparent and their sensitivity in prior specifications  (Higgins et 

al., 2009; Kass & Raftery, 1995). In other settings the aim of model comparison 

might be to choose the most appropriate model in terms of predictive accuracy. 

Cross-validation techniques may be utilized when the aim is to evaluate the 

predictive accuracy of a model. It should be noted that these methods may be 

computationally expensive, since the model fitting process must be repeated 

several times or even problematic in cases of sparse data (Gelman et al., 2014). 

An alternative method is to utilize information criteria, that estimate predictive 

model accuracy and simultaneously adjust for the bias occurring from using the 

data to fit the model and also evaluate the model’s predictions.  

The DIC proposed by Spiegelhalter et al. (Spiegelhalter et al., 2002) is defined as:  

𝐷𝐼𝐶 = 𝐷(𝜃̅) + 2𝑝𝐷 

In formulae (1.37), 𝐷(𝜃̅) denotes the deviance evaluated at the posterior mean of 

the parameters 𝜃̅ and 𝑝𝐷 denotes the effective number of parameters in the model  

defined as: 

𝑝𝐷 = 𝐷(𝜃)̅̅ ̅̅ ̅̅ ̅ − 𝐷(𝜃̅) 

Furthermore, the deviance is defined as:  

(1.37) 

(1.38) 
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𝐷(𝜃) = −2𝑙𝑜𝑔{𝑝(𝑦|𝜃)} + 2𝑙𝑜𝑔{𝑓(𝑦)} 

where 𝑝(𝑦|𝜃) denotes the likelihood and 𝑓(𝑦) denotes a standardizing term that is 

a function of the data y. Combining (1.37) and (1.38) results in  

𝐷𝐼𝐶 = 𝐷(𝜃)̅̅ ̅̅ ̅̅ ̅ + 𝑝𝐷 

where 𝐷(𝜃)̅̅ ̅̅ ̅̅ ̅ denotes the mean of the posterior deviance and may be perceived as a 

measure of the model’s adequacy while 𝑝𝐷 may be viewed as a measure of model 

complexity. Thus, DIC expressed as in Equation 1.40, measures the adequacy of a 

models fit penalized for its corresponding complexity (Spiegelhalter et al., 2002). 

Additionally, Gelman et al, highlight that DIC leads to unreliable results when the 

mean is not an appropriate measure of central tendency of the posterior distribution  

(Gelman et al., 2014). 

An alternative measure of predictive accuracy proposed by Watanabe, referred to 

as the Widely Applicable Information Criterion (WAIC) allows for utilization of 

the entire posterior distribution rather than posterior estimates. Furthermore, 

Watanabe provided a proof for WAIC being asymptotically equivalent to Leave 

One Out Cross-Validation (LOO-CV) in a Bayesian framework, and in order to be 

valid in practical applications the posterior distribution needs to be precisely 

approximated (Watanabe, 2013; Watanabe & Opper, 2010). Additionally, WAIC 

has the following advantages when compared with DIC: it is invariant to 

parameterization, and it is appropriate to use when non-singular statistical models 

are considered, such as hierarchical or mixture models (Watanabe, 2013). 

Overall the existing framework for multivariate meta-analysis provides an 

extended variety of modeling methodologies, and the distributional assumptions 

made in such analyses should be correctly specified in order to ensure the 

robustness of the results. 

Multivariate meta-analysis is a valuable tool in the field of evidence-based 

medicine, due to the variety of implementations provided through this framework. 

For example, multivariate meta-analytic models in a Bayesian framework are quite 

often used for surrogate endpoint evaluation. A detailed literature review will be 

(1.39) 

(1.40) 
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presented next, (see Section 2.1), aiming to provide an overview of the standard 

methodology used for surrogate endpoint evaluation, along with more complex 

extensions of this framework (see Section 2.6).  
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Chapter 2 : Methodological framework for 

surrogate endpoint evaluation  

2.1 Introduction 

In the realm of scientific research and healthcare, it is of major importance to 

establish the efficacy of medicines, medical devices, and other health technologies 

before they are made available for widespread use. This is achieved through 

carefully designed clinical trials, that assess clinically meaningful outcomes which 

measure how patients live or function, such as survival rates or improvements in 

morbidity. These patient-relevant outcomes serve as indicators of the overall 

impact and effectiveness of the interventions being studied (Ciani et al., 2017). 

However, when it comes to making decisions regarding market access for these 

medical innovations, the process can be more complex. These decisions often need 

to be made in a timely manner and conducting long-term trials to assess patient-

relevant outcomes might not be feasible due to various constraints. These 

limitations could be methodological in nature, such as the need for extended 

follow-up periods to track long-term effects, or financial and practical 

considerations that make it challenging to execute large-scale, comprehensive 

studies. As a result, in certain cases, regulatory authorities, healthcare payers, an d 

other stakeholders’ resort to using surrogate endpoints to make their judgments 

(Ciani et al., 2017). 

The landscape of surrogate endpoint evaluation from the aspect of market access 

and decision-making is rather complex, as regulatory agencies may have variations 

in their specific criteria for acceptance of a surrogate endpoint. Additionally, the 

acceptance of a surrogate endpoint can be context-specific, depending on the 

disease area, available treatments, and the urgency of unmet medical needs (Food 

& Administration, 2020). As emphasized by Alonso et al, striking a balance 

between rigorous evaluation through trials focused on patient -relevant outcomes 
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and the practicality of decision-making based on surrogate endpoints is 

particularly important (Alonso et al., 2016). 

Multiple definitions and surrogacy criteria have been given across the relevant 

literature. Temple defined a surrogate endpoint as ‘a laboratory measuremen t or a 

physical sign used as a substitute for a clinically meaningful endpoint that 

measures directly how a patient feels, functions, or survives . Changes induced by 

a therapy on a surrogate endpoint are expected to reflect changes in a clinically 

meaningful endpoint’ (RJ, 1995). The surrogacy criteria developed by Prentice, 

require that a strong correlation exists between the two outcomes and the surrogate 

outcome to fully capture the treatment effects on the final outcome (Prentice, 

1989). However, these criteria have been criticized across the literature, as the 

causal relationship between the treatment effects on the surrogate and the final 

outcome is not exclusively guaranteed even when these criteria are met (Buyse et 

al., 2016; Joffe & Greene, 2009; VanderWeele, 2013). Fleming et al, provides 

some useful insights regarding the surrogacy relationship, based on the definition 

given by Prentice. Specifically, Fleming defines the setting that has the highest 

potential for a valid surrogacy relationship, as follows: the surrogate outcome 

should be in the only causal pathway of the disease and the treatment effects on 

the final outcome should exclusively mediated through the treatment effects on the 

surrogate (Fleming & DeMets, 1996).  

In order for a candidate surrogate endpoint to be utilized in the evaluation of new 

health interventions, it is required that the validity of the surrogacy relationship 

has previously been demonstrated. A hierarchical framework comprised by three 

evidential components, has been proposed by Taylor and Elston, aiming to guide 

decision making for health care policy makers regarding the evaluation of 

surrogate endpoints. The first level of evidence, which is of the highest importance 

amongst the three, requires that health interventions that show benefit on the 

surrogate are also beneficial when considering the final outcome. Subsequently, 

the second level requires compelling evidence of a strong association between the 

two outcomes. Finally, the third level of evidence considers the biological 
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plausibility of the surrogacy relationship alone (Taylor & Elston, 2009). As 

highlighted by Joffe and Greene, the meta-analytic approach for surrogate 

endpoint validation covers the causal association between the treatment effects on 

the surrogate and final endpoint. Specifically, the meta-analytic approach makes 

use of the association between quantities (i.e., treatment effects) that have been 

derived through randomisation, and as such they are considered average causal 

effects (Joffe & Greene, 2009). Additionally, Bujkiewicz et al. emphasize that the 

meta-analytic approach to surrogate endpoint validation is superior to validation 

based on a single study, as in the former case the evidence base is likely to include 

diverse treatment contrasts (S Bujkiewicz et al., 2019). Essentially, validation 

based on individual patient data from a single trial, is highly unlikely to produce 

results that will be generalizable in other interventions regarding the same 

indication. 

This section is dedicated in presenting methods for surrogate endpoint evaluation, 

primarily focusing on the meta-analytic framework as proposed in the Technical 

Support Document (TSD) provided by the NICE DSU (S Bujkiewicz et al., 2019). 

Extensions of the aforementioned methods, which allow to model more complex 

surrogacy relationships will also be discussed in detail (see Section 2.6). 

2.2 Bivariate random effects meta-analysis for 

surrogate endpoint evaluation 

Various meta-analytic methods have been proposed for the validation of surrogate 

endpoints in the literature. Candidate surrogate endpoints are valida ted through 

estimating the pattern and strength of the association of the treatment effects, 

between the surrogate and the final endpoint across trials. The evidence base 

utilized in the surrogate endpoint evaluation process, may be comprised by 

heterogeneous patient populations (i.e., in terms of patient characteri stics, 

however targeted towards a specific indication), and/or treatments with different 

mechanisms of action (Bujkiewicz et al., 2017; Burzykowski et al., 2001; Buyse 

et al., 2000; Daniels & Hughes, 1997; Renfro et  al., 2012; Yinghui Wei & Julian 
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PT Higgins, 2013). As highlighted in Bujkiewicz et al (S Bujkiewicz et al., 2019), 

multivariate meta-analysis techniques (see Section 1.4.1) are used in order to 

derive average treatment effects on multiple endpoints, simultaneously accounting 

for the correlations between the outcomes, and the uncertainty around each 

individual outcome (Sylwia Bujkiewicz et al., 2013; R. D. Riley et al., 2007; Van 

Houwelingen et al., 2002’; Yinghui Wei & Julian PT Higgins, 2013) . Thus, meta-

analytic methods may be perceived as an inherent choice for modeling the 

surrogacy relationship between two (or more) outcomes. Furthermore, the 

superiority of meta-analysis techniques when compared to meta-regression 

models, has been emphasized by Bujkiewicz et al. Specifically, the former 

approach allows to account for the uncertainty around the surrogate outcome , 

while in the latter approach the surrogate outcome is considered as a fixed 

covariate (S Bujkiewicz et al., 2019). Additionally, apart from the validation of a 

candidate surrogate endpoint, bivariate meta-analytic methods allow to obtain 

predictions, regarding unobserved treatment effects on the final endpoint by using 

the observed effects on the surrogate.  

The data required for surrogate endpoint evaluation are the observed treatment 

effects on both endpoints across the trials included in the evidence base, along 

with the corresponding standard errors. In the case that multiple surrogate 

endpoints are simultaneously explored, the analysis would require as many 

datasets as the number of putative surrogate endpoints under examination,  in the 

aforementioned form (S Bujkiewicz et al., 2019). The studies included in the 

evidence base (e.g., identified through an SLR, see Section 1.1), must report both 

the treatment effects on the final and the surrogate outcome. Although the meta -

analytic techniques discussed herein allow for the prediction of missing treatment 

effects, including missing data in the analysis would possibly increase the 

uncertainty around the results of the surrogacy evaluation (S Bujkiewicz et al., 

2019). A strong surrogacy relationship would not depend on the treatment class or 

specific subpopulations, as emphasized in Bujkiewicz et al, as inherently such a 

relationship would be easier to generalize in a given indication. However, there 

are cases where the surrogacy relationship could be differentiated across 
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treatments with different mechanisms of action and/or specific subpopulations. 

Thus, data from all trials conducted in a targeted indication should be included in 

the evidence base, and sensitivity analyses for the aforementioned factors may be 

conducted, in order to examine the robustness of the results (S Bujkiewicz et al., 

2019). 

An alternative parameterization of the BRMA model (see Section 1.4.1) has been 

proposed by Bujkiewicz et al, for the purpose of extending the meta-analytic 

framework in the surrogacy evaluation setting (Bujkiewicz et al., 2016; Sylwia 

Bujkiewicz et al., 2013; Spiegelhalter, 1998). The proposed model, namely the 

Bivariate Random Effects Meta-Analysis in the Product Normal Formulation 

model (BRMA-PNF), is differentiated from the BRMA with respect to the 

parameterization of the between studies model. Specifically, the between studies 

model in the BRMA-PNF is expressed through a product of univariate conditional 

normal distributions, while the within studies model remains the same (see Section 

1.4.1). 

The observed treatment effects on the surrogate and final outcome, denoted by 𝑌1𝑖 

and 𝑌2𝑖 respectively, for i in 1,..,N where N denotes the number of studies, follow 

a bivariate normal distribution. The mean of the bivariate normal distribution 

denoted by (𝛿1𝑖, 𝛿2𝑖), corresponds to the true effects on the surrogate and final 

outcome respectively. The within covariance matrix is denoted by 𝛴𝑖, and is 

populated with the standard errors of the observed treatment effects and the within 

studies correlation denoted by 𝜌𝑤𝑖 (see Equation 2.1) (S Bujkiewicz et al., 2019). 

As previously discussed in Section 1.4.4 the within studies correlation is usually 

not reported, and thus it is considered as an unknown parameter and assigned a  

prior distribution in order to be estimated through the MCMC (S Bujkiewicz et al., 

2019). Alternative methods for handling missing within studies correlation given 

the availability of IPD, have been presented in Section 1.4.4. The true effects are 

considered exchangeable, and thus a linear association dictates their relationship 

across the studies included in the evidence base (see Equation 2.2) (S Bujkiewicz 

et al., 2019). The true effects on the surrogate outcome follow a normal 
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distribution with mean denoted by 𝑑1 and variance 𝜓12. The true effects on the final 

outcome conditional on the true effects on the surrogate outcome, follow a normal 

distribution with mean 𝜂2𝑖, for every study I in 1,.., N, and variance 𝜓22 (hereafter 

referred to as conditional variance, see Equation 2.2). The study specific mean 𝜂2𝑖 

(for I in 1,..,N) of the conditional distribution of true effects on the final outcome, 

is essentially the expected value of the linear regression of the true effects on the 

surrogate outcome (see Equation 2.2). The regression intercept is denoted by 𝜆0 

and the regression slope by 𝜆1 (see Equation 2.2). 

(
𝑌1𝑖
𝑌2𝑖
) ~ 𝑁 ((

𝛿1𝑖
𝛿2𝑖
) , 𝛴𝑖)  where 𝛴𝑖 = (

𝜎1𝑖2 𝜎1𝑖𝜎2𝑖𝜌𝑤𝑖
𝜎1𝑖𝜎2𝑖𝜌𝑤𝑖 𝜎2𝑖2

) 

{
𝛿1𝑖~𝛮(𝑑1, 𝜓12)

𝛿2𝑖|𝛿1𝑖~ 𝛮(𝜂2𝑖 , 𝜓22)
𝜂2𝑖 = 𝜆0 + 𝜆1𝛿1𝑖

 

Estimation of the BRMA-PNF in a Bayesian framework requires that independent 

priors are specified regarding all the model’s parameters (see Equation 2.2). An 

alternative way of specifying prior distributions for the BRMA-PNF, has been 

proposed by Bujkiewicz et al. (S Bujkiewicz et al., 2019). Specifically, it has been 

proposed to utilize the inter-relationships between parameters in the BRMA-PNF 

and the BRMA (see Equation 2.3). This approach allows to specify a reasonable 

range for the prior distributions by considering the range of the data and 

information from the literature, instead of placing vague priors regarding all 

parameters in Equation 2.2 (S Bujkiewicz et al., 2019; Higgins & Whitehead, 1996; 

Turner et al., 2012; Turner et al., 2015).  

𝜓12 = 𝜏12,  𝜓22 = 𝜏22 − 𝜆12𝜏12,  𝜆1 =
𝜏2
𝜏1
𝜌 

Thus, by placing prior distributions on the between studies correlation parameter 

(denoted by ρ) and the between studies standard deviations (denoted by 𝜏1 and 𝜏2), 

the posterior estimates for the conditional variance and the regression intercept 

may be obtained through the relationships in Equation 2.3. The remaining 

2.1 

2.2 

2.3 
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parameters of the BRMA-PNF model may be given vague prior distributions such 

as: 𝑑1~𝑁(0,1000) and 𝜆0~𝑁(0,1000). 

In certain circumstances the assumption of the exchangeability of the true 

treatment effects may not be reasonable. In the occasion that the studies included 

in the evidence base are particularly heterogeneous (i.e., in terms of study design 

and/or patient population), the exchangeability assumption may not hold, due to 

imbalances across the distribution of prognostic factors. Thus, the modeling 

framework proposed by Daniels and Hughes may be a more suitable choice in that 

case, as the exchangeability assumption is not required due to the exclusion of t he 

random effects. The model by Daniels and Hughes for surrogate endpoint 

evaluation will be thoroughly described in Section 2.3. 

2.3 Daniels and Hughes’ s model for surrogacy 

evaluation 

The model by Daniels and Hughes has been proposed as an alternative method for 

surrogate endpoint evaluation in the meta-analytic setting (Daniels & Hughes, 

1997). This model is differentiated from the BRMA-PNF in the following way: the 

treatment effects on the surrogate outcome are considered as independent effects 

across the studies included in the evidence base. Therefore, considering the case 

where the variance of the true treatment effects on the surrogate outcome in the 

BRMA-PNF approaches infinity (𝜓12 → ∞), the random effects are reformed into 

independent study specific effects. As highlighted by Daniels and Hughes 

modeling the true treatment effects on the surrogate as random effects, may lead 

in acquiring more precise estimates, if the distribution is specified correctly. 

However, it is emphasized that the distributional assumption required for the 

random effects may result in model misspecification. Specifically, it is quite often 

that trials with different treatments will be included in the evidence base. The 

ordering of treatments in each pairwise comparison could then be influential on 

the distribution of random effects, and this may be further amplified in the case of 

small number of studies. For example, a multimodal distribution could arise in the 
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case two different treatments are compared with standard of care (Daniels & 

Hughes, 1997). 

As previously discussed, the within studies model in the model by Daniels and 

Hughes is exactly the same as the within studies model in the BRMA-PNF (see 

Section 2.2, Equation 2.1). The study specific true treatment effects on the 

surrogate outcome (denoted by 𝛿1𝑖), are independent effects and are linearly 

associated with the true treatment effects on the final outcome (denoted by 𝛿2𝑖). 

The conditional distribution of the true treatment effects on the final outcome, 

given the true treatment effects on the surrogate is a normal distribution (see 

Equation 2.4). The mean of the conditional distribution of true effects on the final 

outcome across studies, is obtained through the linear relationship with the true 

study specific effects on the surrogate, similar to the BRMA-PNF (see Equation 

2.4).  

{𝛿2𝑖|𝛿1𝑖~ 𝛮(𝜂2𝑖 , 𝜓2
2)

𝜂2𝑖 = 𝜆0 + 𝜆1𝛿1𝑖
 

Estimation of the model by Daniels and Hughes in a Bayesian framework requires 

that prior distributions are specified for each one of the parameters in Equation 

2.4. Daniels and Hughes proposed choosing flat priors for 𝜆0, 𝜆1 and 𝛿1𝑖. In a 

similar manner Bujkiewicz et al. (S Bujkiewicz et al., 2019) proposed the 

following prior specification: 𝛿1𝑖~𝑁(0,1000) for each study i in 1,.., N, 

𝜆0~𝑁(0,1000), 𝜆1~𝑁(0,1000) and 𝜓2~𝑈(0,2). Daniels and Hughes proposed the 

following priors for the conditional variance are utilized in a sensitivity analysis 

schema:  

i. DuMouchel prior: 𝜋(𝜓22) = 
𝜎𝑐

(𝜎𝑐+ 𝜓2)2
1
2𝜓2

 where 𝜎𝑐2 denotes the harmonic mean of 

the within-studies variances of the treatment effects on the final outcome, 𝜎2𝑖2  for i 

in 1,.., N (DuMouchel, 1994). 

ii. Shrinkage prior: 𝜋(𝜓22) = 
𝜎𝑐2

(𝜎𝑐+ 𝜓2
2)
2, where 𝜎𝑐2 is defined as above (Strawderman, 

1971) 

iii. Flat prior: 𝜋(𝜓22) = 𝑑𝜓22 (Berger, 2013) 

2.4 
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As noted by Daniels and Hughes the prior by DuMouchel and the shrinkage prior 

place non-zero mass in zero. Thus, the DuMouchel prior is likely to produce a 

posterior distribution of 𝜓22 closer to zero than the flat prior, while the shrinkage 

prior is expected to result in an intermediate distribution between the two (Daniels 

& Hughes, 1997).  

Daniels and Hughes presented the criteria that should hold for the posterior 

estimates of the between studies model, in order to conclude a valid surrogacy 

relationship, aligned with the definition of a surrogate outcome as provided by 

Prentice (see Section 2.1) (Prentice, 1989). The surrogacy criteria by Daniel and 

Hughes will be presented in detail in Section 2.3. 

2.4 Surrogacy criteria by Daniels and Hughes 

The validation of a putative surrogate endpoint according to the criteria defined 

by Daniels and Hughes, is based on the parameters that define the surrogacy 

relationship across studies (Daniels & Hughes, 1997). More specifically, Daniels 

and Hughes proposed three criteria that should hold, in order  for the treatment 

effects on the surrogate to be accurately predictive of treatment effects on the final 

endpoint. The aforementioned criteria consider the following parameters: the 

intercept and slope of the regression between the true treatment effects on the final 

and surrogate endpoint, along with the conditional variance (Daniels & Hughes, 

1997). The surrogacy criteria by Daniels and Hughes are also applicable when 

utilizing the BRMA-PNF, as these parameters are common in both models.  

The criterion defined for the regression intercept (denoted by 𝜆0, see Equation 2.2 

and 2.4), requires that the regression intercept is not statistically different than 

zero. Thus, in a Bayesian framework, zero should be included in the 95% CrI of 

𝜆0, so that no treatment effects on the surrogate correspond to no treatment effects 

on the final endpoint (aligned with the surrogacy definition by Prentice et al.) 

(Daniels & Hughes, 1997; Prentice, 1989). According to Daniels and Hughes, if 

𝜆0 was to be significantly different than zero, it would be implied that the treatment 
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effects on the final endpoint are not exclusively mediated through the treatment 

effects on the surrogate endpoint. Therefore, in that case there would be a 

pathological pathway of the disease, for which treatment affects the final but not 

the surrogate endpoint (Daniels & Hughes, 1997). 

The regression slope (denoted by 𝜆1, see Equation 2.2 and 2.4) should be 

significantly different than zero, i.e., in a Bayesian framework zero should be 

excluded from the 95% CrI of 𝜆1. The implication of the criterion specified for 𝜆1, 

is that it may be concluded that there exists an association between the treatment 

effects on the surrogate and the final endpoint. Therefore, the predictive value of 

treatment effects on the surrogate may be verified through the criterion set for 𝜆1 

(Daniels & Hughes, 1997). 

Finally, the criterion specified by Daniels and Hughes regarding the conditional 

variance (denoted by 𝜓22, see Equation 2.2 and 2.4) requires that 𝜓22 = 0. The 

validity of the criterion for 𝜓22 in combination with the criterion specified for 𝜆1, 

implies that given the treatment effects on the surrogate, treatment effects on the 

final outcome may be predicted with high accuracy (Daniels & Hughes, 1997). As 

mentioned in Bujkiewicz et al, the conditional variance quantifies the strength of 

the association between the two endpoints (S Bujkiewicz et al., 2019). Daniels and 

Hughes propose testing the hypothesis that 𝜓22 = 0, through computation of the 

Bayes factor. Moreover, it is highlighted that in order for the calculation of the 

Bayes factor to be feasible, a proper prior should be specified for 𝜓22 (see Section 

2.3). 

The surrogacy criteria by Daniel and Hughes, aim to ascertain that the treatment 

effects on the final outcome may be accurately predicted through the treatment 

effects on the surrogate. When considering the BRMA in the standard form (see 

Section 1.4.1), the strength of the association between the two outcomes is 

quantified through the between studies correlation (denoted by ρ). Specifically, 

the highest the between studies correlation is, the stronger is the association 

between the treatment effects on the two endpoints. Therefore, a valid surrogacy 

relationship, is implied under the following condition for the between studies 
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correlation: ρ= ±1 (S Bujkiewicz et al., 2019). Lassere et al, defined a strong 

association between the two outcomes based on the square of the between studies 

correlation, i.e., the adjusted R-squared should be above 0.6 (Lassere et al., 2012). 

Additionally, the following criterion is required by the German Institute of Quality 

and Efficiency in Health Care (IQWiG), when considering ρ: the lower limit of the 

95% confidence interval should be larger or equal than 0.85 ("Validity of surrogate 

endpoints in oncology: Executive summary of rapid report A10-05, Version 1.1," 

2005). 

Bujkiewicz et al. propose a cross-validation procedure as an alternative approach 

to specifying a threshold for the between studies correlation, in the surrogacy 

evaluation setting. Additionally, it is emphasized that it is difficult to define a 

threshold for the between studies correlation, in order to ensure that a surrogate 

would provide accurate predictions of the effects of the final outcome (S 

Bujkiewicz et al., 2019). The cross-validation procedure will be described in detail 

in Section 2.5. 

2.5 Cross-validation procedure in the surrogate 

endpoint evaluation process 

The validation of the surrogacy relationship is conducted on the first level based 

on the surrogacy criteria by Daniels and Hughes, or the resulting intervals of the 

between studies correlation (see Section 2.4). Subsequently, Bujkiewicz et al. 

propose to follow a leave one out cross-validation (LOOCV) procedure, in order 

to assess the quality of the predictions of treatment effects on the final outcome, 

based on the treatment effects on the surrogate (Sylwia Bujkiewicz et al., 2019). 

Essentially, it has been suggested that the strength of the surrogacy relationship 

may be better quantified through the predictive interval of the treatment effect on 

the final outcome, rather than using specific thresholds for the between studies  

correlation (see Section 2.4). Specifically, it is highlighted that low between 

studies correlation would lead to a wide predictive interval around the treatment 

effect on the final outcome (S Bujkiewicz et al., 2019). Therefore, the implication 
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would be larger uncertainty in the decision-making process of the regulatory 

agencies (Sylwia Bujkiewicz et al., 2019). Utilizing the LOOCV procedure in 

order to validate the surrogacy relationship, allows to avoid using arbitrary 

thresholds for the between studies correlation as the connection of such thresholds 

with the accuracy of the predictions is not transparent.  

The LOOCV procedure is conducted as follows: for each study i in 1,..,N (where 

N is the number of studies included in the evidence base), the treatment effects on 

the final outcome are treated as missing (along with the respective standard error), 

and therefore excluded from the analytic dataset. Subsequently, the missing 

treatment effects are predicted through the MCMC, based on the effects on the two 

endpoints in the remaining studies, and the effects on the surrogate endpoint in the 

i-th study. As described in Bujkiewicz et al, the standard error of treatment effects 

on the final outcome is also treated as missing and should therefore be estimated 

through the MCMC (S Bujkiewicz et al., 2019). Thus, it is necessary to specify an 

independent prior distribution for this parameter. Bujkiewicz et al. propose to use 

the following prior distribution for the standard error of missing effects in the 

LOO-CV procedure: 𝜎𝑖2~𝑈(0.0001, 15) (S Bujkiewicz et al., 2019). The missing 

treatment effects on the final endpoint are estimated through the respective 

predicted true treatment effects 𝛿2𝑖 (see Equation 2.2 and 2.4). Additionally, the 

variance of the predicted effect on the final endpoint is given as follows:  

𝜎2𝑖2 + 𝑣𝑎𝑟(𝛿2𝑖|𝑌1(−𝑖), 𝑌2(−𝑖), 𝑌1𝑖) 

Notation in Equation 2.5 is as follows: 𝑌1𝑖 denotes the observed effects on the 

surrogate endpoint in study i; 𝑌1(−𝑖), 𝑌2(−𝑖) denote the observed effects on the 

surrogate and the final endpoint in the remaining studies; 𝜎2𝑖 denotes the standard 

error of the observed effects on the final endpoint.  

In order to conclude that the candidate surrogate outcome is valid when 

implementing the LOOCV procedure, the following condition should hold: the 

observed effect on the final endpoint should be included in the corresponding 

predicted interval (see Equation 2.5, 2.4 and 2.2) at least in (1-α)% of the studies, 

2.5 
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assuming that (1-α)% predicted intervals have been used in this process (S 

Bujkiewicz et al., 2019).  

After the surrogacy relationship has been validated, it may be of interest to obtai n 

a prediction of the treatment effect on the final endpoint in a new study. Thus, the 

decision-making process of regulatory agencies may be accelerated, considering a 

setting where the read-out for the final outcome is not yet available.  

The prediction of the treatment effects on the final endpoint in a new study requires 

an additional assumption, which is the exchangeability of population variances of 

the treatment effects on the final endpoint (S Bujkiewicz et al., 2019). This 

assumption is necessary in order to obtain an estimate of the interval of the 

predicted treatment effect on the final endpoint. Considering the case where the 

control and intervention arms are not balanced in all the studies included in the 

evidence base, then the exchangeability assumption for the population variances 

is made at the arm level. Specifically, for each study i in 1,..,N the population 

variance (denoted by 𝑣𝑎𝑟2𝑖) of treatment effects on the final endpoint is given 

through the respective observed standard error and the number of patients in each 

of the two study arms (denoted by 𝑁𝐴𝑖 and 𝑁𝐵𝑖):  

𝑣𝑎𝑟2𝑖 = 𝜎2𝑖2 (
1
𝑁𝐴𝑖

+ 1
𝑁𝐵𝑖
)
−1

 

Subsequently, a prior distribution needs to be specified for the population 

variances in Equation 2.6. For this purpose Bujkiewicz et al. (S Bujkiewicz et al., 

2019) propose a half-normal prior, given as follows: 

𝑣𝑎𝑟2𝑖~𝑁(0, ℎ1)𝐼(0,∞) & ℎ1~𝐺𝑎𝑚𝑚𝑎(1, 0.01) 

Following, the standard error for the new study may be estimated by using the 

posterior mean (or median) of the variance obtained through the MCMC, as show 

in Equation 2.8. Consequently the estimated standard error for the new study, is 

used in order to populate the within-studies covariance matrix (see Equation 2.1) 

(S Bujkiewicz et al., 2019). 

2.6 

2.7 
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𝑠𝑒2(𝑁𝑒𝑤) = (𝑣𝑎𝑟2(𝑁𝑒𝑤) ∗ (
1

𝑁𝐴(𝑁𝑒𝑤)
+ 1
𝑁𝐵(𝑁𝑒𝑤)

))
1
2⁄

 

The cross-validation procedure described in this section is a valuable tool in the 

surrogate endpoint evaluation setting, as it allows for a prompt evaluation of the 

predictive ability of the treatment effects on the surrogate endpoint.  

The modeling approaches presented in Section 2.2 and 2.3 comprise the basis for 

surrogate endpoint evaluation in the meta-analytic framework. However, one 

limitation of these modeling approaches is that they do not di fferentiate between 

the various treatment classes across studies in the evidence base (Sylwia 

Bujkiewicz et al., 2019). Flexible models for surrogate endpoint evaluation, that 

allow to differentiate between the various treatment classes will be presented in 

Section 2.6. 

2.6 Surrogacy evaluation in a modeling framework with 

varying treatment classes 

The validation of a putative surrogate endpoint requires that all available evidence 

from studies in a specific indication are included in the evidence base (S 

Bujkiewicz et al., 2019). However, in various disease areas such as oncology, the 

complex nature of the disease pathway might lead to different surrogacy patterns 

across different treatment classes (Buyse et al., 2007; Ciani et al., 2015). As 

highlighted in Papanikos et al, validation of the surrogacy relationship stratified 

by treatment class may be challenging due to the scarcity of data within each 

treatment class, and potentially result in inconclusive results (Papanikos et al.). 

This section is dedicated in presenting methodological frameworks which allow to 

account for the different treatment classes and potentially different surrogacy 

patterns, in the bivariate meta-analytic setting for surrogate endpoint evaluation.  

Papanikos et al. propose two modeling frameworks, which allow borrowing of 

information across different treatment classes regarding the surrogacy parameters 

(see Section 2.4), as an alternative to subgroup analysis (Papanikos et al.). In order 

2.8 
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to achieve this, an extra hierarchical level is added in the model by Daniels and 

Hughes. The first model proposed by Papanikos et al. is  an extension of the model 

by Daniels and Hughes, which allows for full exchangeability (F-EX) of the 

surrogacy parameters across different treatment classes. On the contrary, the 

second modeling framework developed by Papanikos et al, downgrades the degre e 

of borrowing information, by assuming that surrogacy parameters are partially 

exchangeable (P-EX) across treatment classes (Papanikos et al.). Thus, the P-EX 

model allows to account for distinctive surrogacy patterns and simultaneously 

achieve borrowing of strength across treatment classes that are sufficiently similar 

(Papanikos et al.). 

The observed treatment effects on the two endpoints in the F-EX model, are 

essentially clustered within treatment class by introducing an additional index j 

for each distinct class in 1,..,K, where K denotes the number of classes. Therefore, 

for each treatment class j in 1,..,K, and each study i in 1,.., 𝑁𝑗, (where 𝑁𝑗 denotes 

the number of studies included in the j-th treatment class) the observed effects on 

the two endpoints (𝑌1𝑖𝑗, 𝑌2𝑖𝑗) are normally distributed about a class- and study-

specific mean vector denoted by (𝜇1𝑖𝑗, 𝜇2𝑖𝑗), see Equation 2.9. The surrogacy 

parameters are also indexed by treatment class and are exchangeable across the 

different treatment classes, implying that the different surrogacy patterns are not 

substantially differentiated across treatment classes. Thus, the true treatment 

effects on the final outcome given the true treatment effects on the surrogate for 

study i in treatment class j, are normally distributed around a study- and class-

specific mean, which is given through a linear regression relationship of the true 

treatment effects on the surrogate 𝜇1𝑖𝑗. The class-specific regression intercept and 

slope, denoted by 𝜆0𝑗 and 𝜆1𝑗, are assumed to be normally distributed. The 

conditional variance is also class-specific and is denoted by 𝜓𝑗2 for each treatment 

class j in 1,..K, (see Equation 2.9) (Papanikos et al.). 

(
𝑌1𝑖𝑗
𝑌2𝑖𝑗

) ~ 𝑁 ((
𝜇1𝑖𝑗
𝜇2𝑖𝑗) , 𝛴𝑖𝑗)  where 𝛴𝑖𝑗 = (

𝜎1𝑖𝑗2 𝜎1𝑖𝑗𝜎2𝑖𝑗𝜌𝑤𝑖𝑗
𝜎1𝑖𝑗𝜎2𝑖𝑗𝜌𝑤𝑖𝑗 𝜎2𝑖𝑗2

) 2.9 
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{ 
𝜇2𝑖𝑗|𝜇1𝑖𝑗~ 𝛮(𝜂2𝑖𝑗, 𝜓𝑗

2)
𝜂2𝑖𝑗 = 𝜆0𝑗 + 𝜆1𝑗𝜇1𝑖𝑗

𝜆0𝑗~𝑁(𝛽0, 𝜉02), 𝜆1𝑗~𝑁(𝛽1, 𝜉12)
 

The parameters in the within studies covariance matrix, 𝜎1𝑖𝑗 , 𝜎2𝑖𝑗 , 𝜌𝑤𝑖𝑗 , denote the 

within-study variances and within-study correlations for each study i in treatment 

class j. The true effects on the surrogate endpoint 𝜇1𝑖𝑗 are modelled as independent 

effects similar to the model by Daniels and Hughes (see Section 2.3) (Papanikos 

et al.). Papanikos et al, propose to use non-informative prior distributions on the 

model’s parameters, as follows:  

𝛽0, 𝛽1~𝑁(0, 𝛼) and 𝜉0, 𝜉1~𝑁(0, 𝑏)𝛪(0,∞), 𝜇1𝑖𝑗~𝑁(0, 𝛼) and 𝜓𝑗~𝑁(0, 𝑏)𝐼(0,∞) 

where 𝑎, 𝑏 ∈ ℝ+     

Parameters α and b in Equation 2.10, may be chosen after examining the scale of 

the data to be included in the surrogacy evaluation and or advising sources from 

the literature (Papanikos et al., Turner, 2015). 

The surrogacy criteria by Daniels and Hughes should hold for the class -specific 

surrogacy parameters, in order to conclude that a valid surrogacy relationship 

holds within a given treatment class. The F-EX model aims to achieve higher 

precision in the estimated parameters compared to subgroup analysis, through 

incorporating all the available evidence in a single analysis and allowing for the 

exchangeability of the surrogacy parameters across different treatment classes (see 

Equation 2.9). As highlighted by Papanikos et al, the amount of shrinkage of the 

exchangeable parameters, 𝜆0𝑗 and 𝜆1𝑗, towards the overall means, 𝛽0 and 𝛽1, 

depend on various factors (Papanikos et al.). The aforementioned factors are the 

following: the number of studies included in each treatment class, the between 

class heterogeneity and the number of treatment classes (Neuenschwander et al., 

2016; Papanikos et al.).  

Papanikos et al, highlight that the F-EX is advantageous compared to subgroup 

analysis, as it carries the potential of reduced uncertainty in the estimated 

parameters. However, it is noted that when the assumption of exchangeability does 

2.10 
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not hold, utilizing this modeling framework may lead to over-shrinkage (Papanikos 

et al.). Therefore, a more flexible model, namely P-EX, has been proposed by 

Papanikos et al. in order to relax the exchangeability assumption. The P-EX model 

allows for the class-specific surrogacy parameters in the F-EX model to be either 

exchangeable with all or a subset of treatment classes, or non-exchangeable at all 

(Papanikos et al.).  

The within and between study model in P-EX remain the same as in F-EX (see 

Equation 2.9). However, the P-EX model is differentiated from F-EX, by modeling 

the slope parameters in a different way. Specifically, an additional component is 

added for the study specific slopes by defining an indicator variable 𝑝𝑗: the slope 

parameter for treatment class j, denoted by 𝜆1𝑗, may be exchangeable with some 

or all the slope parameters of the remaining treatment classes when 𝑝𝑗 = 1, or non-

exchangeable at all when 𝑝𝑗 = 0. In the latter case, a vague prior is specified for 

the non-exchangeable slope parameter, similar to the standard model by Daniels 

and Hughes (Papanikos et al.). 

The mixture weights for each treatment class j, are calculated through the MCMC: 

𝑝𝑗 is assumed to follow a Bernoulli distribution (𝑝𝑗~𝐵𝑒𝑟𝑛𝑜𝑢𝑙𝑙𝑖(𝜋𝑗)), and therefore 

in each iteration the sampler chooses between the exchangeable and the non-

exchangeable component. Subsequently, the mixture weights for each treatment 

class are calculated through the posterior mean of the Bernoulli distribution. The 

hyperparameters of the Bernoulli distribution may be either fixed or assigned a 

prior distribution: 𝜋𝑗~𝐵𝑒𝑡𝑎(1,1) (Papanikos et al.). Papanikos et al, propose that 

vague prior distributions are specified for each parameter of the between studies 

model similar to the F-EX (see Equation 2.10). Assuming that 𝑝𝑗 = 1, for all the 

treatment classes in the evidence base the P-EX model is reduced to the F-EX 

model, while considering the case where 𝑝𝑗 = 0 for all treatment classes the P-EX 

model reduces to the standard model by Daniels and Hughes (Papanikos et al.). 

Papanikos et al. conducted a simulation study, in order to assess the performance 

of the F-EX and P-EX model and compare the results with those obtained from 
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subgroup analysis within each treatment class with the model by Daniels and 

Hughes. For this purpose the following factors were varied in the simulation study: 

(i) the strength of the association within each treatment class; (ii) the extend of 

similarity of the surrogacy relationships across classes; (iii) the number of studies 

within each class. The objectives were the following: to assess the models’ ability 

in detecting the validity of the surrogacy relationship; to evaluate the accuracy of 

the predictions for the treatment effects on the final outcome in a new study, given 

the treatment effects on the surrogate. The probability of a strong association 

between the two outcomes was calculated based on the criteria by Daniels and 

Hughes (see Section 2.4). The criterion for the conditional variance was evaluated  

by calculating Bayes factors for the hypothesis 𝐻1: 𝜓2 = 0 (Papanikos et al.). 

Specifically, the Savage Dickey density ratio was employed in order to compute 

the Bayes factors, as the two models being compared are nested (Kass & 

Wasserman, 1995; Verdinelli & Wasserman, 1995).  

Results of the simulation study by Papanikos et al, demonstrated that the 

performance of the P-EX and F-EX model was superior to that of subgroup 

analysis, with respect to the probability of strong association between the two 

outcomes, the absolute bias and root mean squared error (RMSE) of the predictions 

for 𝜆1𝑗. The 95% CrIs of 𝜆1𝑗 achieved nominal coverage probability in scenarios 

where the number of studies was relatively large (i.e., N=16), while over coverage 

of the respective 95% CrIs was observed in scenarios where the number of studies 

was smaller. Moreover, the proposed methods resulted in narrower 95% predictive 

intervals of the treatment effects on the final endpoint, when compared to subgroup 

analysis. It should be highlighted that the difference in model performance was 

more noticeable in scenarios where the number of studies was small (Papanikos et 

al.).  

The P-EX model showcased similar level of borrowing of strength as the F-EX 

model, when considering scenarios where the exchangeability assumption was 

reasonable. In addition, when considering scenarios where the exchangeability 

assumption did not hold, the P-EX model was superior to the remaining two 
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modeling frameworks. Furthermore, the performance of the F-EX model was 

ranked the lowest among the three modeling frameworks, when considering the 

case where the association patterns differed across classes and the number of 

studies per class was unbalanced and small. Thus, it is highlighted that the F-EX 

model should only be used when the exchangeability assumption is reasonable. 

Additionally, both the F-EX and P-EX models managed to discern between the 

strong and weak association patterns, without overestimating the strength of the 

association in treatment classes with weak association. Finally, results of subgroup 

analysis per treatment class were adequate only in the scenario where the number 

of studies N, per class was large (i.e., N=16) (Papanikos et al.).  

The probability of estimating a strong association pattern was calculated according 

to the surrogacy criteria by Daniels and Hughes. The hierarchical modeling 

frameworks proposed by Papanikos et al, showcased superior performance to that 

of subgroup analysis, across all scenarios under examination. Additionally, the 

proposed methods achieved to identify the treatment classes with strong surrogacy 

relationships, among a mixture of classes comprised of weak and strong surrogacy 

relationships (Papanikos et al.). The aforementioned results were notable even 

when considering scenarios with relatively few studies per class, where 

conventional subgroup analysis struggled to identify meaningful associations. The 

performance of subgroup analysis in detecting the validity of the surrogacy 

relationship, was adequate only when the two endpoints were very strongly 

correlated (i.e., ρ=0.99) was and the number of studies was relatively large (i.e., 

N=16). As highlighted by Papanikos et al. the performance of subgroup analysi s 

deteriorated gradually, as the number of studies decreased (Papanikos et al.).  

The extension of the standard surrogacy model by Daniels and Hughes, allows to 

consider more information from the existing data structure in the modeling process 

(by adding an extra level of hierarchy). As a result, it is possible to obtain more 

accurate results about the surrogate to final endpoint relationship, through 

borrowing of strength across different treatment classes. 
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Similarly, for the purpose of incorporating a larger amount of information about 

different treatments in the evidence base, Bujkiewicz et al. have developed a 

bivariate network meta-analysis (bvNMA) framework for surrogate endpoint 

evaluation (Sylwia Bujkiewicz et al., 2019). The bvNMA models are a natural 

choice for modelling a complex evidence base, which may include trials with 

multiple treatment contrasts. Therefore, trial level surrogacy relationships may be 

modeled within each specific treatment contrast. The proposed bvNMA framework 

for surrogate endpoint validation, provides the ability to obtain the predicted 

treatment effects for a new study in a new population or for a new treatment. This 

is achieved by adding an extra level of hierarchy in the bvNMA model, and 

essentially assuming that the pooled effects for each treatment arm on the two 

endpoints are exchangeable and correlated (Sylwia Bujkiewicz et al., 2019).  

As highlighted in Bujkiewicz et al, the strength of the proposed methods lies in 

their ability to detect treatment contrasts for which the surrogacy relationship is 

valid, therefore improving the predictions of treatment effects on the final outcome 

(Sylwia Bujkiewicz et al., 2019). However, it is noted that in order to estimate 

surrogacy relationships within treatment contrasts and at the treatment level, the 

network must include a large number of trials within each treatment contrast and 

a large number of treatments, respectively (Sylwia Bujkiewicz et al., 2019). 

As showcased in the simulation studies conducted by Bujkiewicz et al. and 

Papanikos et al, the number of studies comprising the evidence base plays a crucial 

role in the surrogate endpoint validation setting (Sylwia Bujkiewicz et al., 2019; 

Papanikos et al.). A common occurrence in the surrogacy evaluation setting is the 

limited number of randomised clinical trials comprising the evidence base, which 

makes it rather difficult to make robust conclusions about the validity of a 

surrogate endpoint. Driven by the aforementioned limitation of surrogacy 

evaluation in the meta-analytic framework, Bujkiewicz et al, present an extension 

of the BRMA-PNF model (see Section 2.2) suitable for inclusion of RWE studies 

(Wheaton et al., 2023). Specifically, the within studies model in the BRMA-PNF 

is modified, in order to account for the bias evident in the treatment effects of 
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RWE studies, due to the lack of randomisation and confounding. The mean of the 

bivariate normal distribution of the observed effects on the two endpoints, is 

adjusted by the inclusion of bias terms, which are assumed to be exchangeable 

across RWE studies. Bujkiewicz et al. implemented the aforementioned method in 

an evidence base comprised by 7 RCTs, and 6 RWE studies. It was showcased that 

the enrichment of the evidence base with RWE studies resulted  in reduced 

uncertainty around the estimates of the surrogacy relationship (Wheaton et al., 

2023). 

Undoubtedly, the utilization of surrogate endpoints is of high importance when 

considering improving patient’s quality of life, and a corner stone for further 

improvement of medical research and decision making in evidence-based 

medicine. The rapid increase in the use of surrogate endpoints (Kemp & Prasad, 

2017), dictates the need for further research and development regarding the 

respective methodological framework of surrogate endpoint evaluation.  

Driven by the increase in the use of surrogate endpoints, the next section is 

dedicated in presenting a simulation study, utilizing the methodological 

framework for surrogate endpoint validation, presented in the Technical Support 

Document developed by the NICE DSU (S Bujkiewicz et al., 2019). 
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Chapter 3 : Simulation study in surrogate 

endpoint evaluation utilizing BRMA-PNF and the 

model by Daniels & Hughes 

3.1 Introduction: simulation study rationale 

Surrogate endpoints are increasingly used in regulatory agencies’ approval process 

for new health interventions, in order to allow for the evaluation of new health 

interventions to be conducted reliably in a timelier manner. A surrogate endpoint 

may be used in place of a trial’s clinical outcome (i.e., an outcome that directly 

measures the survival or functionality of patients in a trial), after it has been proved 

that it can predict the treatment effects on the clinical outcome accurately. The use 

of surrogate endpoints when considering oncological or rare diseases is crucial, 

since measuring the final clinical outcome in such cases (i.e., overall survival), 

may require that patients remain under follow-up for a long time, in order to 

conclude on the benefit to risk profile for a new intervention. Surrogate endpoints 

need to be properly validated in order to reduce the uncertainty around the 

decision-making process as much as possible. The multivariate meta-analytic 

methods described in Sections 1.4, 2.2 and 2.3, provide a framework for the 

purpose of assessing the strength of the surrogate to clinical outcome relationship 

and allow to take into account the uncertainty around it (S Bujkiewicz et al., 2019).  

Surrogate endpoints are quite frequently used in RCTs meant to assess the efficacy 

of new health interventions regarding oncological diseases. Specifically, in such 

situations a long follow-up period is usually required in order to assess treatment 

effects on the final clinical outcome (i.e., overall survival) (Pezo & Bedard, 2015). 

Hence, a surrogate endpoint may be used as the primary endpoint instead, on the 

basis that treatment effects on the surrogate endpoint provide an accurate 

prediction of the treatment effects on the final clinical outcome.  

The use of surrogate endpoints in the drug approval process has increased 

substantially, as new health interventions are increasingly licensed by regulatory 
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agencies on the basis of measuring effectiveness, by means of a surrogate 

endpoint. Specifically, the United States Food and Drug Administration (FDA) 

provided approval for 45% of new drugs in the time frame between 2010 and 2012, 

based on a surrogate endpoint. In addition, the FDA published a table comprised 

of more than 120 surrogate endpoints that were used in drug approval or licensure 

process (Food and Drug Administration, 2022). 

The validation process for surrogate endpoints relies upon the targeted regulatory 

agency, as each institute may provide a specific methodological framework to be 

followed for that purpose. Specifically, the methods presented in Section 1 and 2 

are part of the NICE Guide to the Methods of Technology Appraisal (NICE, 2013). 

Taking into consideration the frequent use of the BRMA-PNF and the model by 

Daniels and Hughes in the surrogacy evaluation setting, the implementation of a 

simulation study, utilizing these models, would be of major importance. Thus, a 

simulation study was constructed, aiming to shed light in the various factors that 

influence the surrogate to final outcome relationship and evaluate the performance 

of the abovementioned models under a wide range of realistic scenarios.  

For the purpose of replicating the surrogate to final outcome relationship as 

accurately as possible in the simulation study, real studies in oncology were 

examined for the selection of outcomes in the simulation study. Specifically, 

Burzykowski et al. examined various endpoints as surrogate endpoints for Overall 

Survival (OS), in the setting of metastatic breast cancer. Results of the study 

showcased that the odds ratio of tumor response was strongly correlated with the 

hazard ratio of Progression Free Survival (PFS). Subsequently, tumor response 

was judged as an acceptable surrogate for PFS in the aforementioned setting 

(Burzykowski et al., 2008). Thus, the surrogate endpoint was defined as a binary 

outcome representing patients’ tumor response and the final outcome was de fined 

PFS. The surrogacy relationship between the aforementioned outcomes was also 

examined in a study by Papanikos et al. (Papanikos et al., 2020). 

A detailed description of the data generating process and performance measures 

for the simulation study is presented in Section 3.1.1. The selection of prior 
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distributions for the BRMA-PNF and the model by Daniels and Hughes, is 

presented in Section 3.1.2. The process that was followed in order to define various 

parameters of the Hamiltonian Monte Carlo (HMC) utilized in the estimation 

process, is presented in Section 3.1.3. Results of the simulation study for the 

BRMA-PNF and the model by Daniels and Hughes are presented in Section 3.2.1 

and Section 3.2.2 respectively. Finally, a comparison between BRMA-PNF and the 

model by Daniels and Hughes according to the performance measures (see Section 

3.1.1), is presented in Section 3.2.3. 

3.1.1 Aims, data generating process and performance 

measures for the simulation study 

This section presents the aims of the simulation study along with a detailed 

description of the data generating process. Additionally, the performance measures 

used in order to compare the performance of the BRMA-PNF and the model by 

Daniels and Hughes in the surrogate evaluation setting will be presented herein.  

3.1.1.1 Aims of the simulation study 
The aims of the simulation study were the following: firstly, to examine the 

influence imposed on the surrogate to final outcome relationship by the 

characteristics of the evidence base (i.e., the number of studies included in the 

meta-analysis); secondly, to assess and compare the performance of the model by 

Daniels and Hughes and the BRMA-PNF under various evidential scenarios; 

finally, to examine the attainability of surrogacy criteria set by regulatory drug 

approval agencies such as IQWiG (Institute for Quality and Efficiency in Health 

Care, 2011). Thus, the construction of the simulation study aimed to replicate the 

surrogate to final outcome relationship as accurately as possible in order to assess 

the aforementioned research questions.  

3.1.1.2 Data generating process  
The BRMA model, previously presented in Section 1.4.1, was used as the data 

generating mechanism (see Equation (3.1)), in order to replicate the surrogate to 

final outcome relationship in the meta-analytic framework. Specifically, using the 
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BRMA in the data generating process, allowed to direct ly control parameters of 

interest such as the strength of the association between the two outcomes and the 

between studies heterogeneity. The BRMA is an equivalent expression of the 

BRMA-PNF (previously presented in Section 2.2), hence the data generating 

process does not influence the resulting inference from the simulation study. The 

relationships between parameters of the two models are presented in Appendix 

(see Equation A.1). 

(Y1iY2i
) ~ N((

δ1i
δ2i
) , Σi) , Σi = (

σ1i2 σ1iσ2iρwi
σ1iσ2iρwi σ2i

2 )  

(δ1iδ2i
)~N((

d1
d2
) , T) , Τ =  (

τ12 τ1τ2ρ
τ1τ2ρ τ22

)    

The two aforementioned models are identical when considering the within studies 

model. However in the BRMA-PNF is differentiated from the BRMA with respect 

to the between studies model. Specifically, the bivariate normal distribution of the 

random effects is expressed through two univariate normal distributions, by 

conditioning the distribution of true effects on the final outcome on the true effects 

on the surrogate outcome (see Equation 3.2). 

{
δ1i~N(η1, ψ12 )

δ2i~Ν(η2i, ψ22) where
η2i = λ0 + λ1δ1i

 ψ22 = τ22(1 − ρ2) 

As previously discussed in Section 3.1, the surrogate outcome was specified as a 

binary outcome such as tumor response, while the final outcome was defined as a 

time to event outcome such as overall survival. Thus, in the meta-analytic 

framework for surrogacy evaluation, the relative treatment effects would be 

represented by a log-odds ratio and a log-hazard ratio, when considering the 

surrogate and the final outcome respectively. According to the aforementioned 

specification of the relative effects on the two outcomes, the within and between 

study correlation (denoted by ρwi and ρ respectively) between the relative 

treatment effects were assumed to be negative. The within studies correlation was 

assumed to be moderate to low, as previously described in the simulation study 

(3.2) 

(3.1) 
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conducted by Papanikos et al. Specifically, the within studies correlation 

parameter was sampled from a distribution centered at -0.4, as follows: ρwi∗  ~ Beta( 

3124.756, 7291.106) and subsequently ρwi = 2 ∗ ρwi∗  - 1, for i in 1,.., N where N 

denotes the number of studies. 

The systematic literature review by Djulbegovic et al, was used in order to define 

a data generating mechanism for the within studies standard deviations of the 

observed treatment effects on the final and surrogate outcome (denoted by σ1i and 

σ2i respectively). Specifically, standard errors corresponding to log-odds ratios or 

log-hazard ratios from studies in oncology were used in order to define an 

appropriate sampling distribution. The following distributions were fitted to t he 

data: Skew Normal, Gamma, Log-Normal and Weibull. The Log-Normal 

distribution provided the best fit among the aforementioned distributions, as 

demonstrated by the Quantile-Quantile (QQ) plots presented in Figure 1. 

Additionally, the adequate fit of the Log-Normal distribution is corroborated by 

the Monte Carlo goodness of fit test presented in Figure 2. Thus, the within studies 

standard deviations were sampled as follows: σ1i, σ2i ~ Log-Normal(-1.584, 0.559) 

for i in 1,.., N where N denotes the number of studies.  

The study on predictive distributions for between-study heterogeneity by Turner 

et al, was used in order to define a realistic range of values for the between studies 

standard deviations (denoted by τ1 and τ2). The true values for the between studies 

heterogeneity that were used in the simulation study (see Table 1), were chosen in 

order to be representative of the average between studies heterogeneity as 

demonstrated in Turner et al. (Turner et al., 2015). 

Each meta-analytic dataset was simulated in order to represent a strong association 

between the surrogate and the final outcome, for each scenario under consideration 

(i.e., according to the surrogacy criteria by Daniels and Hughes as previously 

presented in Section 2.4). The characteristics of the evidence base that were chosen 

to be varied across scenarios in the simulation study, in order to produce 

appropriate contrasts that could possibly aid in inference about t he surrogacy 

relationship, are the following: firstly, the number of studies included in each 
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meta-analysis dataset; secondly, the strength of the association between the true 

effects on the surrogate and the final outcome (see Table 1). 

Table 1. Scenarios examined in the simulation study along with parameter values of the BRMA model that 

were used in the data generating process 

Scenario Scenario Description 

 n τ1 τ2 d1 d2 ρ λ0 λ1 ψ22 

1 10 0.15 0.11 0.3 -0.20 -0.90 0 -0.6743418 0.0024 

2 20 0.15 0.11 0.3 -0.20 -0.90 0 -0.6743418 0.0024 

3 30 0.15 0.11 0.3 -0.20 -0.90 0 -0.6743418 0.0024 

4 100 0.15 0.11 0.3 -0.20 -0.90 0 -0.6743418 0.0024 

5 20 0.20 0.16 0.3 -0.22 -0.95 0 -0.7452413 0.0024 

 

Figure 1. QQ-Plots for the various distributions that were examined with regard to the generation of the 

within studies standard deviations. 
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Figure 2. MC GOF for the Log Normal distribution, the red line denotes the observed maximum log-

likelihood value, the histogram is comprised of the maximum log-likelihood values of simulated data 

according to the estimated parameters from the original data set. 

 

3.1.1.3 Estimands of the simulation study 
The estimands of the simulation study are mainly comprised of the parameters 

corresponding to the surrogacy criteria, namely: the constant term (denoted by λ0) 

and the regression coefficient (denoted by λ1) of the regression between the true 

effects on the surrogate and the final outcome; the conditional variance of the true 

effects on the final outcome (denoted by ψ22); In addition, results will be presented 

regarding the following parameters of the BRMA model: the between studies 

standard deviations (denoted by τ1 and τ2, see Equation 3.1); the between studies 

correlation (denoted by ρ, see Equation 3.1); the means of the distribution of true 

effects on the surrogate and the final outcome (denoted by d1 and d2 respectively).  

3.1.1.4 Performance measures  
Regarding the total set of the aforementioned estimands the following performance 

measures will be presented in Section 3.1.4: the absolute bias along with the 

absolute percentage bias; the MSE; the coverage probability of the 95% CrIs; the 
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Average Monte Carlo Error (AMCE) as a percentage of the corresponding true 

parameter value;  

Additionally, the probability of a valid surrogate outcome was calculated, in order 

to perform a comparison between the models utilized in the simulation study, with 

respect to their ability to capture the surrogacy relationship. Specifically, the 

probability of a valid surrogate outcome was calculated according to: ( i) the 

surrogacy criteria set by Daniels and Hughes; (ii) the surrogacy criteria set by 

IQWiG. The criteria defined by Daniels and Hughes (Daniels & Hughes, 1997) 

(see Equation (3.9.1)), require that the following conditions hold for a valid 

surrogate to final outcome relationship: firstly, the constant term of the regression 

between the true effects on the surrogate (independent variable) and the final 

outcome (dependent variable), should be equal to zero, so that no treatment effects 

on the surrogate correspond to no treatment effects on the final endpoint; secondly, 

the regression coefficient of true effects on the surrogate outcome should be 

different than zero, in order to conclude that a relationship holds between the true 

effects of the two endpoints; thirdly, the conditional variance of the true effects 

on the final endpoint should be negligible, in order to conclude that the treatment 

effects on the surrogate endpoint may accurately predict the treatment effects on 

the final endpoint. It should be noted that a specific threshold for the conditional 

variance has not been established in the relevant literature. The surrogacy criteria 

set by IQWiG, require that the lower threshold of the correlation between the two 

outcomes in larger or equal than 0.85 (see Equation 3.9). It should be highlighted 

that, the aforementioned threshold regarding the correlation between the two 

outcomes, has not been established by IQWiG based on subjective criteria (or any 

relevant scientific research). On the contrary, the aforementioned threshold is an 

arbitrary requirement. 

Finally, a comparison between the BRMA-PNF was conducted according to the 

Leave-One- Out Cross-Validation Information Criterion (LOO-IC), described by 

Vehtari et al. (Vehtari et al., 2017). Results of the model comparison according to 

the LOO-IC will be presented in Section 3.2.3. 
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The calculation of the aforementioned performance measures was conducted as 

previously described in Morris et al. Calculation of the various performance 

measures will be presented in equations (3.2) to (3.7), by using the following 

notation: the number of simulations performed for a given scenario is denoted by 

N; the posterior mean (or median when considering variances or standard 

deviations) is denoted by θ̂ι; the true parameter values used in the data generating 

process is denoted by θ; The absolute bias for a specific estimand θ was calculated 

as: 

∑
|θ̂ι − θ|
Ν

N

i=1

 

The absolute percentage bias was calculated as:  

∑
|θ̂ι − θ|
Ν

N

i=1

∗
1
θ

 

The coverage probability for a given estimand θ was calculated as the percentage 

of the corresponding 95% CrIs that included the true parameter value used in the 

data generating process: 

∑
I(θ ∈ (θ̂low,i, θ̂high,i))

Ν

N

i=1

 

The MSE was calculated as: 

∑
(θ̂ι − θ)

2

Ν

N

i=1

 

The AMCE as a percentage of the true parameter value θ, that was used in the data 

generating process, was calculated as follows: 

∑
MCE(θ̂ι)

Ν

N

i=1

∗
1
θ

 

(3.4) 

(3.5) 

(3.6) 

(3.7) 

(3.3) 
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The probability of a valid surrogate, (denoted by P̂s),was calculated according to 

the criteria by Daniels and Hughes. Specifically, as previously described in Section 

2.4, the surrogacy criteria by Daniels and Hughes require the following: zero 

should be included in the 95% CrI of the constant term of the regression between 

the true effects on the surrogate and the final outcome; zero should not be included 

in the 95% CrI of the regression coefficient of  the true effects on the surrogate 

endpoint; the conditional variance of the true effects on the final outcome should 

be negligible; A pragmatic approach was utilized in order to set a threshold for the 

upper bound of the 95% CrI of the conditional variance in order to proceed in the 

calculation of the probability for a valid surrogate endpoint. Specifically, the 

aforementioned threshold was set equal to 0.1. It should be noted that alternative 

values for the conditional variance could have been utilized, in order to cover a 

spectrum of strict to less strict surrogacy criteria.  

∑
𝐼(0 ∈(𝜆̂0[𝑙𝑜𝑤,𝑖],𝜆̂0[ℎ𝑖𝑔ℎ,𝑖]))∗𝐼(0 ∉(𝜆̂1[𝑙𝑜𝑤,𝑖],𝜆̂1[ℎ𝑖𝑔ℎ,𝑖]))∗𝐼(𝜓̂2[ℎ𝑖𝑔ℎ,𝑖]

2 ≤0.1) 

𝑁
𝑁
𝑖=1  

Additionally, the probability of a valid surrogate was calculated according to the 

surrogacy criteria set by IQWiG. Specifically, it is required that the lower bound 

of the 95% CrI of the between studies correlation (denoted by ρ) is larger or equal 

than 0.85. For the purpose of utilizing the IQWiG surrogacy criteria for the 

simulation study, the probability was calculated as: the percentage of datasets, for 

whom the absolute value of the lower bound of the 95% CrI of ρ, was larger or 

equal than 0.85 (due to the fact that between studies correlation was negative in 

every scenario under consideration).  

∑ Ι(ρ̂[low,i]≥0.85)

Ν
N
i=1  

As previously described in Section 3.1, the simulation study was conducted in a 

Bayesian framework, and Stan was used in order to derive inference. In the next 

sections, follows a presentation of the selection of prior distributions for BRMA-

PNF and the model by Daniels and Hughes will be presented (see Section 3.1.2), 

and a detailed description of the specifications for the extension of the Hamiltonian 

(3.9) 

(3.8) 
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Monte Carlo (No-U-Turn Sampler (NUTS)) that is used for Bayesian inference in 

Stan (see Section 3.1.3).   

3.1.2 Selection of prior distributions for BRMA-PNF and 

Daniels & Hughes’ model 

This section presents the specification of prior distributions for the parameters in 

the BRMA-PNF and the model by Daniels and Hughes. The selection of prior 

distributions for the two models to be utilized in the simulation study, was a 

dynamic process. Specifically, the selection of prior distributions was centered 

around two main points: reduce as much as possible the occurrence of divergent 

transitions in the HMC and choose non-informative priors, (relevant to the scale 

of the data), for the models’ parameters where feasible. Increasing the extend of 

informativeness for the prior distributions was necessary in some cases in  order to 

reduce divergent transitions in the HMC. Intuitively divergent transitions provide 

a sign that the HMC does not explore efficiently all the areas of the target 

distribution. As a result, divergent transitions might lead to biased estimates, (see 

Section 3.1.1). 

Regarding divergent transitions (see Section 3.1.3) occurring in simulation studies 

when utilizing Stan for Bayesian Inference, it has been reported in (Fuglstad et al, 

2019) and (Cao et al, 2021) that completely eradicating divergent transitions 

across simulated data sets for a specific scenario is extremely difficult. Thus, the 

following approach was implemented: for every scenario in the simulation study 

the simulations that resulted in over 1% of divergent transitions were discarded 

from further inference. A series of exploratory processes were implemented, 

aiming to reduce as much as possible the occurrence of divergent transitions in the 

HMC and optimize results in terms of convergence and sampling (i.e., R-hat, 

effective sample size (ESS) Bulk and ESS Tail).  

Detailed presentation of the abovementioned procedures is given in Section 3.1.3. 

Finally, based on these exploratory procedures, it was concluded that comple tely 

eradicating divergent transitions in the HMC is not feasible (see Section 3.1.3). 
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It should be noted, that in order to provide for an initial specification for the 

parameterization of the two models and the corresponding prior distributions the 

models were fitted in two datasets:  

• the Relapsing Remitting Multiple Sclerosis (RRMS) data where relapse rate 

was investigated as surrogate endpoint for the disability progression risk 

ratio;  

• the metastatic breast cancer data by Burzykowski et al, where tumor 

response  was explored as a surrogate endpoint for PFS in metastatic breast 

cancer; 

In order to eradicate divergent transitions in the abovementioned process, it was 

necessary to apply a non-centered parameterization and opt for a weakly 

informative prior for the within studies correlation parameter. Specifica lly, the 

prior for within studies correlation was specified according to equation (3.1). In 

addition, a Beta distribution with shape and scale equal to two removed divergent 

transitions in the HMC. 

Subsequently, a small-scale simulation study was conducted in order to test the 

most appropriate prior specification for the within studies correlation parameter. 

The following transformation -and prior specification- was considered: 

ρw = 2 × ρ∗ − 1, where ρw denotes within studies correlation 

ρ∗~Beta(a, a) 

It should be noted that the prior that was judged the most appropriate for the within 

studies correlation, (based on the results of the abovementioned simulation study), 

was used both for the BRMA-PNF and the model by Daniels and Hughes. It should 

be noted that he within studies model is exactly the same regarding both models, 

as previously highlighted in Section 2.4. 

(3.10) 
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The BRMA-PNF (see Equation 3.2) was utilized in this simulation study 1, where 

5 different values were examined, for the shape and scale parameter (denoted by 

alpha) of the Beta distribution given in Equation 3.10. See Table 2 for the various 

prior specifications that were examined in the simulation study. Only values equal  

or larger than one were examined for alpha in the simulation study, as the objective 

was to refrain from putting substantial mass in the extremes of the parameter space 

in order to avoid divergent transitions. Note that a Beta with alpha equal to one 

corresponds to a uniform prior on the interval (-1, 1), hence this prior specification 

corresponds to a vague prior for ρw. On the contrary, as alpha increases the 

distribution shrinks more towards zero, hence the prior becomes more informative. 

.As highlighted by Daniels et al, within studies correlation is likely to be small in 

magnitude across individual studies (Daniels & Hughes, 1997). Thus, defining a 

prior that imposes shrinkage towards zero and avoids the extremes, is necessary to 

reflect prior knowledge regarding this parameter.  

The mean posterior deviance was calculated for each scenario in the simulation 

study (see Table 2). In addition, the mean posterior deviance after subtracting the 

minimum posterior deviance (which was equal to the one for Beta(1,1) for 98% of 

the simulated data sets) is presented in Table 3. 

The following criteria were used in order to decide for the most appropriate 

parameterization for the Beta(a, a) in equation (3.1). Firstly, the mean posterior 

deviance should be relatively stable in comparison with the minimum posterior 

deviance across the different priors examined. Secondly, the bias for the 

parameters of interest was examined across scenarios to quantify the impact of the 

choice of prior in the resulting inference, and consequently opt for the less 

influential prior. 

The prior distribution that was considered the most appropriate based on the results 

of the simulation study was the Beta(2,2) due to the following: from Table 2, it 

 
1 The data for the simulation study were generated according to the parameter values of the first scenario, 

see  

Table 1 
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may be concluded that the mean posterior deviance seems to become more stable 

for values of alpha larger or equal than two; the bias for parameters of interest did 

not show substantial differentiations across the various prior specifications 

examined in the simulation study (see Table 4); thus, as choosing a value for alpha 

larger than two would increase the informativeness of the prior, alpha was chosen 

to be equal to two, as it was considered the most conservative choice in order to 

avoid increasing the informativeness of the prior to a large extend;  

Table 2. Mean Posterior deviance for each of the prior distributions examined in the simulation study for 

the specification of a prior for within studies correlation. 

Prior Distribution Beta(1,1) Beta(1.5,1.5) Beta(2,2) Beta(2.5,2.5) Beta(3,3) 

Mean Posterior 

Deviance 
-18.722 -16.759 -15.765 -15.146 -14.791 

 

Table 3. Prior distributions examined in the simulation study for within studies correlation parameter and 

mean posterior deviances after subtracting the minimum posterior deviance (which corresponds to 

Beta(1,1) for 98% of simulated datasets). 

Prior 

Distribution 
Beta(1,1) Beta(1.5,1.5) Beta(2,2) Beta(2.5,2.5) Beta(3,3) 

Mean Posterior 

Deviance 
0.022 1.985 2.979 3.599 3.953 

 

Table 4. Bias of parameters in BRMA-PNF with respect to the various prior distributions specified for the 

within studies correlation parameter  in the small-scale simulation study 

Prior for 𝛒∗ Parameter 

d1 λ0 τ1 τ2 ρ ρw λ1 ψ22 d2 

Beta(1,1) 0.009 -0.175 0.300 0.176 0.054 0.253 0.034 0.062 -0.010 

Beta(1.5,1.5) 0.012 -0.175 0.299 0.177 0.054 0.285 0.032 0.062 -0.011 

Beta(2,2) 0.008 -0.168 0.300 0.178 0.051 0.306 0.029 0.062 -0.010 

Beta(2.5,2.5) 0.009 -0.154 0.296 0.176 0.049 0.324 0.029 0.061 -0.102 

Beta(3,3) 0.009 -0.1512 0.300 0.177 0.050 0.327 0.029 0.062 -0.009 

 

The choice of prior for the within studies correlation (as defined in Equation 

(3.10)), had substantial impact on the shape of the posterior distribution, see 

Figure 3Figure 3. Specifically, when the parameters of the Beta distribution were 

equal to 1 and 1.5 (see Equation (3.10)), a higher mass of the posterior was placed 
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at extreme negative values. On the contrary, as the parameters of the Beta 

distribution increased the skewness of the posterior decreased and a higher mass 

of the posterior was placed in values close to zero. This pattern was evident in 4 

out of the 5 simulated data sets that were examined. Overall, the shape of the 

posterior showcased similar characteristics when the parameters of the Beta were 

equal to 1 and 1.5 relevant to the case where the parameters where equal to 2, 2.5 

and 3. Furthermore, this may be attributed to the following: as the parameter that 

corresponds to the shape and scale of the Beta distribution increases (see Equation 

3.10), a higher mass is concentrated towards zero and less mass is placed at the 

extremes of the distribution. 

As previously discussed, the bias occurring in the estimated parameters was stable 

across the various scenarios (see Table 4). Thus, it may be concluded that although 

the choice of prior for the within studies correlation was influential on the shape 

of the posterior, it did not have any impact on the resulting inference for the 

parameters of interest. Also, it should be highlighted that the parameter 

corresponding to within studies correlation is considered a nuisance parameter in 

the context of the simulation study for surrogate endpoint evaluation.  
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Next follows a presentation regarding the specification of the prior distributions 

for the BRMA-PNF (see Section 2.2), see Table 5. 

Table 5. Specification of prior distributions for parameters in the BRMA-PNF model 

Parameter Prior distribution 

λ0 Ν(0,5 

ρ U(-1, 0). 

τ1, τ2 N(0,2)Ι(0,∞) 

η1 Ν(0,10) 

ρw = 2 ∗ ρ∗ − 1 ρ∗~Beta(2,2) 

Regarding the within studies model, the only unknown parameter is the within 

studies correlation (denoted by ρw). The process for the selection of prior for the 

within studies correlation has been previously presented (see Equation 3.10). 

Figure 3. Histograms and boxplots of the posterior distribution for the within studies correlation, across various 

specifications of the Beta distribution 

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5798



71 

 

In order to specify prior distributions for the parameters of the between study 

model (see Equation (3.2)), the relationships connecting the parameters of the 

between study model in BRMA-PNF and the elements of the between studies 

covariance matrix in BRMA (see Equation (3.1)), were taken into consideration. 

Specifically, these relationships were utilized in order to avoid placing 

independent vague priors on all the parameters of the between study model in 

BRMA-PNF, as previously described in Bujkiewicz et al (S Bujkiewicz et al., 

2019). More specifically, the aforementioned relationships allow to employ the 

inter-relationships between the parameters. Additionally, in that case information 

from the literature may be utilized, regarding a plausible range of values for the 

prior distributions of the between studies Standard Deviations (SDs). The 

abovementioned relationships are given as follows:  

{
 

 ψ12 = τ12

 ψ22 = τ22(1 − ρ2)

 λ1 =
τ2 ∗ ρ
τ1

 

Thus, when utilizing Equation (3.11) the conditional variance of the true effects 

on the final endpoint and the regression intercept, (denoted by ψ22 and λ1 

respectively), are deterministic parameters. 

The prior for the between studies correlation was specified as ρ ~U(-1, 0). 

Specifically, the correlation between the relative treatment effects of the two 

endpoints, is expected to be negative, due to the way these endpoints were defi ned 

(see Section 3.1.1). 

Regarding the specification of a prior for the parameters corresponding to between 

studies SD for the surrogate and final outcome, τ1 and τ2 respectively, various 

distributions were examined. Specifically, the distributions that were examined in 

a small-scale simulation study, (the data generating process was aligned with the 

1st scenario, see 

Table 1), were the following: (i) a positive truncated Student t(80,1.6,2); (ii) a Log 

Normal(-3,2.5); (iii) a positive truncated N(0,2). The process that was followed in 

(3.11) 
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order to determine a prior distribution for τ1 and τ2 involved simultaneously an 

exploration of the following parameters of the HMC: the target Metropolis 

acceptance rate and the maximum tree depth of the NUTS. Thus, detailed results 

of the aforementioned small-scale simulation study will be presented in Section 

3.1.3, along with the specifications for the remaining parameters of the HMC. The 

prior that was judged as the most appropriate, according to the percentage of 

datasets with divergent transitions less than 1% and the remaining convergence 

and sampling criteria specified in Section 3.1.1, was the positive truncated N(0,2). 

The prior for the regression constant term (see Equation (3.2)) was initially 

specified as λ0~N(0, 10) and was subsequently modified to be as follows: 

λ0~N(0,5). The reason for the above-mentioned modification was the reduction of 

divergent transitions occurring in the post-warm-up phase of the HMC. Further 

details are presented in Section 3.1.3. A relatively vague prior was chosen for the 

mean of the distribution of true effects on the surrogate outcome (see Equation 

(3.2)). Specifically, the prior distribution was defined as follows: η1~N(0, 10). 

Finally, it should be noted that a non-centered parameterization was implemented 

regarding the distribution of true effects on the two endpoints, in order to limit the 

occurrence of divergent transitions. The non-centered parameterization was 

implemented as follows: 

{
δ1i = η1 + ψ1 ∗ δ1i∗

δ1i = η2i + ψ2 ∗ δ2i∗

𝛿1𝑖∗ , 𝛿2𝑖∗ ~𝛮(0,1)
 

The specification of the prior distributions for the model by Daniel s and Hughes 

(see Section 2.3) is presented in Table 6. As highlighted in Section 2.3 the within 

studies model in the model by Daniels and Hughes is identical with the 

corresponding one in the BRMA-PNF (see Equation 3.1). Thus, the prior for the 

within studies correlation was the same as for the BRMA-PNF model based on the 

results of the small-scale simulation study described herein.  

 

 

(3.12) 
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Table 6. Specification of prior distributions for parameters in the model by Daniels and Hughes 

Parameter Prior distribution 

λ0 Ν(0,10) 

λ1 Ν(0,10) 

ψ2 N(0,2)Ι(0,∞) 

ρw = 2 ∗ ρ∗ − 1 ρ∗~Beta(2,2) 

 

Regarding the parameters in the between studies model, relatively non-informative 

priors were placed on the regression constant term and the regression coefficient 

of true effects on the surrogate outcome (see Table 6). The prior for the conditional 

variance of true effects on the final outcome was specified as a positive trunc ated 

normal with standard deviation equal to 2. The abovementioned distribution was 

previously used as a prior for the conditional variance in the model by Daniel s and 

Hughes, in a simulation study conducted by Papanikos et al (Papanikos et al.).  

A non-centered parameterization was chosen in order to reduce the occurrence of 

divergent transitions in the HMC. Specifically, the prior distributions for the true 

effects on the surrogate and final endpoint, (denoted by δ1i and δ2i respectively), 

were defined as: 

{
𝛿1𝜄 = √100 ∗ 𝛿1𝑖∗ , 𝑒𝑞𝑢𝑖𝑣𝑎𝑙𝑒𝑛𝑡 𝑡𝑜 𝛿1𝜄~𝑁(0, √100)

𝛿2𝜄|𝛿1𝜄 = 𝜂2𝜄 + 𝜓2 ∗ 𝛿2𝑖∗ , (𝜂2𝜄 = 𝜆0 + 𝜆1𝛿1𝜄)
𝛿1𝑖∗ , 𝛿2𝑖∗ ~𝛮(0,1)

 

3.1.3 Specifications for the HMC 

This section presents an overview of the HMC, that was used in the estimation 

process when conducting the simulation study. Subsequently, the procedures that 

were implemented in order to establish appropriate specifications for parameters 

in the HMC, will be described in detail. Prior to presenting the theoretical 

background of the HMC, a short summary of the abovementioned procedures and 

objectives will be given.  

(3.13) 
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Specifically, the following exploratory processes were implemented prior to the 

main simulation study, in order to establish the following aspects:  

• the impact of the prior specification for the between studies  SDs in the 

BRMA-PNF model, on the percentage of divergent transitions occurring in 

the HMC; consequently the aim was to reduce as much as possible divergent 

transitions due to the abovementioned prior specification by simultaneously 

exploring various parameters of the HMC; 

• examination of various transformations for the conditional variance and the 

regression coefficient of the true treatment effects on the surrogate endpoint 

(when considering the BRMA-PNF model), in order to determine their 

influence on the occurrence of divergent transitions; establish which is the 

most suitable transformation; 

• establish the most appropriate specifications for the HMC (i.e., number of 

iterations for the warm-up phase of the HMC and initialization of the 

Metropolis accept/reject step), on the basis of reducing divergent 

transitions; 

• the optimal number of sampling iterations for the HMC, in order to avoid 

as much as possible low values of ESS regarding the tails and bulk of the 

posterior distributions; 

Additionally, this section presents a comparison between resulting inference from 

Stan and Bugs. Specifically, a comparison on the resulting estimates between Stan 

and Bugs was conducted in order to establish if divergent transitions in the HMC, 

had any substantial impact on the resulting inference. 

As previously described, all the exploratory processes that were conducted in order 

to provide appropriate specifications for the parameters of the HMC, utilized the 

BRMA-PNF. Subsequently, the same specifications for the HMC were used for the 

model by Daniels and Hughes through-out the simulation study. That is because it 

would be computationally expensive to repeat all  these processes for the model by 

Daniels and Hughes. Additionally, as the BRMA-PNF is more complex than the 

model by Daniels and Hughes (i.e., due to the inclusion of the random effects), the 
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specifications of the HMC were considered to be efficient for the less complex 

model too. 

3.1.4 Hamiltonian Monte Carlo and No-U-Turn Sampler 

algorithm 

A concise presentation of the HMC will be presented next, in order to provide the 

context for the exploratory processes that were conducted. The HMC is an MCMC 

algorithm that avoids the random walk behavior by implementing a series of steps 

informed by first-order gradient information. However, the performance of the 

algorithm is highly influenced by the following parameters (which are user 

specified): the step size ε, and the number of steps taken along the Hamiltonian 

trajectory L. The NUTS algorithm is an extension of the HMC, for which setting 

the number of steps L, is not required. Specifically, NUTS uses a recursive 

algorithm that efficiently explores the target distribution and stops when it 

approaches a region of the posterior that has already been explored.  

One of the parameters controlling the step size adaptation is the target acceptance 

parameter (Stan Development Team). When the target acceptance parameter δ is 

set to a value closer to 1 (its value must be strictly less than 1 and its default value 

is 0.8), smaller step sizes are used during adaptation. This may improve sampling 

efficiency (effective sample size per iteration) and also aid in reducing divergent 

transitions. Specifically, when small step-sizes are used, the exploration of steep 

regions in the posterior becomes more efficient, since this refrains the Hamiltonian 

simulation from diverging. Note that, divergencies in the HMC may lead  to biased 

estimations, due to areas of the posterior not being adequately explored. Although, 

it should be noted that the computational cost increases as the step size decreases, 

as the NUTS sampler needs more leapfrog steps, (i.e., steps where the negative log 

probability function and its gradient are evaluated at the position corresponding to 

the current parameter values), to accurately explore the posterior(Stan 

Development Team).  
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Specifically, the NUTS sampler starts by generating a proposal which is 

determined based on the parameters drawn from the last iteration. Subsequently it 

generates an independent standard normal random momentum vector. The initial 

system is then evolved forwards and backwards in time, forming a balanced binary 

tree. The tree depth is increased by one at each iteration of the NUTS algorithm. 

The consequence is that the number of leapfrog steps taken is doubled, which also 

leads in doubling the computational time. The algorithm may be then terminated 

by one of the following two ways: 

i. The NUTS criterion (i.e., a U-turn in Euclidean space on a subtree) is 

satisfied for a new subtree or the completed tree; As mentioned by 

Betancourt et al (Betancourt, 2017), the NUTS criterion considers only the 

boundaries of a trajectory. Specifically, the negative boundary, corresponds 

to the boundary that can be achieved by integrating backwards in time, 

while the positive boundary, corresponds to the boundary that can be 

achieved by integrating forwards in time; In order for the NUTS criterion 

to be satisfied the two boundaries of the trajectory (i.e., both backward and 

forward in time) need to converge towards each-other. Essentially, this 

means that further expansion of the trajectory will lead to neighborhoods 

that have already been explored; 

ii. The depth of the completed tree reaches the maximum depth allowed; 

Specifically, for each iteration of the NUTS sampler there exists an upper 

limit for the depth of the trees being evaluated, namely the maximum tree -

depth; Subsequently the upper limit for the number of leapfrog steps taken 

is 2max(tree depth)-1; 

Termination of the NUTS algorithm due to the tree depth being equal to the 

maximum tree depth is an indication that NUTS, implemented too many leapfrog 

steps and was terminated prematurely to avoid particularly long execution time.  
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3.1.5 Specification of prior distributions for the between 

studies SDs along with tunning of HMC parameters 

This section presents the exploratory process that was followed in order to define 

prior distributions for the between studies SDs regarding the BRMA-PNF model, 

along with tunning of the following HMC parameters: the target Metropolis 

acceptance rate and the maximum tree-depth (see Section 3.1.4). 

The process that was followed in order to determine a prior distribution for τ1 and 

τ2 involved simultaneously an exploration of the following parameters of the 

HMC: the target Metropolis acceptance rate and the maximum tree depth of the 

NUTS. The abovementioned procedure was followed in order to reduce the 

occurrence of divergent transitions and optimize the efficiency of the sampler.  

Firstly, the target Metropolis acceptance rate was specified as 0.99 and 0.999, for 

each prior under examination. The values chosen for the Metropolis acceptance 

rate were chosen on the basis of reducing divergent transitions. As described in 

Betancourt et al. (Betancourt, 2017), too many steps of the NUTS algorithm may 

indicate one of the following: poor adaptation; a very high target acceptance rate; 

or a posterior with a difficult geometry, which leads to difficulty in the sampling 

procedure. Thus, as the target acceptance rate was varied in high values close to 1 

(i.e., δ=0.99 and δ = 0.999) in order to reduce divergent transitions, various values 

regarding the maximum tree depth for the NUTS sampler were simultaneously 

explored, in order to avoid termination of the NUTS algorithm due to saturation 

of the maximum tree-depth. 

Specifically, the maximum tree depth of the NUTS was specified as 10, 11, 12 and 

13, for each prior and value of the Metropolis acceptance rate, under examination.  

The aforementioned process was followed in order to determine the most 

appropriate prior distribution according to the following criteria: firstly, the 

percentage of datasets with divergent transitions less than 1%; secondly, the most 

efficient results in terms of effective sample size and convergence according to 

the R-hat metric (see Section 3.1.5.2 for the specification of the aforementioned 
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criteria). For each combination of prior distribution, target Metropolis acceptance 

rate and maximum tree-depth, a 100 datasets were simulated according to the 1st 

scenario, where the number of studies was equal to ten (see Table 1). The 

abovementioned choice for the data generating mechanism was made on the 

following basis: when the number of datapoints is low the curvature of the 

posterior may become steeper in some areas making it difficult for the sampler to 

explore. 

Table 7 presents the results of the small-scale simulation study for the 

specification of prior distributions for τ1 and τ2. The positive truncated Student 

t(80,1.6,2) along with the positive truncated N(0,2) resulted in the best results in 

terms of percentage divergent transitions <1% (see Table 7). However, the 

percentage of data sets appropriate for inference, based on the pre-specified 

criteria for sampling efficiency and convergence (see Section 3.1.1), was the 

highest when the positive truncated normal was used (along with target Metropolis 

acceptance rate equal to 0.999 and maximum tree-depth equal to 13 or 12 (see 

Table 8). Thus, the target Metropolis acceptance rate that was adopted through the 

simulation study was equal to 0.999. The maximum tree-depth was specified as 13 

for all the simulations, according to the results of  Table 8 and due to helping in 

reducing divergent transitions in the exploratory process described in Sect ion 

3.1.5.1.  
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Table 7. Prior distributions examined in the simulation study along with values for maximum tree-depth 

and the target Metropolis acceptance rate 

Prior for 𝛕𝟏, 𝛕𝟐 
Maximum tree-

depth 

Target 

Metropolis 

acceptance rate 

Data sets with 

Divergent 

transitions <1% 

Student t(80,1.6,2)I(0,∞) 10 0.99/0.999 67 / 78 

11 0.99/0.999 71/ 92 

12 0.99/0.999 66 /89 

13 0.99/0.999 64 / 85 

 

Log Normal(-3,2.5) 10 0.99/0.999 45 / 89 

11 0.99/0.999 39 / 78 

12 0.99/0.999 40 / 68 

13 0.99/0.999 34 / 65 

 

Normal(0,2) I(0,∞) 10 0.99/0.999 70 / 93 

11 0.99/0.999 64 /88 

12 0.99/0.999 62 /90 

13 0.99/0.999 63 /90 
 

 

Table 8. Highest ranked combinations of prior distributions and parameters for the HMC regarding the 

simulation study for prior specification for 𝜏1 and 𝜏2 

Prior for 𝛕𝟏, 𝛕𝟐 Maximum 

tree-depth 

Target 

Metropolis 

acceptance 

rate 

Data sets with 

Divergent 

transitions 

<1%  

Data sets 

appropriate for 

inference (%) 

Student 

t(80,1.6,2)I(0,∞) 
11 0.999 92 85 

  

Normal(0,2) 

I(0,∞) 

10 0.999 93 86 

12 0.999 90 88 

13 0.999 90 88 

 

3.1.5.1 Specification of transformations for deterministic parameters in 

the BRMA-PNF model 

This section presents the process that was followed in order to reduce divergent 

transitions in the HMC, occurring due to deterministic parameters in the BRMA -

PNF model. Specifically, the abovementioned parameters were the conditional 
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variance and the regression coefficient of true effects on the surrogate endpoint, 

denoted by ψ22 and λ1 respectively. 

The dataset with the highest count of divergent transitions when considering the 

1st scenario (i.e., the scenario with the lowest number of studies, N=10, see Table 

1) was chosen in order to implement the abovementioned exploratory process. 

Specifically, the number of divergent transitions for this dataset was equal to 96 

and the number of sampling iterations 10.000 (following the approach of 

divergencies <1% as described in Section 3.1.2). The remaining specifications for 

the HMC were as follows: target Metropolis acceptance rate=0.999, maximum 

tree-depth = 12 and step size = 0.5. 

Firstly, the parametric space of τ1 and τ2 was constrained, in order to avoid 

divergent transitions occurring due to sampling close to the boundaries. 

Specifically, the constrains applied where the following: τ1 and τ2 > 0.00000033 

a value taken to be 1000 times smaller than the smallest SD found in the data set 

of the SLR by Djulbegovic et al.  (Djulbegovic et al., 2012) Note that the 

abovementioned data set contains standard deviations of logarithmic odds ra tios 

or hazard ratios regarding outcomes in oncology (see Section 3.1.1). After fitting 

the model with the above specifications, the divergent transitions were reduced in 

33 from 96 (in the unconstrained model) but there were 4987 transitions after 

warmup that exceeded the maximum tree-depth. Subsequently, fitting the model 

with maximum tree depth equal to 13 resolved the problem of transitions exceeding 

maximum tree depth post warm-up, but resulted in an increase of divergent 

transitions, namely there were 109 divergent transitions after post warm-up.  

Subsequently, a transformation was applied to λ1 by simultaneously applying the 

following constraint: λ12 <100.000 (a highly unlikely value given the scale of the 

true effects on the surrogate and final endpoint). As divergent transitions would 

systematically occur for values of λ1 concentrated in the area near zero, a 

transformation for λ1 was chosen in order to avoid underflows. Specifically, λ1 

was initially deterministically sampled as follows: 
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λ1 = ρ ∗ 
τ2
τ1

 

The transformation applied for λ1 was the following:  

𝜆1∗ =
τ2
τ1
 & 𝜆1∗∗ = 𝑙𝑜𝑔(𝜆1∗) = log (

τ2
τ1
) ⇒ λ1 = 𝜌 ∗ (𝑒𝜆1

∗∗
) 

Changing the way λ1 was deterministically sampled (and applying the 

abovementioned constraint) reduced divergencies to 74. In addition, the prior for 

λ0was set to N(0,5) from N(0,10) in order to reduce divergent transitions occurring 

due to the sampling of λ0 in the boundary of the parameter space. 

Subsequently, a transformation was applied to the conditional variance (denoted 

by ψ22), in order to avoid divergent transitions that systematically occurred near 

the boundary of the parameter space: 

𝜓2∗∗=log(𝜏22 + 100) & 𝜓2∗∗∗ = 𝑒𝜓2
∗∗
− 100 = 𝜏22 ⟹ 𝜓22 = 𝜓2∗∗∗ ∗ (1 − 𝜌2) 

The number of divergent transitions was the same as before the t ransformation was 

applied (i.e., equal to 74). Next, applying both the above-mentioned 

transformations for ψ22 and λ1, without constraining the boundary of the parameter 

space for τ1 and τ2 as previously described resulted in 13 divergent transitions 

after warm-up and 4804 transitions after warmup that exceeded the maximum tree-

depth. Finally, increasing maximum tree-depth to 13 resolved the saturation of 

maximum tree-depth and resulted in 13 divergent transitions. 

The abovementioned transformations for λ1 and ψ22 were adopted for each scenario 

under examination in the simulation study, since they were efficient in reducing 

divergent transitions in a dataset that demonstrated the highest coun t of 

divergencies. Additionally, based on the aforementioned results, and the results 

presented in Table 8 the maximum tree depth for the simulation study was 

specified as 13. That is because, the resulting percentage of divergent transitions 

was the same when the maximum tree depth was equal to 12 and 13.  
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3.1.5.2 Specification of warm-up/sampling iterations and initialization 

of step-size for the HMC-Criteria for sampling efficiency and 

convergence used in the simulation study 

This section presents the process that was implemented in order to find the optimal 

number of warm-up and sampling iterations for the HMC along with tunning the 

initialization of step-size for the HMC. Specifically, various values for warm-up 

iterations and step-size where explored, in order to establish their influence on the 

divergent transitions occurring in the post-warm-up phase of the HMC. The 

objective of this exploratory process was to define the optimal number of warm -

up and sampling iterations along with the initialization step-size for the HMC in 

order to reduce divergent transitions.  

The dataset with the highest count of divergent transitions when considering the 

1st scenario (i.e., the scenario with the lowest number of studies, N=10, see  Table 

1) was utilized in order to implement the abovementioned exploratory process. 

Results obtained from Section 3.1.5.1 regarding transformations for the 

deterministic parameters in BRMA-PNF were also implemented in this procedure. 

Specifically, in order to specify the number of warm-up and sampling iterations 

along with the initialization step-size for the HMC the following process was 

implemented: the warm-up iterations were varied as 1000, 3000, 5000, 8000 

simultaneously with the following values for step-size: 0.9, 0.8, 0.5, 0.3 (see Table 

9). The rest of the specifications for the HMC were the following: the target 

Metropolis acceptance rate was set equal to 0.999 (see Section 3.1.5); the 

maximum tree depth was set equal to 13 (see Section 3.1.5); 

Results of the abovementioned analysis are presented in Table 9. It was evident 

that the percentage of divergent transitions that occurred post warm-up was 

independent of step-size and heavily influenced by the specification for burnin 

iterations. In regard to this analysis the optimal number of iterations for burnin is 

equal to 8000, and results in 0.26% of divergent iterations post warm-up (see Table 

9). Thus, in the simulation study 8.000 iterations were used as warm-up and 5.000 

iterations were used for sampling (i.e., inference was produced based on the 
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sampling iterations and the warm-up iterations were discarded). Additionally, the 

step-size initialization for the HMC was defined as 0.9 through-out the simulation 

study. On the basis, that the lowest the step-size initialization the more 

computationally expensive are the models to run.  

Table 9. Exploration of the impact of various specifications for burnin iterations and step size for the HMC 

in the percentage of divergent transitions post warm-up. 

Warm-

up 

iterations 

Step-size 

initialization 

Divergent 

transitions 

post warmup 

Total 

iterations 

Percentage of 

divergent 

transitions 

post warmup 

Sampling 

iterations(having 

deducted warm-

up) 

1000 0.8 237 13000 1.975 12000 

1000 0.9 237 13000 1.975 12000 

1000 0.5 237 13000 1.975 12000 

1000 0.3 237 13000 1.975 12000 

3000 0.8 319 13000 3.190 10000 

3000 0.9 319 13000 3.19 10000 

3000 0.5 319 13000 3.19 10000 

3000 0.3 319 13000 3.19 10000 

5000 0.8 101 13000 1.263 8000 

5000 0.5 101 13000 1.263 8000 

5000 0.3 101 13000 1.263 8000 

8000 0.9 13 13000 0.26 5000 

8000 0.8 13 13000 0.26 5000 

8000 0.5 13 13000 0.26 5000 

8000 0.3 13 13000 0.26 5000 

10000 0.9 21 15000 0.42 5000 

10000 0.8 21 15000 0.42 5000 

 

Additionally, an exploration was conducted in order to establish the impact of 

sampling iterations on the resulting effective sample s ize (ESS) for the bulk and 

the tails of the posterior distribution. Specifically, regarding the dataset with the 

highest percentage of divergent transitions from the 1 st scenario, the number of 

sampling iterations was varied as follows: 5000, 4000, 3000, 2000 and 1000. It 
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should be noted, that according to Vehtari et al.  (Vehtari et al., 2021), the 

respective values of ESS bulk and ESS tail should be at least 100 per each M arkov 

chain, in order to ensure that estimates of the posterior quantiles are reliable for 

inference. Thus, in the aforementioned process since two chains were utilized in 

order to derive inference, the lower value for ESS that was considered acceptable 

was equal to 400.  

Results of the exploratory process indicated that 1000 iterations were too low, as 

the resulting ESS for the tail of the posterior distributions of 𝜓22 and 𝜆1, was close 

to the acceptable threshold of 400 (i.e., namely ESS tail was equal to 551 and 595 

for 𝜓22 and 𝜆1 respectively). Thus, the number of sampling iterations that was 

chosen for the simulation study was 5000, as corroborated by the aforementioned 

process and results presented in Table 9. 

Prior to presenting the criteria used in order to assess the reliability of the 

estimates through-out the simulation study,(i.e., by terms of reaching convergence 

and attaining a stable estimation of the uncertainty in the results), foll ows a 

concise summary regarding their definitions. Specifically, the following metrics 

were used:  

(i) The rank normalized split R-hat (hereafter referred to as R-hat);  

(ii) The ESS regarding the bulk (i.e., the mean and the median) of the distribution 

was used for each specified estimand; The ESS regarding the tails of the posterior 

distribution (i.e., extreme quantiles), was monitored for the surrogacy parameters 

(namely 𝜓22, 𝜆0 and 𝜆1 ). That is because the posterior estimates of their extreme 

quantiles play an important role in evaluating the surrogacy relationship (see 

Section 3.1.1); 

Essentially, the ESS is a measure of equivalence regarding the estimation 

efficiency of the posterior mean, according to the dependent simulation sample 

when compared to an independent simulation sample  (Vehtari et al., 2021). 

The rank normalized R-hat utilizes a sample, which has been transformed 

according to the rank transformation followed by the inverse normal 
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(3.14) 

 

 

transformation, for each quantity of interest. Subsequently, for each estimand of 

interest θ, the between- and within-chain variances are calculated, denoted by B 

and W respectively. An estimate of the marginal posterior variance of θ (denoted 

by var(θ|y)), is derived as a weighted average of the within- and between -chain 

variability. This quantity is unbiased only when stationarity has been achieved 

(i.e., if the starting distribution equals the target distribution or as the limit of 

draws within each chain approaches infinity, N → ∞). The within -chain variance 

underestimates var(θ|y) for any finite N. However, as N approaches infinity the 

expectation of W approaches var(θ|y). Consequently, the convergence of the 

iterative simulations to the target distribution is monitored by the scale reduction 

factor: namely, the factor by which the scale of the current simulations would be 

reduced, as the number of draws per chain tends to infinity. Finally, the estimator 

𝑅̂ tends to 1, as N approaches infinity and is given as follows:  

𝑅̂ = √𝑣𝑎𝑟̂
+(𝜃|𝑦)
𝑊

 

The criteria for sampling efficiency and convergence used through-out the 

simulation study were the following: (i) R-hat should be less than 1.01 as described 

in Vehtari et al.; (ii) ESS tail and ESS bulk should be above 400  (Vehtari et al., 

2021); (iii) the percentage of divergent transitions should be less than 1% (as 

previously described in Section 3.1.1). If any of the aforementioned criteria did 

not hold for any of the simulated datasets then they would be discarded from 

inference in order to avoid biased results. Note that for each scenario 1500 

simulations were performed, and inference was produced according to 1000 

datasets that were compliant with all the criteria presented above. The number of 

datasets to be kept for inference was specified by calculating the running means 

of bias regarding each of the pre-defined estimands of the simulation study. This 

process demonstrated that the resulting bias was adequately stabilized for each of 

the estimands. The rational for simulating 500 additional datasets was to ensure 

that at least 1000 datasets would be appropriate for inference based on the criteria 

specified above. 
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3.1.5.3 Comparison of inference based on Stan and Bugs 

This section presents a comparison of inference with respect to the BRMA -PNF 

model, when using: (i) the Stan programming language (Stan Development Team, 

2021); (ii) when utilizing the Open Bugs statistical software (Spiegelhalter et al., 

2014) in order to obtain posterior estimates.  

The rationale for conducting the aforementioned comparison was to examine how 

the occurrence of divergent transitions in the HMC (see Section 3.1.4) influence 

the resulting inference. Specifically, a comparison was conducted based on three 

individual datasets, which were chosen based on the percentage of divergent 

transitions (i.e., small, medium, large), that occurred during the HMC sampling 

phase. In addition, the first scenario of the simulation study was used, in order to 

conduct the comparison between Stan and Open Bugs, as in this scenario the 

number of studies per each meta-analysis datasets was the lowest (i.e., N=10, see  

Table 1). Essentially, the low number of datapoints in the 1st scenario (i.e., when 

compared to the remaining scenarios with larger number of datapoints), proved to 

have an adverse effect in the occurrence of divergencies in the HMC. Regarding 

the choice of datasets based on the percentage of divergent transitions, the 

following choices were made according to the overall distribution of divergent 

transitions: (i) low percentage of divergent transitions (i.e., below 1%,  as the 

criterion used throughout the simulation study); (ii) medium percentage of 

divergent transitions (i.e., 3.5%); (iii) large percentage of divergent transitions 

(i.e., 5%);  

Results of the comparison between inference based on Stan and Open Bugs, are  

presented in Table 10. Overall, the posterior estimates presented small 

differentiations, across the stratification of datasets based on the percentage of 

divergencies. When considering the dataset for which the percentage of 

divergencies was small, discrepancies occurred only with respect to the mean 

posterior estimates for 𝜆0 and 𝜆1. However, it should be noted that the respective 

mean posterior estimates from Stan were closer to the true parameter value (see 

Table 10). Similarly, regarding the comparison of inference with respect to 
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medium and large percentage of divergencies, the most outstanding discrepancies 

occurred for the mean posterior estimates of 𝜆0 and 𝜆1. Although, it should be 

noted that the mean posterior estimates obtained through Stan were closer to the 

true parameter value in each case.  

Finally, the SDs of the posterior distributions were comparable in the vast majority 

of the comparisons between Stan and Open Bugs. In a few cases the SDs  were 

highly differentiated: firstly, when considering the SD of 𝜆0 with respect to 

medium percentage of divergencies, the SD derived from Open Bugs was 2.06 

versus 1.5 in Stan; secondly, when considering the SD of 𝜆1 with respect to large 

percentage of divergencies, the SD derived from Open Bugs was 0.7 versus 1.2 in 

Stan. 

Table 10. Comparison of the resulting inference between Stan and Open Bugs, stratified by the percentage 

of divergent transition occurring in the HMC. Results presented below, correspond to mean posterior 

estimate (standard deviation). 

Small percentage of divergent transitions 

Stan (I) 0.276 

(0.076) 

0.282  

(0.88) 

0.094 

(0.077) 

0.160 

(0.112) 

-0.486 

(0.287) 

-1.88 

(3.49) 

0.026 

(0.046) 

-0.211 

(0.103) 

Bugs (I) 0.272 

(0.074) 

0.307 

(0.767) 

0.089 

(0.077) 

0.155 

(0.111) 

-0.464 

(0.276) 

-2.157 

(3.45) 

0.026 

(0.049) 

-0.214 

(0.101) 

Medium percentage of divergent transitions 

Stan (II) 0.209 

(0.082) 

0.026 

(0.306) 

0.171 

(0.106) 

0.222 

(0.117) 

-0.576 

(0.271) 

-1.210 

(1.539) 

0.035 

(0.047) 

-0.221 

(0.096) 

Bugs (II) 0.208 

(0.082) 

0.059 

(0.407) 

0.169 

(0.107) 

0.221 

(0.119) 

-0.577 

(0.274) 

-1.374 

(2.056) 

0.035 

(0.045) 

-0.218 

(0.097) 

Large percentage of divergent transitions 

Stan (III) 0.335 

(0.075) 

-0.014 

(0.382) 

0.090 

(0.072) 

0.053 

(0.046) 

-0.50 

(0.29) 

-0.636 

(1.181) 

0.003 

(0.007) 

-0.221 

(0.053) 

Bugs (III) 0.338 

(0.074) 

-0.065 

(0.24) 

0.085 

(0.074) 

0.047 

(0.044) 

-0.51 

(0.29) 

-0.468 

(0.711) 

0.003 

(0.006) 

-0.221 

(0.050) 

True parameter values 

Scenario 1 0.3 0 0.15 0.11 -0.90 -0.67 0.0024 -0.20 
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3.2 Simulation study results 

Results of the simulation study will be thoroughly presented in the following 

sections. Specifically, performance measures (see Section 3.1.1) will be presented 

for each model separately in order to conduct a comparison of results across 

different evidential scenarios and allow for examination of the effects in the 

resulting inference through varying certain model parameters. Specifically, results 

of the simulation study for the BRMA-PNF and the model by Daniels and Hughes 

are presented i Section 3.2.1 and 3.2.2 respectively. Comparison between the 

BRMA-PNF and the model by Daniels and Hughes according to the performance 

measures and the probability to attain a valid surrogate endpoint, is presented in 

Section 3.2.3.  

3.2.1 Results of the simulation study for the BRMA-PNF model 

This section is dedicated in presenting the results of the simulation study when 

utilizing the BRMA-PNF model, with regards to the performance measures 

presented in Section 3.1.1. The absolute percentage bias and absolute bias across 

scenarios, for each of the estimands that were defined in Section 3.1.1, are 

presented in Table 11 and Table 12 respectively.  

The magnitude of bias when considering the conditional variance (denoted by 𝜓22) 

was particularly high, ranging from 368% to 147%). Thus it may be inferred that 

even when a large sample size of studies (n=100) is included in each meta-analysis 

dataset, it is unattainable to achieve an accurate mean posterior estimate, for a 

parameter that is very close to zero (i.e., 𝜓22 =0.0024). In addition, the magnitude 

of bias for 𝜓22 showcased a decreasing tendency as the number of studies increased. 

This decreasing tendency was more prominent when increasing the number of 

studies from 10 to 20 and from 20 to 30, while the decreasing tendency was less 

prominent when increasing the number of studies from 30 to 100 (see Figure 4 and 

Figure 5). On the contrary, increasing the between studies  correlation caused an 

increase in the absolute bias of 𝜓22 (i.e., from 0.005 to 0.008). 
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Similarly, when considering the regression intercept, (denoted by 𝜆0), it was 

proven that it was difficult to capture the true parameter value (i.e., 𝜆0 = 0), as the 

bias for the posterior mean estimate ranged from 0.12 to 0.05. Increasing the 

number of studies resulted in a decrease in the magnitude of bias (see Table 12 

and Figure 5). Additionally, increasing the between studies correlation resulted in 

a decrease in the magnitude of bias for 𝜆0. 

With respect to the regression coefficient of true effects on the surrogate, (denoted 

by 𝜆1), the magnitude of bias demonstrated a slight decreasing tendency as the 

number of studies increased from 10 to 20 and from 20 to 30. However, the 

observed decreasing tendency was more prominent as the number of studies 

increased from 30 to 100 (see Figure 4, Figure 5 and Table 12). Similarly, the 

effect of increasing the between studies correlation resulted in a decrease in the 

magnitude of bias for 𝜆1 (see Table 12). 

Regarding the between studies SD of the true effects on the surrogate and final 

endpoint, (denoted by 𝜏1and 𝜏2 respectively), the magnitude of bias ranged from 

0.06 to 0.02. The posterior estimates for the between studies SD of the true effects 

on the final outcome were slightly more biased than the corresponding ones for 

the surrogate endpoint. This pattern may be attributed to the fact the true value for 

𝜏2was smaller than the corresponding one for 𝜏1 (see Table 12). Additionally, the 

magnitude of bias demonstrated a decreasing tendency as ρ increased, regarding 

both 𝜏1 and 𝜏2 (see Table 10). 

With regard to the mean of the distribution of true effects on the surrogate 

endpoint, (denoted by 𝑑1), the magnitude of bias ranged from 20% to 6%. When 

considering the mean of the distribution of true effects on the final outcome, 

(denoted by 𝑑2), the posterior estimates were on average more biased than the ones 

for the surrogate endpoint. Specifically, the respective magnitude of bias ranged 

from 27% to 8%. Increasing the number of studies resulted in a decrease in the 

absolute bias, while increasing ρ caused an increase in the absolute bias, with 

respect to the means of both endpoints (see Table 12). 
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The bias for the between studies correlation, (denoted by ρ), decreased slightly as 

the number of studies increased from 10 to 20 and from 20 to 30, ranging from 

0.33 to 0.29. The decreasing tendency was more prominent when increasing the 

number of studies from 30 to 100, with the corresponding absolute bias ranging 

from 0.29 to 0.20. However, it should be noted that if  we consider the number of 

studies that were added sequentially in each scenario, (i.e., from scenario 1 to 3 

the number of studies is increased by 10 each time, while in scenario 4 the num ber 

of studies is increased by 70), we may conclude the following: the decreasing 

tendency in the absolute bias for each 10 unit increase of studies seems to be 

descending in an almost linear way (see Figure 4 and Table 11). Increasing ρ from 

-0.90 to -0.95 resulted in a slight decrease in the magnitude of bias (see Table 10). 
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Table 11. Absolute percentage bias for parameters in the BRMA-PNF and BRMA model. These measure is not presented for 𝜆0, as the true parameter value is 

equal to zero. 

Scenario Scenario Description Parameter 

 n 𝝉𝟏 𝝉𝟐 𝒅𝟏 𝒅𝟐 ρ 𝝀𝟏 𝝍𝟐
𝟐 𝝉𝟏 𝝉𝟐 𝒅𝟏 𝒅𝟐 ρ 

1 10 0.15 0.11 0.3 -0.20 -0.90 52.83 368.15 42.30 45.52 20.72 27.10 37.04 

2 20 0.15 0.11 0.3 -0.20 -0.90 47.95 220.14 30.75 34.97 13.95 19.13 34.93 

3 30 0.15 0.11 0.3 -0.20 -0.90 41.35 176.24 25.30 30.05 11.93 15.35 32.45 

4 100 0.15 0.11 0.3 -0.20 -0.90 25.95 147.43 14.19 16.70 6.60 8.22 25.33 

5 20 0.20 0.16 0.3 -0.22 -0.95 35.81 339.02 24.68 29.16 15.81 19.51 31.18 

 

Table 12. Absolute bias for parameters in the BRMA-PNF and BRMA model. 

Scenario Scenario Description Parameter 

 n 𝝉𝟏 𝝉𝟐 𝒅𝟏 𝒅𝟐 ρ 𝝀𝟎 𝝀𝟏 𝝍𝟐
𝟐 𝝉𝟏 𝝉𝟐 𝒅𝟏 𝒅𝟐 ρ 

1 10 0.15 0.11 0.3 
-

0.20 
-0.90 0.116 0.356 0.009 0.063 0.051 0.062 0.055 0.333 

2 20 0.15 0.11 0.3 
-

0.20 
-0.90 0.103 0.323 0.005 0.046 0.039 0.042 0.039 0.314 

3 30 0.15 0.11 0.3 
-

0.20 
-0.90 0.087 0.279 0.004 0.038 0.034 0.036 0.031 0.292 

4 100 0.15 0.11 0.3 
-

0.20 
-0.90 0.054 0.174 0.003 0.019 0.019 0.019 0.016 0.206 

5 20 0.20 0.16 0.3 
-

0.22 
-0.95 0.088 0.267 0.008 0.049 0.046 0.047 0.044 0.296 
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The MSE across scenarios, for each of the estimands that were defined in Section 

3.1.1, is presented in Table 13. The MSE decreased as the number of studies 

increased similar to the effect observed for absolute bias, when considering all the 

defined estimands. While the MSE for ρ decreased following an almost linear 

pattern as the number of studies increased, the MSE for 𝜏1 and 𝜏2 decreased 

following an approximate rate of 1 𝑛2⁄  (see Figure 7). Similarly the MSE for the 

conditional variance showcased a decreasing tendency following an approximate 

rate of 1 𝑛3⁄ . When considering the effect of increasing the between studies 

correlation from -0.90 to -0.95, the MSE decreased for 𝜆0, 𝜆1 and ρ. On the 

contrary, the opposite was observed for the remaining parameters (see Figure 8). 

Results regarding the coverage probability of parameters in the BRMA-PNF and 

BRMA model are presented in Table 14. The 95% CrIs corresponding to the first 

scenario resulted in coverage above the nominal, with respect to all the specified 

estimands. This could be attributed to increased uncertainty in the resulting 

posterior distributions of the estimands, resulting in wide CrIs as observed in 

Figure 9. Additionally, regarding the majority of the 95% CrIs of 𝜆0, for which the 

true parameter value is excluded from the respective 95% CrI, this is attributed to 

downward bias in the estimations (i.e., the 95% CrIs fall below zero 

systematically, see Figure 9). On the contrary, when considering 𝜆1the true 

parameter value is excluded due to upward bias in the estimations (i.e., the 95% 

CrIs fall systematically above -0.67, see Figure 9). The aforementioned pattern 

regarding the association between the bias of 𝜆0and 𝜆1becomes more pronounced 

as the sample size increases (i.e., when N=20, N=30 and N=100, see Figure 10, 

Figure 11, and Figure 12). Thus, it may be concluded that there exists a negative 

correlation between 𝜆0and 𝜆1, which results in the observed pattern regarding the 

association between the bias of 𝜆0and 𝜆1. The effect of over-coverage decreases as 

the number of studies increases to N = 20 and 30, when considering all parameters 

apart from ρ (see Table 14). This may be attributed to reduced uncertainty in the 

posterior distributions, as observed in Figure 10 and Figure 11. When the number 

of studies is equal to 100, under-coverage is observed for 𝜆0 and 𝜆1, while the 
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coverage for 𝜏1, 𝜏2, 𝑑1, and 𝑑2 is close to nominal. The observed under-coverage 

for 𝜆0 and 𝜆1, may be attributed to downward and upward bias in the posterior 

estimates of 𝜆0and 𝜆1respectively, combined with reduced uncertainty in the 95% 

CrIs (see Figure 12). 

When the between studies correlation is increased from -0.90 (i.e., see Table 14, 

Scenario 2) to -0.95 (i.e., see Table 14, Scenario 5), this results in the coverage 

probability being shifted closer to the nominal for all the estimands. Specifically, 

regarding the majority of the estimands the coverage probability is equal to 0.96. 

When considering the conditional variance and the between studies correlation a 

slight reduction occurs in the over-coverage as ρ is increased: i.e., the coverage 

probability is reduced from 1 to 0.99. 

Finally, the AMCE (see Section 3.1.1.4) was calculated as a percentage of the true 

parameter value, in order to assess the efficiency  of the HMC sampling in terms 

of deriving accurate estimates for the posterior mean estimates. When observing 

Figure 6, it is evident that the MC error was low for the majority of parameters, 

apart from 𝜆1 and 𝜓22. Specifically, when considering the majority of parameters 

in the BRMA-PNF, the AMCE was below 1.5%. With regard to 𝜆1 and 𝜓22, the 

AMCE ranged from 1%-4% and 5%-20% respectively (see Figure 6). Thus, 

implying that a larger number of post-warm-up samples would be required in order 

to acquire better accuracy of the mean posterior estimates.  

It should be noted that as the number of studies increased, the AMCE showcased 

a decreasing tendency with respect to all the parameters apart from the between 

studies correlation. Specifically, the pattern that was evident when considering ρ 

was the opposite, e.g., the AMCE increased as the number of studies increased. 

The aforementioned pattern demonstrates a difficulty in deriving highly accurate 

HMC samples, when the signal for the between studies correlation is stronger. 

Specifically, the more the studies are increased, the more the likelihood of the data 

indicates that the true parameter value, (i.e., ρ=-0.90), lies on the edge of the 

parameter space. Thus it could be presumed that it is more difficult to obtain 

accurate estimates due to the exploration of the HMC being shifted towards the 
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edge of the parameter space. Finally, as the between studies correlation increased 

a decreasing tendency was observed with respect to all the parameters (see Figure 

6). 

Sensitivity analyses were conducted, in order to examine the effect of choice of 

prior distribution for the parameters in the BRMA-PNF in the resulting absolute 

bias. Table 15 presents results and the combination of prior distributions that were 

used for sensitivity analyses, along with the base case priors used in all the 

scenarios in the simulation study. The simulated datasets that were used in 

sensitivity analyses were generated according to first scenario for which the 

sample size of the meta-analytic datasets was the lowest across all scenarios (i.e., 

N=10). Specifically, this choice was made because the influence of prior 

distribution on the posterior estimates is expected to be stronger when the number 

of datapoints is low. 

Sensitivity analyses with respect to the choice of prior distribution for the between 

studies standard deviations (denoted by 𝜏1 and 𝜏2) resulted in the same amount of 

bias in the posterior estimates, see Table 15. The prior that was used for sensitivity 

analyses was a positive truncated normal with a standard deviation equal to 4. 

Specifically, the objective was to utilize a prior that would impose less shrinkage 

towards zero, when compared to the base prior which had a standard deviation 

equal to 2 (see Table 15). 

Sensitivity analysis was also conducted with regard to the prior distribution for 

the regression constant term (denoted by 𝜆0). The prior used in sensitivity analysis 

for 𝜆0 was specified as N(0,10). The aforementioned prior implies less shrinkage 

towards zero when compared to the N(0,5) prior that was used as a base case in 

the simulation study. Results of the sensitivity analysis suggest that the amount of 

bias occurring in the estimated parameters remains the same for the majority of 

parameters, irrespective of the choice of prior distribution (see Table 15). 

However, a slight increase in the resulting absolute bias of 𝜆0 and 𝜆1 was observed 

as the standard deviation of the normal distribution was increased from 5 to 10. 

Specifically, the absolute bias increased by 0.013 and 0.042 when considering 𝜆0 
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and 𝜆1 respectively. Although the prior specification for 𝜆0 seemed to have an 

effect on the resulting bias for 𝜆0 and 𝜆1, the magnitude of the increase in bias was 

small. 
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Table 13. Mean squared error for parameters in the BRMA-PNF and BRMA model. 

Scenario Scenario Description Parameter 

 n 𝝉𝟏 𝝉𝟐 𝒅𝟏 𝒅𝟐 ρ 𝝀𝟎 𝝀𝟏 𝝍𝟐
𝟐 𝝉𝟏 𝝉𝟐 𝒅𝟏 𝒅𝟐 ρ 

1 10 0.15 0.11 0.3 -0.20 -0.90 0.02550 0.24309 0.00018 0.00659 0.00483 0.00625 0.00488 0.11526 

2 20 0.15 0.11 0.3 -0.20 -0.90 0.01914 0.20296 0.00006 0.00316 0.00230 0.00268 0.00238 0.10482 

3 30 0.15 0.11 0.3 -0.20 -0.90 0.01507 0.15385 0.00004 0.00218 0.00171 0.00206 0.00158 0.09371 

4 100 0.15 0.11 0.3 -0.20 -0.90 0.00432 0.04497 0.00001 0.00058 0.00057 0.00056 0.00043 0.05582 

5 20 0.20 0.16 0.3 -0.22 -0.95 0.01345 0.11988 0.00011 0.00382 0.00317 0.00353 0.00301 0.09728 

 

Table 14. Coverage probability for parameters in the BRMA-PNF and BRMA model. 

Scenario Scenario Description Parameter 

 n 𝝉𝟏 𝝉𝟐 𝒅𝟏 𝒅𝟐 ρ 𝝀𝟎 𝝀𝟏 𝝍𝟐
𝟐 𝝉𝟏 𝝉𝟐 𝒅𝟏 𝒅𝟐 ρ 

1 10 0.15 0.11 0.3 
-

0.20 
-0.90 0.99 0.99 0.99 0.97 0.98 0.96 0.97 1.00 

2 20 0.15 0.11 0.3 
-

0.20 
-0.90 0.98 0.98 1.00 0.96 0.98 0.96 0.95 1.00 

3 30 0.15 0.11 0.3 
-

0.20 
-0.90 0.96 0.95 1.00 0.96 0.97 0.94 0.94 1.00 

4 100 0.15 0.11 0.3 
-

0.20 
-0.90 0.93 0.93 0.98 0.95 0.96 0.94 0.95 0.98 

5 20 0.20 0.16 0.3 
-

0.22 
-0.95 0.96 0.96 0.99 0.96 0.97 0.96 0.95 0.99 
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Table 15. Sensitivity analysis regarding the prior specification for the BRMA-PNF: the absolute bias of the estimands is presented regarding both the base case 

priors used in the simulation study and the priors used for sensitivity analyses 

Description of prior specification Parameter 

Base case priors used in the simulation study  𝜆0 𝜆1 𝜓22 𝜏1 𝜏2 𝑑1 𝑑2 ρ 

𝜏1, 𝜏2~ Ν(0, 2)×I (0, +∞) 

𝜆0~N(0, 5) 
0.116 0.356 0.009 0.063 0.051 0.062 0.055 0.333 

Priors used for sensitivity analyses for 𝜆0  

𝜏1, 𝜏2~ Ν(0, 2)×I (0, +∞) 

𝜆0~N(0, 10) 
0.129 0.398 0.009 0.063 0.051 0.062 0.055 0.333 

Priors used for sensitivity analyses for 𝜏1 and 

𝜏2 
 

𝜏1, 𝜏2~N(0, 4) 

𝜆0~N(0, 5) 
0.117 0.355 0.009 0.063 0.051 0.062 0.054 0.333 

Note: Sensitivity analyses presented above, are with respect to the first scenario of the simulation study, as the sample size of the meta-analytic datasets for the 

first scenario is the lowest across all scenarios in the simulation study (i.e., N=10) 
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Figure 4. Effect of increasing the number of studies on the absolute percentage bias for selected parameters in the BRMA-PNF. 
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Figure 5. Effect of increasing the number of studies on the absolute bias for selected parameters in the BRMA-PNF. 
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Figure 6. Heatmap of the average MC error as a percentage of the true parameter value, with respect to the predefined estimands of the BRMA-PNF model 
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Figure 7. Effect of increasing the number of studies on the MSE for selected parameters in the BRMA-PNF. 
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Figure 8. Effect of increasing the between studies correlation on the MSE of selected parameters in the BRMA-PNF. 
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Figure 9. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 1 for 

BRMA-PNF. 
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Figure 10. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 2 for 

BRMA-PNF. 
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Figure 11. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 3 for 

BRMA-PNF. 
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Figure 12. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 4 for 

BRMA-PNF. 
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Figure 13. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 5 for 

BRMA-PNF. 
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3.2.2 Results of the simulation study for the model by Daniels 

& Hughes 

This section presents the results of the simulation study when utilizing the model 

by Daniels and Hughes, with regards to the performance measures presented in 

Section 3.1.1. The absolute percentage bias and absolute bias across scenarios, for 

each of the estimands that were defined in Section 3.1.1, are presented in Table 16 

and Table 17 respectively. 

The magnitude of bias when considering the conditional variance (denoted by 𝜓22) 

was particularly high, ranging from 469% to 76%). Similar to the corresponding 

results observed for the BRMA-PNF model, it was observed that even when a large 

sample size of studies (n=100) is included in each meta-analysis dataset, it is 

unattainable to achieve an accurate estimate for this parameter as its true value 

lies very close to zero (i.e., 𝜓22=0.0024). Specifically, the absolute bias for the 

conditional variance was equal to 0.002 when the number of studies was equal to 

100. The magnitude of bias for 𝜓22 showcased a decreasing tendency as the number 

of studies increased. The abovementioned decreasing tendency was more 

prominent when increasing the number of studies from 10 to 20 and from 20 to 30 , 

while the decreasing tendency was less prominent when increasing the number of 

studies from 30 to 100 (see Figure 14 and Table 17). On the contrary, increasing 

the between studies correlation caused a slight increase in the absolute bias of 𝜓22 

(i.e., from 0.005 to 0.006). 

Similarly, when considering the regression intercept, (denoted by 𝜆0), it was 

proven that it was difficult to capture the true parameter value (i.e., 𝜆0= 0), as the 

bias for the posterior mean estimate ranged from 0.11 to 0.09. Increasing the 

number of studies resulted in a decrease in the magnitude of bias (see Table 17 

and Figure 14). Additionally, increasing the between studies correlation resulted 

in a decrease in the magnitude of bias for 𝜆0. The abovementioned decreasing 

tendency had a proportionate rate of 1/n (i.e., it was more prominent when 

increasing the number of studies from 10 to 20 and from 20 to 30, while it was less 
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prominent when increasing the number of studies from 30 to 100). Finally, the 

magnitude of bias for 𝜆0 reduced by 0.003 as the between studies correlation was 

increased from -0.95 to -0.90(see Figure 14 and Table 17). 

With respect to the regression coefficient of true effects on the surrogate, (denoted 

by 𝜆1), the magnitude of bias demonstrated a slight decreasing tendency as the 

number of studies increased from 10 to 20 and from 30 to 100 (i.e., the absolute 

bias decreased by 0.015 and 0.011 respectively). On the contrary increasing the 

number of studies from 20 to 30 resulted in a tenuous increase in the absolu te bias, 

namely the absolute bias increased by 0.001 (see Figure 14 and Table 17). 

Increasing the between studies correlation resulted in a decrease in the magnitude 

of bias for 𝜆1 (see Figure 14 and Table 17). 

Table 16. Absolute percentage bias for parameters in the model by Daniels & Hughes, across scenarios 

examined in the simulation study 

Scenario Scenario Description Parameter 

 n 𝜏1 𝜏2 𝑑1 𝑑2 ρ 𝜆1 𝜓22 

1 10 0.15 0.11 0.3 -0.20 -0.90 51.85 469.02 

2 20 0.15 0.11 0.3 -0.20 -0.90 49.63 204.41 

3 30 0.15 0.11 0.3 -0.20 -0.90 49.79 146.23 

4 100 0.15 0.11 0.3 -0.20 -0.90 48.24 76.43 

5 20 0.20 0.16 0.3 -0.22 -0.95 42.77 248.69 
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Table 17. Absolute bias for parameters in the model by Daniels & Hughes, across scenarios examined in 

the simulation study 

Scenario Scenario Description Parameter 

 n 𝜏1 𝜏2 𝑑1 𝑑2 ρ 𝜆0 𝜆1 𝜓22 

1 10 0.15 0.11 0.3 -0.20 -0.90 0.115 0.350 0.011 

2 20 0.15 0.11 0.3 -0.20 -0.90 0.104 0.335 0.005 

3 30 0.15 0.11 0.3 -0.20 -0.90 0.101 0.336 0.004 

4 100 0.15 0.11 0.3 -0.20 -0.90 0.098 0.325 0.002 

5 20 0.20 0.16 0.3 -0.22 -0.95 0.098 0.319 0.006 

 

The MSE across scenarios, for each of the estimands that were defined in Section 

3.1.1, is presented in Table 18. Increasing the number of studies resulted in a 

decrease in the MSE when considering all parameters in the model by Daniel s and 

Hughes. When considering the regression intercept and the conditional variance, 

the observed decreasing effect when increasing the number of studies from 10 to 

20, and from 20 to 30 was more prominent than when increasing the number of 

studies from 30 to 100 (see Figure 17). Increasing the between studies correlation 

from -0.90 to -0.95 resulted in a slight decrease in the resulting MSE when 

considering 𝜆0and 𝜆0 (see Figure 17). On the contrary, the opposite effect was 

observed for the conditional variance, as the MSE increased by 0.00003.  

Table 18. Mean squared error for parameters in the model by Daniels and Hughes 

Scenario Scenario Description Parameter 

 n 𝜏1 𝜏2 𝑑1 𝑑2 ρ 𝜆0 𝜆1 𝜓22 

1 10 0.15 0.11 0.3 -0.20 -0.90 0.01902 0.16030 0.00028 

2 20 0.15 0.11 0.3 -0.20 -0.90 0.01411 0.13492 0.00005 

3 30 0.15 0.11 0.3 -0.20 -0.90 0.01285 0.13211 0.00003 

4 100 0.15 0.11 0.3 -0.20 -0.90 0.01043 0.11166 0.00001 

5 20 0.20 0.16 0.3 -0.22 -0.95 0.01300 0.12535 0.00008 
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Results regarding the coverage probability of parameters in the model by Daniel s 

and Hughes are presented in Table 19.  

When considering the conditional variance, the coverage probability was well 

above the nominal regarding all the scenarios that were examined in the simulation 

study. This may be attributed to the large amount of uncertainty, evident in the 

posterior distribution of the conditional variance, across scenarios. It should be 

noted that the length of the 95% CrIs gradually decreased as the sample size 

increased, see Figure 19 to Figure 22. However, there was still a considerable 

amount of uncertainty in the posterior distribution of the conditional variance, 

even when the sample size was equal to 100 (see Figure 22). 

The coverage probability for 𝜆0 when considering results of the first scenario, was 

slightly below the nominal, namely it was equal to 0.933. Additionally, the 

coverage probability for 𝜆0 rapidly decreased as the sample size increased to 20, 

30  and 100, namely it was equal to 0.774, 0.595 and 0.097 respectively. The under -

coverage for 𝜆0was a result of reduced uncertainty as the sample size increased, 

combined with systematically downwards biased estimates (see Figure 19 to 

Figure 22). 

The coverage for 𝜆1 was the highest in the first scenario (namely, it was equal to 

0.868), due to increased uncertainty in the posterior distribution (see Figure 19). 

Similarly to the results observed for 𝜆0, when considering 𝜆1 the coverage 

probability was well below the nominal and followed a decreasing tendency as the 

sample size increased (i.e., it was equal to 0.598, 0.407 and 0.033 for sample size 

equal to 20, 30 and 100 respectively). The under-coverage for 𝜆1 across scenarios, 

was a result of the posterior estimates being systematically upwards biased (see 

Figure 19 to Figure 22). 

Finally, it should be noted that increasing the between studies correlation from -

0.90 (i.e., 2nd scenario, Table 18) to -0.95 (i.e., 3rd scenario, Table 18), resulted in 

better results in terms of coverage for all the parameters. Specifically, the under 

coverage of the 95% CrIs of 𝜆1 and 𝜆0 decreased as the between studies correlation 
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increased. Additionally, when considering the conditional variance, a slight 

decrease in the over coverage of the 95% CrIs was observed.  

Table 19. Coverage probability for parameters in the model by Daniels and Hughes 

Scenario Scenario Description Parameter 

 n 𝜏1 𝜏2 𝑑1 𝑑2 ρ 𝜆0 𝜆1 𝜓22 

1 10 0.15 0.11 0.3 -0.20 -0.90 0.933 0.868 0.998 

2 20 0.15 0.11 0.3 -0.20 -0.90 0.774 0.598 0.999 

3 30 0.15 0.11 0.3 -0.20 -0.90 0.595 0.407 0.996 

4 100 0.15 0.11 0.3 -0.20 -0.90 0.097 0.033 0.996 

5 20 0.20 0.16 0.3 -0.22 -0.95 0.796 0.617 0.996 

 

Overall, a negative association was observed with respect to the bias occurring in 

the posterior estimates of 𝜆0 and 𝜆1. Specifically, it was evident across all scenarios 

that downward bias in 𝜆0 occurred along with upward bias in 𝜆1 (see Figure 19 to 

Figure 22). An exploratory process was conducted, in order to examine if the 

resulting pattern in the coverage probability for 𝜆0 and 𝜆1 was due to the negative 

correlation between the two parameters. Specifically, the model by Daniels and 

Hughes was reparametrized by centering the effects on the surrogate endpoint. As 

the same association between the bias of the two parameters was observed when 

using centered effects, this scenario was not furthered pursued. 

In order to further explore the aitiology behind the observed under-coverage for 

𝜆0 and 𝜆1 an additional scenario was conducted. Specifically, in this scenario the 

true value for the conditional variance was almost 3 times above the one used for 

the rest of the scenarios in the simulation study (i.e., 𝜓22 = 0.0064 versus 𝜓22= 

0.0024). In addition, the between studies heterogeneity was more substantial 

regarding this additional scenario (i.e., 𝜏1 = 0.36 and 𝜏2 = 0.18, see Table 20). The 

sample size was equal to 100, as for this specific scenario results about 𝜆0 and 𝜆1 

demonstrated substantial under coverage. The between studies correlation in the 

exploratory scenario was equal to the corresponding one in the 4 th scenario (i.e., ρ 
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= -0.90). The coverage probability for the abovementioned exploratory scenario 

(scenario 6) is presented in Table 20, along with the corresponding coverage 

probability for the 4 th scenario. The coverage probability for 𝜆0 in the 6th scenario 

was equal to 0.881 versus 0.097 in the 4 th scenario (Table 20). When considering 

𝜆1 the coverage probability for the 6 th scenario was equal to 0.705 versus 0.033 in 

the 4th scenario. It should be noted that the same pattern between the absolute bias 

of 𝜆0 and 𝜆1 was also observed in the 6 th scenario. Specifically, regarding the 

datasets for which the true parameter values were excluded from the 95% CrIs, the 

estimates of 𝜆0 were systematically downwards biased while the estimates of 𝜆1 

were systematically upwards biased (see Figure 23). Thus, it may be concluded 

that the under coverage observed when utilizing the model by Daniel s & Hughes 

is primarily due to the low between studies heterogeneity (i.e., 𝜏1=0.15 and 

𝜏2=0.11) assumed for the data generating mechanism. Additionally, when 

observing Figure 22 and Figure 23, it is evident that the model by Daniels and 

Hughes has a much better performance the 6 th scenario where the between studies 

heterogeneity is larger as the credible intervals are more targeted towards the true 

parameter value when considering 𝜆0 and 𝜆1. 

Table 20. Comparison of the coverage probability for the model by Daniels & Hughes, between the 

exploratory scenario (Scenario 6, where larger between studies heterogeneity was assumed), and the base 

case scenario (Scenario 4) 

Scenario 
Scenario description Parameter 

n 𝜏1 𝜏2 𝜓22 ρ 𝜆0 𝜆1 𝜓22 

4 100 0.15 0.11 0.0024 -0.90 0.097 0.033 0.996 

6 100 0.37 0.18 0.0064 -0.90 0.881 0.705 0.994 

The AMCE was calculated as a percentage of the true parameter value, when 

considering the model by Daniels and Hughes (see Figure 18). With respect to 𝜆1 

the AMCE was below 1% across all scenarios. On the contrary, when considering 

𝜓22, the AMCE ranged from 10% to 35%, indicating more noise in the respective 

mean posterior estimate. A decreasing tendency was observed as the number of 

studies increased with respect to both 𝜆1 and 𝜓22. Additionally, a decreasing 

tendency was observed as the between studies correlation was increased from -
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0.90 to -0.95 with respect to 𝜆1. However, when considering 𝜓22 the opposite 

pattern was observed, i.e., the AMCE showcased an increasing tendency (see 

Figure 18). Thus, it could be presumed that the there exists a different as sociation 

in terms of the HMC sampling and obtaining accurate mean posterior estimates, as 

the signal of strong correlation becomes more apparent through the likelihood. 

Sensitivity analyses were conducted, in order to examine the robustness of the 

results of the simulation study, when utilizing the model by Daniels and Hughes. 

Specifically, the absolute bias of parameters in the model by Daniel s & Hughes 

was used as a measure of the effect of choice of prior distribution. Table 21 

presents results and the combination of prior distributions that were used fo r 

sensitivity analyses, along with the base case priors used in all the scenarios in the 

simulation study. The simulated datasets that were used in sensitivity  analyses 

were generated according to first scenario for which the sample size of the meta -

analytic datasets was the lowest across all scenarios (i.e., N=10). Specifically, this 

choice was made because the influence of prior distribution on the posterior 

estimates is expected to be stronger when the number of datapoints is low.  

The prior that was used for sensitivity analysis regarding the conditional standard 

deviation (denoted by 𝜓2), was a positive truncated normal with a standard 

deviation equal to 4, while the base case prior used in the simulation study was a 

positive truncated normal with a standard deviation equal to 2. This choice was 

made in order to reduce the amount of shrinkage imposed by the prior, towards 

zero. Thus, the prior used for sensitivity analysis was less informative when 

compared to the base case prior, taking into consideration that the true value of 

the conditional standard deviation was equal to 0.048. The resulting absolute bias 

for parameters in the model by Daniels and Hughes, when using the N(0,4)I(0,∞) 

prior for 𝜓2, was the almost the same as the absolute bias observed when using the 

base case prior (see Table 21). 

Sensitivity analyses were also conducted with respect to the choice of prior 

distribution for the regression coefficients of true effects on the surrogate 

endpoint, and the regression constant term (denoted by 𝜆1 and 𝜆0, respectively). 
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The effect of choice of prior distribution9 was examined for each  of the 

abovementioned parameters in a separate scenario analysis (see Table 21). 

Specifically, the prior used for sensitivity analysis for 𝜆1and 𝜆0 was a N(0, 5), 

versus the base case prior for these parameters which was defined as N(0,10). This 

choice was made in order to reach a conclusion, about whether the posterior 

estimates would be shifted towards the true value in a higher extend, as the amount 

of information for the parameters increased. Note that the true values for 𝜆0 and 

𝜆1 where equal to 0 and -0.67 respectively. Thus, the prior used for sensitivity 

analyses imposes a larger amount of shrinkage towards values of small magnitude, 

when compared to the base case prior distributions used in the simulation study.  

Sensitivity analyses conducted for 𝜆0and 𝜆1, demonstrated the same amount of 

absolute bias with respect to all the parameters in the model by Daniel s and 

Hughes, when compared to the results of the base case priors (see Table 21). 

Overall, based on the sensitivity analyses it may be concluded that results of th e 

simulation study were robust with respect to the choice of prior distributions. 

However, the priors used for sensitivity analyses where from the same parametric 

family as the priors used in the base case. Implementation of additional scenarios 

where priors would be selected from a different parametric family than the one in 

the base case, would also be insightful regarding the robustness of the resul ts. 

However, conducting additional sensitivity analyses would be computationally 

expensive, hence it was not pursued further. 
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Table 21. Sensitivity analysis regarding the prior specification for the model by Daniels & Hughes: the 

absolute bias of the estimands is presented regarding both the base case priors used in the simulation study 

and the priors used for sensitivity analyses 

Description of prior specification Parameter 

Base case priors used in the simulation study  𝜆0 𝜆1 𝜓22 

𝜓2~ N(0, 2)×I (0, +∞) 

𝜆0~N(0, 10)  

𝜆1~ N(0, 10) 

0.115 0.350 0.011 

Priors used for sensitivity analyses for 𝜓2  

𝜓2~ Ν(0, 4)×I (0, +∞) 

𝜆0~N(0, 10)  

𝜆1~ N(0, 10) 

0.114 0.348 0.011 

Priors used for sensitivity analyses for 𝜆0  

𝜓2~ Ν(0, 2)×I (0, +∞) 

𝜆0~N(0, 5)  

𝜆1~ N(0, 10) 

0.115 0.350 0.011 

Priors used for sensitivity analyses for 𝜆1  

𝜓2~ Ν(0, 2)×I (0, +∞) 

𝜆0~N(0, 10)  

𝜆1~ N(0, 5) 
0.115 0.350 0.011 
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Figure 14. Effect of increasing the number of studies on the absolute bias for parameters in the model by Daniels and Hughes 
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Figure 15. Effect of increasing the between studies correlation on the absolute bias for parameters in the model by Daniels and Hughes 
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Figure 16. Effect of increasing the number of studies on the absolute percentage bias for parameters in the model by Daniels and Hughes 
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Figure 17. Effect of increasing the number of studies on the respective MSE of parameters in the model by Daniels and Hughes 
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Figure 18. Heatmap of the average MC error as a percentage of the true parameter value, with respect to the parameters in the model by Daniels and Hughes 
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Figure 19. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 1 for the 

model by Daniels & Hughes. The black vertical line corresponds to the true parameter value for the respective parameter represented in each plot. 
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Figure 20. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 2 for the 

model by Daniels & Hughes. The black vertical line corresponds to the true parameter value for the respective parameter represented in each plot. 
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Figure 21.Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 3 for the 

model by Daniels & Hughes. The black vertical line corresponds to the true parameter value for the respective parameter represented in each plot. 
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Figure 22. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 4 for the 

model by Daniels & Hughes. The black vertical line corresponds to the true parameter value for the respective parameter represented in each plot. 
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Figure 23. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 6 for the 

model by Daniels & Hughes. The black vertical line corresponds to the true parameter value for the respective parameter represented in each plot. 
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Figure 24. Plot of the 95% CrIs of parameters corresponding to the surrogacy criteria, ranked by their respective length, regarding results of Scenario 5 for the 

model by Daniels & Hughes. The black vertical line corresponds to the true parameter value for the respective parameter represented in each plot. 

.
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3.2.3 Model Comparison 

This section presents a comparison of the BRMA-PNF and the model by Daniels 

and Hughes with respect to the probability to attain a valid surrogate endpoint and 

the remaining performance measures listed in Section 3.1.1.  

Results regarding the performance of the BRMA-PNF and the model by Daniels 

and Hughes with respect to absolute bias, are presented in Table 22. 

As the sample size increased, the BRMA-PNF demonstrated better performance in 

terms of absolute bias when considering 𝜆0 and 𝜆1, when compared to the model 

by Daniels and Hughes. Specifically, these results were evident as the sample size 

increased to 20,30 and 100, where the BRMA-PNF demonstrated increasingly 

smaller bias than the model by Daniels and Hughes. On the contrary, when 

considering the 1st scenario the model by Daniels and Hughes demonstrated better 

performance in absolute bias, when considering 𝜆0 and 𝜆1, relative to the BRMA-

PNF. Additionally, when considering the conditional variance the model  by 

Daniels and Hughes showcased better performance than the BRMA-PNF across all 

scenarios apart from the 1st scenario, (see Table 22).  

Overall, the following relationship was found to hold with regard to the diff erence 

in absolute bias between the two models: in the occasion that the BRMA-PNF 

performed better regarding 𝜆0 and 𝜆1, then the model by Daniels and Hughes would 

demonstrate better performance when considering the conditional variance.  

Specifically, as the sample size increased the model by Daniels and Hughes 

demonstrated increasingly smaller bias than the BRMA-PNF, with respect to the 

conditional variance.  

Therefore, a relationship was observed between the difference in bias regarding 

the regression coefficients and the conditional variance. The aforementioned 

relationship could be due to the following: the conditional variance in the model 

by Daniels and Hughes is a stochastic parameter while in the BRMA-PNF it is 

deterministically sampled as 𝜏22(1-𝜌2). Therefore, it could be inferred that the 
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factor (1-𝜌2) played a crucial role in the difference in absolute bias between the 

two models when considering the conditional variance, by inflating the absolute 

bias of 𝜓22 in the BRMA-PNF. However, it should be noted that the difference in 

absolute bias regarding the conditional variance was not substantial in the cases 

that the DH model performed better than the BRMA-PNF, e.g., it was less than 

0.001. 

Table 22. Difference in absolute bias regarding the parameters of the surrogacy criteria, between the 

BRMA-PNF and the model by Daniels and Hughes: negative differences imply that the BRMA-PNF 

achieved smaller bias than the model by Daniels and Hughes  

Scenario Scenario Description Parameter 

 n 𝜏1 𝜏2 𝑑1 𝑑2 ρ 𝜆0 𝜆1 𝜓22 

1 10 0.15 0.11 0.3 -0.20 -0.90 0.0015 0.0067 -0.0024 

2 20 0.15 0.11 0.3 -0.20 -0.90 -0.0013 -0.0113 0.0004 

3 30 0.15 0.11 0.3 -0.20 -0.90 -0.0136 -0.0569 0.0007 

4 100 0.15 0.11 0.3 -0.20 -0.90 -0.0440 -0.1516 0.0009 

5 20 0.20 0.16 0.3 -0.22 -0.95 -0.0092 -0.0519 0.0022 

 

In order to examine if the magnitude of bias evident in ρ, influenced in a big extend 

the magnitude of bias in the conditional variance, (and therefore  whether it was 

the driving factor between the difference in the absolute bias between the BRMA-

PNF model and the model by Daniels and Hughes) the following process was 

followed: the 4th scenario regarding the BRMA-PNF model was re-implemented 

with the same datasets in the evidence base, but this time ρ was a fixed parameter 

in the model (i.e., its true value was used). The absolute bias of parameters 

regarding the 4th scenario when utilizing the BRMA-PNF model, by considering ρ 

both as a stochastic and as a deterministic parameter are presented in Table 23. 

The absolute bias regarding 𝜆0, 𝜆1 and 𝜓22 reduced in the scenario where ρ was a 

deterministic parameter when compared to the scenario where ρ was a stochastic 

parameter. It should be noted that the absolute bias regarding the rest of the 

parameters remained the same (see Table 23). An outstanding reduction regarding 

the absolute bias of 𝜓22 was demonstrated when ρ was a deterministic parameter 
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relevant to the scenario where ρ was a stochastic parameter, namely the absolute 

bias was equal to 0.0008 and 0.003 respectively. Thus, the hypothesis previously 

made, that the quantity (1-𝜌2) was the driving factor in inflating the bias of 𝜓22, as 

the absolute bias of 𝜏2 remained stable between the scenarios where ρ was 

deterministic and stochastic respectively.  

Table 23. Absolute bias of parameters in the BRMA-PNF model: (i) when the between studies correlation ρ 
is a stochastic parameter in the model (base case); (ii) when considering ρ as deterministic (i.e., the true 
value of ρ was used in the model) 

Scenario 

Number 

of 

studies 

True 

value for 

ρ 

Parameter 

n ρ 𝜆0 𝜆1 𝜓22 𝜏1 𝜏2 𝑑1 𝑑2 ρ 

4 stochastic 

ρ 
100 -0.90 0.054 0.174 0.003 0.019 0.019 0.019 0.016 0.206 

4 

deterministic 

ρ 

100 -0.90 0.041 0.129 0.0008 0.019 0.019 0.018 0.016 NA 

Abbreviations: NA, non-applicable 

 

Table 24 presents the difference in absolute bias when considering the 4th 

scenario, in the following cases: (i) with respect to the BRMA-PNF with ρ as a 

deterministic parameter and the model by Daniels and Hughes (ii) with respect to 

the BRMA-PNF with ρ as a stochastic parameter and the model by Daniels and 

Hughes. The difference in absolute bias between the BRMA-PNF and the model 

by Daniels and Hughes in the 4th scenario where ρ was a deterministic parameter, 

showcased that the BRMA-PNF outperformed the model by Daniels and Hughes 

with respect to all the surrogacy parameters (see Table 24). Thus, it may be 

concluded that the reason for which the model by Daniels and Hughes increasingly 

outperformed the BRMA-PNF as the sample size increased (see Table 22), when 

considering the absolute bias of the conditional  variance, was due to the inflation 

caused by the absolute bias in ρ. Based on the aforementioned conclusions, the 

better performance of the model by Daniels and Hughes in terms of absolute bias 

regarding the conditional variance, as the between study correlation increased 

from -0.90 to -0.95 (see Scenario 2 and 5 in Table 22), could also be due to the 

inflation of the absolute bias of the conditional variance due to the bias in ρ. 
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Table 24. Difference in absolute bias when considering the fourth scenario, in the following cases: (i) with 

respect to the BRMA-PNF, with ρ as a stochastic parameter, and the model by Daniels and Hughes; (ii) 

with respect to the BRMA-PNF, with ρ as a deterministic parameter, and the model by Daniels and 

Hughes;  

Scenario 

Number of 

studies 

True value 

for ρ 
Parameter 

n ρ 𝜆0 𝜆1 𝜓22 

(i) Scenario 4 

stochastic ρ in 

BRMA-PNF 

100 -0.90 -0.0440 -0.1516 0.0009 

(ii) Scenario 4 

deterministic ρ in 

BRMA-PNF 

100 -0.90 -0.0568 -0.1963 -0.001 

Note: negative differences imply that the BRMA-PNF achieved smaller absolute bias than the model by 

Daniel & Hughes. 

 

The results regarding the probability to attain a valid surrogate endpoint according 

to the criteria set by Daniels and Hughes and IQWiG, are presented in Table 25. 

Overall, the probability to attain a valid surrogate endpoint was particularly higher 

when the BRMA-PNF was used, for each one of the scenarios examined in the 

simulation study. 

Regarding the first scenario, (i.e., where the number of studies was equal to 10), 

the Probability to Attain a Valid Surrogate (PVS) was equal to 0.56 and 0.05, for 

the BRMA-PNF and the model by Daniels and Hughes respectively. The PVS 

increased with respect to both models, as the sample size increased to 20 and 30 

(i.e., 2nd and 3rd scenario). Similarly, the BRMA-PNF outperformed the model 

by Daniels and Hughes, in both cases. Specifically, the PVS when utilizing with 

the BRMA-PNF was almost two-fold the PVS when utilizing the model by Daniels 

and Hughes.  

When considering the 4th scenario, a particularly high decrease was observed 

regarding the PVS, when utilizing the model by Daniels and Hughes (i.e., in the 

3rd scenario the PVS was equal to 0.498, while in the 4th it was equal to 0.097). 

An exploratory process was subsequently conducted, in order to find the cause of 

a such a particularly low PVS in the 4th scenario.  Firstly, each one of the three 

surrogacy criteria were examined (see Section 3.1.1), and it was concluded that 

the criterion set for 𝜆0 lead to such a low PVS in the 4th scenario. Specifically, the 

percentage of datasets for which zero was excluded from the 95% CrI of lambda0, 
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was equal to 0.097. In addition, it was observed that the 95% CrIs of 𝜆0 were 

systematically shifted towards negative values due to downward bias, and 

therefore zero was excluded from the respective 95% CrI. Afterwards, the absolute 

bias of 𝜆1 was calculated for each of the following cases:  (i) only considering the 

datasets for which zero was excluded from the 95%CrI of 𝜆0; (ii) only considering 

the datasets for which zero was included in the 95% CrI of 𝜆0. It was found that 

the absolute bias of 𝜆1 in the first case was higher by 0.1 when compared to the 

second case (note that the estimates of 𝜆1 were upwards biased). Thus, it was 

concluded that the upward bias in 𝜆1 could be associated with the negative bias in 

the posterior estimates of 𝜆0 and the shift of the 95% CrIs of 𝜆0 towards positive 

values. For the purpose of examining this assumption, an exploratory scenario was 

conducted, where 𝜆1 was fixed to its true parameter value. Results of this 

exploratory scenario demonstrated that the aitiology for the shift of the 95% CrIs 

of 𝜆0 below zero, was the upward bias in the posterior estimates of 𝜆1. Specifically, 

the PVS when utilizing the model by Daniels and Hughes with 𝜆1 fixed to its true 

parameter value was equal to 0.96. A further exploration was conducted, by 

centering the effects of the surrogate endpoint, in order to examine if this could 

possibly aid in eradicating the negative association between the posterior estimates 

of 𝜆1 and 𝜆0. However, when testing this approach in individual datasets, the same 

phenomenon occurred, namely the 95% CrIs of 𝜆0 were systematically shifted 

below zero. Therefore, this approach was not further pursued as an exploratory 

scenario. 

The poor performance of the model by Daniels and Hughes could be due to the 

between studies heterogeneity, utilized in the data generating process. 

Specifically, in the 6th (exploratory) scenario, where a larger between studies 

heterogeneity informed the data generating process, there was an improvement in 

the ability of the model by Daniels and Hughes to recognize the validity of the 

surrogacy relationship. Specifically, the PVS in the 6th scenario was equal to 0.88 

(see Table 26). However it should be noted, that once again the BRMA-PNF 

outperformed the model by Daniels and Hughes in the 6th scenario. Specifically, 

the PVS when utilizing the BRMA-PNF was equal to 0.965 (see Table 26). 
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When considering the PVS under the BRMA-PNF model in the 3rd (i.e., N=30) 

and 4th scenario (i.e., N=100), a slight decrease was observed as the sample size 

increased (see Table 25). The slight decrease in the PVS in the 4th scenario when 

compared to the 3rd, was due to the 95% CrIs of 𝜆0 being shifted below zero (see 

Figure 27). However, it should be noted that the same phenomenon was also 

observed in the 3rd scenario but was further amplified in the 4th scenario due to 

decreased uncertainty in the 95% CrIs as the sample size increased to 100  (see 

Figure 27). Finally, when observing Figure 28, it may be concluded that the bias 

in the between studies correlation, was the driving factor for the 95% CrIs of 𝜆0, 

being shifted below zero. Specifically, the shift of the 95% CrIs of 𝜆0 was 

eradicated when ρ was fixed in its true parameter value (see Figure 28). 

A decrease in the PVS by 0.047 was observed, as the between studies correlation 

increased from -0.90 to -0.95, when considering the BRMA-PNF (i.e., see 

scenarios 2 and 5, Table 25). When observing Figure 29, it is evident that the 

decrease in the PVS as the between studies correlation increases, is due to the 

increase in the proportion of datasets for which the 2criterion for the conditional 

variance, (see Section 3.1.1), was not met. As previously discussed, an association 

was observed between the bias of the between studies correlation, and the 

magnitude of bias of the conditional variance. Specifically, it was concluded that 

the bias of the conditional variance was inflated due to the bias in ρ (see Table 

24). Thus, it could be consummated that this phenomenon was further amplified, 

as the between studies correlation increased, leading in a larger inflation in the 

posterior estimates of the conditional variance. To conclude, the inflation of the 

bias of the conditional variance could be a driving factor, of the decrease that was 

observed in the PVS as the between studies correlation increased . 

Finally, a comparison of the PVS was conducted, between the criteria set by 

Daniels and Hughes and the criteria set by IQWiG (see Table 25). The 

aforementioned comparison was only feasible when utilizing the BRMA-PNF, as 

the criterion set by IQWiG requires that the lower bound of between studies 

 
2 The upper bound of the 95% CrI of the conditional variance should be less than 0.1 
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correlation confidence interval is larger or equal than 0.85 (see Section 3.1.1). The 

surrogacy relationship was not captured when using the IQWiG criteria for none 

of  the scenarios examined in the simulation study (i.e., the PVS was equal to zero 

across all scenarios). The poor performance of the surrogacy criteria by IQWiG, 

could be possibly related with the increased uncertainty imposed around the 

posterior distribution of the between studies correlation. 

Table 25. Probability to attain a valid surrogate outcome across the scenarios examined in the simulation 

study. Results are presented: (i) for both models when considering the criteria by Daniels and Hughes; (ii) 

for the BRMA-PNF when considering the surrogacy criteria set by IQWiG 

Scenario 

Scenario Description 

Probability of Valid Surrogate 

Daniels & Hughes Criteria 
IQWiG 

criteria 

n 𝜏1 𝜏2 𝑑1 𝑑2 ρ BRMA-PNF 
Daniels & 

Hughes 
BRMA-PNF 

1 10 0.15 0.11 0.3 -0.20 -0.90 0.560 0.05 0.00 

2 20 0.15 0.11 0.3 -0.20 -0.90 0.954 0.407 0.00 

3 30 0.15 0.11 0.3 -0.20 -0.90 0.963 0.498 0.00 

4 100 0.15 0.11 0.3 -0.20 -0.90 0.932 0.097 0.00 

5 20 0.20 0.16 0.3 -0.22 -0.95 0.907 0.571 0.00 

 

Table 26. Probability to attain a valid surrogate endpoint with respect to the 6th and 4th scenario 

Scenario 
Scenario description Model 

n 𝝉𝟏 𝝉𝟐 𝝍𝟐
𝟐 ρ BRMA-PNF Daniels & Hughes 

4 100 0.15 0.11 0.0024 -0.90 0.932 0.097 

6 100 0.37 0.18 0.0064 -0.90 0.965 0.881 

 

The difference in MSE between the BRMA-PNF and the model by Daniels and 

Hughes, is presented in Table 27. The BRMA-PNF outperformed the model by 

Daniels and Hughes in the following cases: (i) when considering the MSE of the 

conditional variance in the first scenario, where the number of studies was equal 

to 10; (ii) with respect to the MSE of 𝜆0, when the number of studies was equal to 
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100 (see Scenario 4, Table 27) and when the between studies correlation was equal 

to -0.95 (see scenario 5, Table 27); (iii) with regard to the MSE of 𝜆1, when the 

number of studies was equal to 100. It should be noted that, in the aforementioned 

cases, the BRMA-PNF was also better in terms of bias when compared to the model 

by Daniels and Hughes. Therefore, based on the decomposition of the MSE as the 

sum of squared bias and the variance of an estimator, it may be concluded that, in 

the aforementioned cases the BRMA-PNF resulted in less variability in the 

posterior estimates compared to the model by Daniels and Hughes. In the 

remaining cases the model by Daniels and Hughes outperformed the BRMA-PNF 

in terms of MSE (see Table 27). 

Regarding the cases where the BRMA-PNF outperformed the model by Daniels 

and Hughes with respect to bias, but the model by Daniels and Hughes 

outperformed the BRMA-PMF in terms of MSE, it may be inferred that the model 

by Daniels and Hughes resulted in less variability regarding the posterior 

estimates. Specifically, the bias and MSE were not aligned in the following cases: 

(i) regarding 𝜆0 and 𝜆1 when the number of studies was equal to 20 and 30 (i.e., 

scenario 2 and 3, Table 27); (ii) regarding 𝜆0 in scenario 5, where the between 

studies correlation was equal to -0.95. 

As previously described by Morris et al. (Morris et al., 2019), comparison of 

methods that produce biased results based on MSE, tend to vary with the number 

of observations. Specifically, when the rate of decrease in bias differs between the 

methods being compared, as the sample size increases, then conclusions based on 

MSE regarding model comparison will vary according to the number of 

observations. That is illustrated in Table 27, where the BRMA-PNF outperformed 

the model by Daniels and Hughes for N=100 (in terms of MSE), but the opposite 

was evident when the sample size was equal to 10, 20 and 30. Therefore, it may 

be concluded that in order for the right model to be recognized when considering 

MSE as a performance measure, (i.e., based on the fact that the BRMA-PNF was 

used in the data generation process) the number of studies needs to be above 30 

(conditional on the characteristics of the evidence base that was used in the data 

generating process). 
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It should be noted that the difference in MSE with respect to the conditional 

variance, between the two models, was not substantial.  Specifically, regarding the 

cases where the model by Daniels and Hughes outperformed the BRMA-PNF, the 

difference in MSE ranged from 0.0003 to less than 0.00001 (i.e., this difference is 

almost 0.4% of the true value). Also, it should be highlighted that the 

aforementioned results could be driven by the fact that the bias of the conditional 

variance in the BRMA-PNF model was inflated due to the bias in ρ (see Table 23). 

This conclusion is corroborated by the fact that results of model comparison 

regarding the conditional variance, in terms of MSE and bias, were aligned and in 

favor of the model by Daniels and Hughes (see Table 27). 

Table 27. Difference in mean squared error regarding the parameters of the surrogacy criteria, between the 

BRMA-PNF and the model by Daniels and Hughes: negative differences imply that the BRMA-PNF 

achieved smaller MSE than the model by Daniels and Hughes 

Scenario 
Scenario Description Parameter 

n 𝜏1 𝜏2 𝑑1 𝑑2 ρ 𝜆0 𝜆1 𝜓22 

1 10 0.15 0.11 0.3 -0.20 -0.90 0.00648 0.08279 -0.00010 

2 20 0.15 0.11 0.3 -0.20 -0.90 0.00503 0.06804 0.00001 

3 30 0.15 0.11 0.3 -0.20 -0.90 0.00222 0.02174 0.00001 

4 100 0.15 0.11 0.3 -0.20 -0.90 -0.00611 -0.06669 <0.00001 

5 20 0.20 0.16 0.3 -0.22 -0.95 0.00045 -0.00547 0.00003 

Note: Cells highlighted in grey indicate that the results of model comparison with respect to the absolute bias 

and MSE were aligned 

Results of the comparison between the BRMA-PNF and the model by Daniels and 

Hughes according to the coverage probability are presented in Table 28. In the 

majority of scenarios the BRMA-PNF performed better than the model by Daniels 

and Hughes, as the latter would mostly result in under-coverage of the 95% CrIs. 

The model by Daniels and Hughes performed slightly better than the BRMA-PNF, 

only in two occasions. Firstly, when considering the coverage probability of 𝜆0 in 

the 1st scenario (i.e., when N=10, see Table 28): the model by Daniels and Hughes 

was closer to the nominal level, (although it resulted in under coverage). On the 

contrary, the BRMA-PNF resulted in over coverage of the 95% CrIs of 𝜆0 in that 
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case .Specifically, when observing Figure 25Figure 25, it is evident that there was 

increased uncertainty in the 95% CrIs of 𝜆0when utilizing the BRMA-PNF relevant 

to the corresponding CrIs when utilizing the model by Daniels and Hughes. 

Secondly, when considering the coverage probability of the conditional variance 

in the 3rd scenario (i.e., when N=30, see Table 31), although both models resulted 

in over coverage, the model by Daniels and Hughes demonstrated slightly lower 

coverage than the BRMA-PNF (i.e., 0.996 and 0.998 respectively).  

The over coverage of the 95% CrIs for the conditional variance was not eradicated 

as the sample size increased, with respect to both models.  However, the BRMA-

PNF was closer to the nominal level than the DH model, in all cases apart from 

the 3rd scenario.  

The over coverage of the 95% CrIs of 𝜆0and 𝜆1, when utilizing the BRMA-PNF, 

decreased as the sample size increased (i.e., scenario 2 and 3 respectively, see 

Table 28), with the respective coverage probability tending towards the nominal 

level. On the contrary, as the sample size increased, the coverage probability of 

𝜆0and 𝜆1under the DH model demonstrated a rapid decreasing tendency. 

Specifically, when considering the 2nd and the 3rd scenario the coverage 

probability for 𝜆0 and 𝜆1was far below the nominal level (i.e., ranging from 0.774 

to 0.407). Note, that the aforementioned tendency was not evident when 

considering the coverage probability of the conditional variance, due to increased 

uncertainty in the respective 95% CrIs. 

Regarding the 4th scenario where the sample size was equal to 100, the coverage 

probability for 𝜆0 and 𝜆1was particularly low under the Daniels and Hughes model, 

i.e., below 1%. On the other hand, the coverage for 𝜆0 and 𝜆1 under the BRMA-

PNF fell slightly below the nominal, (i.e., it was equal  to 0.93). This may be 

attributed to the reduced uncertainty in the 95% CrIs (due to the large sample size), 

simultaneously combined with systematically downwards and upwards estimates 

for 𝜆0 and 𝜆1 respectively (see Figure 26). As previously discussed in Section 

3.2.2, the poor performance of the model by Daniels and Hughes with respect to 

the coverage probability, was due to the between studies heterogeneity in the 
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evidence base when considering scenarios 1 to 4. Specifically, when larger 

between studies heterogeneity was used in the data generating process in an 

exploratory scenario, the model by Daniels and Hughes demonstrated improved 

performance in terms of coverage probability, relevant  to the base case (see Table 

29).  

For the completeness of the results, a comparison of the coverage probability 

between the BRMA-PNF and the model by Daniels and Hughes, will also be 

presented according to the aforementioned exploratory scenario (see Table 29). 

With respect to all the parameters corresponding to the surrogacy criteria, the 

BRMA-PNF outperformed the model by Daniels and Hughes, according to the 

coverage probability. Specifically, when considering 𝜆0 and 𝜆1, the BRMA-PNF 

resulted in coverage equal to 0.965 and 0.967 respectively, while the model by 

Daniels & Hughes resulted in under coverage with respect to both parameters. 

Additionally, when considering the coverage probability of the condit ional 

variance the BRMA-PNF was closer to the nominal level relevant to the model by 

Daniels and Hughes (i.e., the coverage probabilities were equal to 0.987 and 0.994, 

respectively). 

Finally, when the number of studies was equal to 100 (i.e., scenarios 4 and 6 see 

Table 30) the following were observed for the BRMA-PNF: a slight over coverage 

of the 95% CrIs of 𝜆0 and 𝜆1 in the 6th scenario, compared to a slight under 

coverage regarding these two parameters in the 4th scenario. These results were 

possibly driven by the larger between studies heterogeneity assumed in the data 

generating process of the 6th scenario, relevant to the corresponding one in the 4th 

scenario. Finally, the over coverage was more prominent in the 6th scenario, when 

considering the conditional variance relevant to the 4th scenario, due to the larger 

between studies heterogeneity in the former. 
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Table 28. Comparison of the model by Daniels and Hughes and the BRMA-PNF according to coverage 

probability of the respective 95% CrIs 

Scenario 
Model Scenario Description Parameter 

 n 𝜏1 𝜏2 𝑑1 𝑑2 ρ 𝜆0 𝜆1 𝜓22 

1 
Daniels & 

Hughes 
10 0.15 0.11 0.3 -0.20 -0.90 0.933 0.868 0.998 

1 BRMA PNF 10 0.15 0.11 0.3 -0.20 -0.90 0.993 0.995 0.991 

2 
Daniels & 

Hughes 
20 0.15 0.11 0.3 -0.20 -0.90 0.774 0.598 0.999 

2 BRMA PNF 20 0.15 0.11 0.3 -0.20 -0.90 0.982 0.987 0.995 

3 
Daniels & 

Hughes 
30 0.15 0.11 0.3 -0.20 -0.90 0.595 0.407 0.996 

3 BRMA PNF 30 0.15 0.11 0.3 -0.20 -0.90 0.963 0.952 0.998 

4 
Daniels & 

Hughes 
100 0.15 0.11 0.3 -0.20 -0.90 0.097 0.033 0.996 

4 BRMA PNF 100 0.15 0.11 0.3 -0.20 -0.90 0.932 0.930 0.978 

5 
Daniels & 

Hughes 
20 0.20 0.16 0.3 -0.22 -0.95 0.796 0.617 0.996 

5 BRMA PNF 20 0.20 0.16 0.3 -0.22 -0.95 0.964 0.961 0.993 

Note: Cells highlighted in light grey indicate that the BRMA-PNF outperformed the model by Daniels and  

Hughes; Cells highlighted in dark grey indicate the model by Daniels and Hughes outperformed the BRMA-PNF 

 

 
Table 29. Presenting the following comparisons: (i) between the model by Daniels and Hughes and the 

BRMA-PNF according to coverage probability of the respective 95% CrIs, with respect to the 6 th scenario; 

(ii) between the coverage probability of the 95% CrIs for parameters in the model by Daniels and Hughes, 

with respect to the 6th and 4th scenario 

Model Scenario 
Scenario description Parameter 

n 𝜏1 𝜏2 𝜓22 ρ 𝜆0 𝜆1 𝜓22 

BRMA-

PNF 
6 100 0.37 0.18 0.0064 -0.90 0.965 0.967 0.987 

Daniels & 

Hughes 
6 100 0.37 0.18 0.0064 -0.90 0.881 0.705 0.994 

Daniels & 

Hughes 
4 100 0.15 0.11 0.0024 -0.90 0.097 0.033 0.996 
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Table 30. Comparison of the coverage probability of the respective 95% CrIs, for parameters in the 

surrogacy criteria, with respect to the 4th and 6th  scenario 

Model Scenario 
Scenario description Parameter 

n 𝜏1 𝜏2 𝜓22 ρ 𝜆0 𝜆1 𝜓22 

BRMA-

PNF 
4 100 0.15 0.11 0.0024 -0.90 0.932 0.930 0.978 

BRMA-

PNF 6 100 0.37 0.18 0.0064 -0.90 0.965 0.967 0.987 

 

Regarding the comparison between the BRMA-PNF and the model by Daniels and 

Hughes, according to the LOO-IC (see section 3.1.1), the results indicated that the 

BRMA-PNF was the best fitting model across all the scenarios examined in the 

simulation study. 

The results presented in this section, demonstrated that the BRMA-PNF 

outperformed the model by Daniels and Hughes in most cases, when considering 

the following performance measures: (i) the absolute bias of the surrogacy 

parameters; (ii) the coverage probability of the 95% CrIs of the surrogacy 

parameters. The model comparison based on the MSE, demonstrated that the model 

by Daniels and Hughes outperformed the BRMA-PNF when the sample size was 

equal or lower than 30. With respect to the ability of the two models to capture the 

validity of the surrogacy relationship, the BRMA-PNF outperformed the model by 

Daniels and Hughes, with respect to all the scenarios examined in the simulation 

study. Finally, the next section will present an overview of the conclusions, and 

findings from the relevant literature, along with topics for further research. 
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Figure 25. Comparison of the coverage probability for the parameters corresponding to the surrogacy criteria, between the BRMA-PNF and the model by Daniels 

& Hughes in the 1st scenario of the simulation study (i.e., where N=10). 
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Figure 26. Comparison of the coverage probability for the parameters corresponding to the surrogacy criteria, between the BRMA-PNF and the model by Daniels 

& Hughes in the 4th scenario of the simulation study (i.e., where N=100). 
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Figure 27. Comparison of probability to attain a valid surrogate, when utilizing the BRMA-PNF, between the 3rd and 4th scenario 
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Figure 28. Comparison of probability to attain a valid surrogate, according to each one of the three surrogacy criteria when utilizing the BRMA-PNF, between 

the 4th scenario (i.e., between studies correlation (ρ) as a stochastic parameter) and the 4th scenario (i.e., the between studies correlation as a deterministic 

parameter). 
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Figure 29. Comparison of probability to attain a valid surrogate, according to each one of the three surrogacy criteria when utilizing the BRMA-PNF, between 

the 2nd and the 5th scenario. 
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Chapter 4 : Conclusions and further research 

This section presents a concise overview of the conclusions of the simulation study 

in the surrogate endpoint evaluation setting (see Section 4.1). Additionally, topics 

for further research (see section 4.2) will be presented, according to the findings 

of the simulation study, and the relevant literature for surrogate endpoint 

evaluation in the meta-analytic setting. 

4.1. Discussion 

The use of surrogate endpoints in the licensing process of new health interventions, 

may accelerate the decision-making process, and most importantly provide new 

therapies to patients in a timely manner. As surrogate endpoints are increasingly 

being used in the clinical trial setting, the more critical it is, to deeply understand 

the aspects of validating the surrogacy relationship between two outcomes. 

Regulatory agencies require that surrogacy evaluation is conducted at the trial 

level, as it provides the higher level of evidence regarding the ability of the 

surrogate to accurately predict the final outcome. However, validation of a 

surrogate endpoint may lead to ambiguous results as the evidence base for the 

surrogacy evaluation is often comprised of a limited number of RCTs. 

The objective of this thesis was to conduct a simulation study in the surrogacy 

evaluation setting, using the methodological framework proposed by NICE , in 

order to examine the attainability of a valid surrogate endpoint, under various 

evidential conditions. Additionally, a comparison between the inference from the 

BRMA-PNF and the model by Daniels and Hughes was conducted, intending to 

provide further insights with respect to the performance of these two models. The 

simulation study was primarily comprised of five different evidential scenarios. 

The characteristics of the evidence base that were varied in these scenarios, were 

the following: (i) the sample size of the RCTs included in each meta-analysis 

dataset; (ii) the strength of the association between the two outcomes. 
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Results of the simulation study demonstrated that the BRMA-PNF was superior in 

detecting the surrogacy relationship when compared to the model by Daniels and 

Hughes, across all the scenarios examined in the simulation study. However, it 

should be noted that the detection of a valid surrogate outcome proved to be 

particularly inefficient, when only ten studies were included in each meta-analysis 

dataset. This implies that in a real setting of surrogacy evaluation, a surrogate 

outcome could be falsely rejected due to low number  of studies included in the 

evidence base. It is noteworthy to mention, that in the simulation study conducted 

by Papanikos et al, the limited number of studies included in the evidence base 

exerted an adverse influence on the probability to detect a valid surrogate to final 

outcome relationship (Papanikos et al.). 

Overall, increasing the number of studies included in each meta-analysis dataset 

had a positive impact in the probability to attain a valid  surrogate outcome, apart 

from the scenario where the number of studies was equal to 100. Spec ifically, 

when considering the model by Daniels and Hughes, there was a particularly high 

decrease in the probability to attain a valid surrogate outcome, as the sample size 

was increased to 100 studies per each meta-analysis dataset. An exploratory 

scenario revealed that this phenomenon was attributed to the negative association 

between the bias of 𝜆0 and 𝜆1. Furthermore, it was concluded that the poor 

performance of the model by Daniels and Hughes in that case, was due to the 

between studies heterogeneity of the data generating mechanism. Essentially, the 

poor performance of the model by Daniels and Hughes in detecting the validity of 

the surrogacy relationship, was eradicated when larger between studies 

heterogeneity was used in the data generating mechanism. Regarding the BRMA-

PNF a slight reduction was also observed in the probability to at tain a valid 

surrogate outcome as the number of studies was increased to 100. The cause of the 

reduction in the probability to attain a valid surrogate outcome, was that the 95% 

CrIs of 𝜆0 where systematically shifted below zero. This phenomenon was 

eradicated in the exploratory scenario where ρ was fixed in its true parameter 

value, showcasing that the bias in the between studies correlation could be the 
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driving factor of the reduction in the probability to attain a valid surrogate 

outcome.  

When considering the BRMA-PNF increasing the strength of the association 

between the two outcomes, did not result in an increase in the probability to attain 

a valid surrogate. The decrease in the probability of a valid surrogate, occurred 

due to the inflation of the bias evident in the conditional variance. A driving factor 

for this phenomenon, could be the bias in the between studies correlation. 

Specifically, it was demonstrated that the bias in the between studies correlation 

caused an inflation in the bias of the conditional variance. On the contrary, with 

respect to the model by Daniels and Hughes increasing the strength of the 

association between the two outcomes, resulted in an increase in the probability to 

attain a valid surrogate. It is worth mentioning that the aforementioned results are 

in alignment with the respective results reported by Papanikos et a l, where the 

model by Daniels and Hughes, along with hierarchical extensions of this model, 

were used in a simulation study in the surrogacy evaluation setting  (Papanikos et 

al.). 

Finally, results of the evaluation of the surrogacy relationship according to the 

criteria set by IQWiG, demonstrated that these criteria were particularly 

inefficient. Specifically, the surrogacy relationship was not detected in any of the 

scenarios examined in the simulation study. These results imply that defining 

arbitrary thresholds for the correlation between the treatment effects on the 

surrogate and final outcome, should be re-evaluated based on their limited 

efficiency in real life settings.  

Regarding the performance of the two models in terms of absolute bias, it was 

showcased that the BRMA-PNF increasingly outperformed the model by Daniels 

and Hughes, when considering 𝜆0 and 𝜆1, under the following circumstances: (i) 

as the sample size increased; (ii) as the between studies correlation increased. On 

the contrary, with respect to the conditional variance the model by Daniel s and 

Hughes increasingly outperformed the BRMA-PNF in the aforementioned 

circumstances. Furthermore, it was demonstrated that there was an inflation of the 
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bias of the conditional variance under the BRMA-PNF model, due to the 

(downward) bias in the between studies correlation. Therefore , the better 

performance of the model by Daniels and Hughes when considering the absolute 

bias of the conditional variance, was attributed to the inflation of the bias of the 

conditional variance. It is worth mentioning that in the simulation study conducted 

by Bujkiewicz et al, results also demonstrated downward bias in the between 

studies correlation (Sylwia Bujkiewicz et al., 2019). Additionally, the downward 

bias in the between studies correlation decreased substantially, when stronger 

within studies correlation was used in the data generating process. The within 

studies correlation used in the simulation study presented in Section 3, was 

particularly lower than the corresponding one in the simulation study conducted 

by Bujkiewicz et al. Therefore, it may be presumed that the results of the 

simulation study presented herein are impacted in a larger  extend by the 

aforementioned association (Sylwia Bujkiewicz et al., 2019). Therefore, it would 

be of value to explore in future work higher values of within studies correlation in 

the data generating process.  

The BRMA-PNF outperformed the model by Daniels and Hughes, in terms of 

coverage probability of the 95% CrIs, in the vast majority of cases. The coverage 

probability of 𝜆0 and 𝜆1 when utilizing the model by Daniels and Hughes was well 

below the nominal in most cases, and this was further amplified as the sample size 

increased. However, the poor performance of the model by Daniels and Hughes in 

terms of coverage probability when considering 𝜆0 and 𝜆1, was eradicated when 

larger between studies heterogeneity was used in the data generating process. 

Thus, it may be presumed that when the exchangeability assumption holds for the 

true effects, the between studies heterogeneity should be substantial in order for 

the model by Daniels and Hughes to produce acceptable results in terms of 

coverage for 𝜆0 and 𝜆1. When considering the conditional variance, there was over 

coverage of the 95% CrIs, which was persis tent across all scenarios and was not 

completely eradicated even when the sample size was increased to 100. The over 

coverage of the 95% CrIs implies a large extend of uncertainty around the posterior 

distribution of this parameter. Thus, it may be concluded that it is particularly 
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difficult to obtain results with decreased uncertainty when considering the 

conditional variance. 

This study focused on a detailed exploration with respect to the influence of the 

sample size of studies, and the strength of the association between the two 

outcomes, in the surrogate endpoint evaluation setting. A thorough comparison of 

the BRMA-PNF and the model by Daniels and Hughes, under different evidential 

has not been conducted until now, based on the current knowledge of the  relevant 

literature. Similarly, implementation of these two models in a scenario where the 

evidence base is comprised by 100 studies, therefore allowing to explore the 

inferential differentiations with smaller sample sizes, has not been previously 

conducted. This study provided new insights regarding the association between the 

surrogacy parameters, namely 𝜆0 𝑎𝑛𝑑 𝜆1 , and the conditional variance with the 

between studies correlation, and their implication on the surrogacy relationship. 

The aforementioned results, suggest that the intra-relationships between these 

parameters should be further explored in order to enhance the understanding of the 

methodological framework for surrogate endpoint evaluation in the meta-analytic 

setting.  

However, a number of limitations accompany the simulation study and the results 

presented herein. More specifically, a limitation of the simulation study, lies in 

the specification of a threshold for the conditional variance. in order to verify the 

respective criterion set by Daniels and Hughes (see Section 3.1.1.4 and Section 

2.4). An alternative approach would be to use Bayes factors in order to test the 

hypothesis 𝐻1: 𝜓2 = 0, as previously implemented in the simulation study by 

Papanikos et al. Additionally, the surrogacy evaluation in the current study was 

exclusively conducted according to the surrogacy criteria by Daniels and Hughes. 

The limitation imposed by the aforementioned approach is the following: the 

results of the simulation study demonstrated that the negative association between 

the regression intercept and the regression slope affected the resulting probability 

to attain a valid surrogate outcome. Similarly, the inflation of the bias in the 

conditional variance due to the bias evident in the between studies correlation 

CC BY: Attribution alone 4.0

https://creativecommons.org/licenses/by/4.0/

https://doi.org/10.26219/heal.aueb.5798



151 
 

parameter, affected the probability to detect a valid surrogacy relationship. The 

limitations of conducting the surrogacy evaluation solely on the surrogacy criteria 

by Daniels and Hughes, were also highlighted by Papanikos et al  (Papanikos et 

al.). To be more specific, it was noted that when data are sparce the uncerta inty 

around the regression intercept and slope may lead to increased conditional 

variance, which subsequently leads to invalidation of the respective criterion for 

the conditional variance. Therefore, implementation of the cross -validation 

procedure proposed by Bujkiewicz et al. as a mean of conducting the surrogacy 

evaluation would be particularly valuable, would eliminate the aforementioned 

limitations (Papanikos et al.). Additionally, the resulting probability to attain a 

valid surrogate outcome, based on the cross-validation procedure and the 

surrogacy criteria by Daniels and Hughes, could be compared and provide 

insightful conclusions about the implications of each process. However, the cross -

validation procedure was deemed particularly computationally expensive, and 

therefore was not considered feasible for this study.  

An additional limitation of the simulation study discussed herein, lies in the 

limited number of scenarios under examination. To be more specific, examination 

of the surrogacy relationship under evidential scenarios with different patterns of 

between studies heterogeneity, within and between studies correlation would 

provide insightful conclusions about the intra-relationships of the surrogacy 

parameters, and the implications on the surrogacy relationship. It was concluded 

that quantities such as the between studies heterogeneity and the within studies 

correlation, may influence the resulting probability of a valid surrogate outcome. 

Thus, conclusions of this study should be interpreted by taking into consideration 

the data generating process that was used in the simulation study.  
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4.2. Topics for further research 

Results from this study demonstrated a high probability that a surrogate outcome 

could be invalidated due to the limited number of studies included in the evidence 

base, even when a strong surrogacy relationship holds between the two outcomes 

involved in the surrogacy evaluation. The alignment of these results with the 

respective findings of the simulation studies conducted by Bujkiewicz et al. and 

Papanikos et al, implies an unmet need for methodological frameworks that would 

provide robust results in the surrogacy evaluation setting, despite limited available 

evidence in a clinical setting. It is particularly common that a sma ll number of 

studies is available at the specific time point where it would be crucial for the 

decision-making process to be conducted based on a surrogate outcome. Therefore, 

the development of more robust methods for surrogate endpoint evaluation is of 

major importance. Extensions of the surrogacy evaluation framework in order to  

allow the inclusion of information from RWE studies, could carry potential to help 

overcome this difficulties (Wheaton et al., 2023). However the properties and 

efficiency of such methods is not very well established in the current state of 

literature. A key component in the development of such methods would be to 

incorporate as much information as possible, in the surrogate endpoint evaluation 

process. For instance, the proper use and elicitation of informative priors, from 

studies conducted in similar disease areas, could aid in obtaining robustified 

results for the surrogacy relationship in a specific indication.  

As previously discussed in Section 2.6, in the simulation study conducted by 

Bujkiewicz et al, an association was detected between the downward bias in the 

between studies correlation parameter and the strength of the within studies 

correlation (Sylwia Bujkiewicz et al., 2019). Given that in the simulation study 

presented herein, it was showcased that the bias evident in the between studies 

correlation causes an inflation in the bias of the conditional variance, it would be 

of value to further explore this association in future work, in a simulation study 
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where 3higher values of within studies correlation would be utilized in the data 

generating process. This exploration would allow to establish the (immediate) 

effect of the within studies correlation, on the results of the surrogacy evaluation. 

This may be considered of major importance for analyses conducted using the 

BRMA-PNF model in the surrogacy evaluation setting, as the within studies 

correlation in the vast majority of cases is unknown (see Section 1.4.4). As the 

evidence base does not include information for the appropriate estimation of this 

parameter, the lack of utilization of appropriate methods for its estimation, prior 

to conducting the surrogacy analysis could highly impact the results. 

4.3. Conclusion 

This study has delved into the methodological framework of surrogate endpoint 

evaluation in the meta-analysis setting. The simulation study that was conducted 

as part of this thesis, provided valuable insights regarding the performance of the 

model by Daniels and Hughes and the BRMA-PNF. These findings underscore the 

significance of conducting further research, in order to aid in overcoming the 

limitations imposed by small sample size. Furthermore, this research provided new 

perspectives on specific methodological drawbacks of these models, that should 

be further explored in future work.  

 

 

 

 

 

 

 
3 Note that in the simulation study presented herein the within studies correlation used in the data 

generating process was medium to weak 
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Appendix 
 

Relationships between parameters in the BRMA-PNF and the BRMA model: 

{
𝜆1 =

𝜌𝜏2 𝜏1⁄

𝜆0 = 𝑑2 − 𝑑1
𝜌𝜏2 𝜏1⁄

𝜓22 = 𝜏22(1 − 𝜌2)

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

(Α.1) 
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Figure 30. Heatmap of the absolute bias regarding parameters in the BRMA-PNF/BRMA model. 
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Figure 31. Heatmap of the absolute percentage bias regarding parameters in the BRMA-PNF/BRMA model. 
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Figure 32. Average MC error as a percentage of the true parameter value for parameters in the BRMA-PNF/BRMA model. 
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Figure 33. Heatmap of the average MC error of parameters in the BRMA-PNF/BRMA model. 
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Figure 34. Heatmap of the average MC error of parameters in the model by Daniels and Hughes. 
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Figure 35. Heatmap of the absolute percentage bias for parameters in the model by Daniels and Hughes. 
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Figure 36. Heatmap of the absolute bias for parameters in the model by Daniels and Hughes. 
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