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Abstract

An open area for methodological research in recent times has been the knowledge extraction
for high-dimensional datasets. The goal of this thesis is to explore di erent Bayesian Variable
Selection methods and evaluate their performance in high dimensional settings. Emphasis was
given in "spike-and-slab™ prior methods, which was compared to classical statistical variable
selection methods such as the least absolute shrinkage and selection operator (LASSO) method.
The main ndings conclude that BVS with spike-and-slab priors remain a promisiong alternative,
as it leads to parsimonious models and allows for probabilistic inference. The Gibbs Variable
Selection Method which had the best performance in the toy example data set was also used in
the Neuroimaging data set with brain MRI images of people with dementia.

Dementia is a devastating form of disease with high heterogeneity. This variation is due to
di erent underlying disease types as well as sub-types and disease presentations, leading to
variation in patients’ experience and prognoses. The heterogeneity in dementia symptoms is
further in uenced by factors such as the type of dementia, an individual’s overall health, as
well as the brain regions most a ected. Even within the same type of dementia, there is inter-
individual variability in the rate of disease progression and symptoms.

Understanding this heterogeneity associated with dementia is crucial for accurate diagnosis and
disease course prediction. In particular, as new treatments are appearing on the market and many
more are in development, predicting progression of cognitive impairment will be an invaluable
tool for optimizing patient selection in clinical trials and for planning personalized treatment
strategies. In our research, we used brain imaging structural measures data (regional brain
volumes) from patients with various forms of frontotemporal dementia (the ALLFTD study) and
explored a range of di erent methods to select variables for predicting their level of cognitive
impairment. We explored Bayesian Variable Selection methods and compared the tted nal
models with each other. Models were considered most promising when they combined good
predictive ability in predicting patients’ cognition, with clinical interpretability. Demonstrating
clinical interpretability is essential for convincing the clinical community of the value of any

proposed variable selection methods.

Vi
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Introduction

High-dimensional datasets have become widely available in recent years and often the number
of observations is smaller than the number of explanatory variables. Classical variable selection
methods often su er as they propose models with many predictors that are prone to over- tting.
Machine Learning techniques on the other hand, manage to perform better in high dimensional
settings but often have little interpretive value. Neuroimaging data (MRI, fMRI, PET, or MEG
imaging data) are one of the most challenging types of data for analysis and model building.
Their uniqueness is formed by many factors. First of all they have large dimension as they con-
sist of a large number of spatial and temporal measurements. An fMRI scan includes thousands
of voxels (three-dimensional pixels) measured repeatedly over hundreds of time points (Besag
[1993]). The analysis involves a large number of statistical tests leading to a multiple compar-
isons problem (similar to the genetic data problem). Correcting for multiple hypothesis testings
remains a big challenge.

In addition neuroimaging data are noisy because of the scanners, patients noise (heartbeat and
respiration) and movements. They are non stationary because the brain activity changes over
time and over region, which also creates spatial and temporal correlations. Neighboring voxels in
the brain are often correlated, so this correlation needs to be taken into account when analysing
this type of data. The individuals’ anatomical variability also needs to be considered before the
analysis, specialized software such as SPM, FSL, AFNI, and Freesurfer need to be used for data
preprocessing and patients privacy needs to be assured. The analysis of these data is computa-
tionally demanding, so the need of scalable methods and powerful hardware is prominent.
Bayesian variable selection methods, are a promising alternative as they manage to identify

parsimonious models, while allowing us to make probabilistic inference and maintain the inter-



pretability. In the following chapters we will make a brief literature review to the most used
Bayesian and Frequentist Variable Selection Methods. Then we will focus on the di erent spike-
and-slab priors method and assess their performance in a relatively high-dimensional dataset.
The most promising ones will be also implemented to our main dataset which includes regional

brain volumes data from patients with di erent forms of dementia.



Chapter 1

Bayesian Variable Selection

1.1 Introduction

The Bayesian variable selection problem is a very contemporary and prominent statistical prob-
lem. We live in the big data era so the need for nding fast and e ective variable selection
methods is more urgent than ever. In fact, the Bayesian Variable Selection problem is a problem
equivalent to the more familiar model selection problem. The question is essentially the same,
but we refer to variables instead of models because we focus on the estimation of the marginal
posterior probability of a variable to be included in a model. In this chapter we present the most
important aspects of Bayesian Variable Selection, compared with frequentist model selection and
then we expand the notions focusing on high dimensional data.

By model selection, we refer to the de nition of the exact structure of a statistical model. Sta-
tistical models describe a problem and explore the potential causal relationships between our
quantity of interest (response variable) and some other characteristics of interest in the data
(covariates or explanatory variables). Sometimes they also predict future outcomes. As the
dimension of our data increases, so does the need of developing fast and e cient techniques of
selecting the covariates that explore the best the causal relationships in the data, or provide us
with the most accurate predictions. The mathematics of Bayesian inference can tell exactly how
much more to believe the rst model than the second (Kruschke [2010]).

In this chapter we will present shortly the Bayesian Paradigm, a brief review of the most popular



frequentist model selection methods, their advantages and drawbacks as well as the main aspects
of Bayesian variable selection, some potential issues such as paradoxes. Also we will make a brief
reference to di erent Bayesian information criteria and some criteria for model selection. Fur-
thermore, prior speci cation variable selection methods and MCMC methods will be examined

in this chapter.

The Bayes Rule in the context of conditional probability is derived as:

P(Xiy)p(y)

p(yjx) = )

where:

x and y are two possible events from a set of events,

p is the probability function,

p(yjx) is the conditional probability of y given X,

p(xjy) is the conditional probability of x given vy,

p(y) is the prior probability of y,

p(x) is the marginal probability of x .

For discrete cases, the Bayes Rule takes this form:

P Xiy)p(y)
y PCIY)IR(Y)

pyix) =

where the denominator is the sum over all possible events y.

For continuous cases, the Bayes Rule takes this form:

P(Xjy)p(y)
pP(Xjy)p(y) dy

p(yjx) = R

In this case, the denominator is an integral over all possible values of y.

In the context of model selection, a model speci es the probability of the observed data given
the parameter values and the model structure. This is known as the likelihood and is denoted
as:

p(data values j parameter values and model structure)

4



Using Bayes Rule, we can transform this to measure how strongly we believe in a model, given
the observed data. This is expressed as the posterior probability of the parameters and the model

structure given the data:

p(parameter values and model structure j data values)

1.2 Review of most used frequentist methods for variable
selection

Some of the most widely used and easy to apply model selection methods are stepwise methods.
The term "stepwise methods' was invented for one of the methods we will describe later on, but it
has replaced the terminology for the methods initially called "“forward selection™ and "backward
elimination™. In this work we use the term "stepwise methods" for all of these three methods.
Due to their computational eaze they are dominant among statisticians and data scientists.
Furthermore they can be easily combined with other regularization techniques such as Lasso or

other screening methods used in big data such as SIS, DCSIS etc.

Efroymson [1966] developed the forward selection method which starts with the constant model
(no variables included) and proceeds by adding the most statistically signi cant variable (smallest
p-value) and tting the corresponding model in each step. The most common stopping criteria
is to stop when a predetermined number of predictor variables have been added to the model or
when there are no more statistically signi cant variables to add to the model.

Draper and Smith [1998] developed the backward elimination method which starts by the full
model (all variables included) and proceeds by removing the least statistically signi cant variable
in each step and then tting the corresponding model.

Stepwise backward and forward methods also take into account the previously included or ex-
cluded variables in each step, and reexamine if adding or removing them improves signi cantly
the model’s t.

Ntzoufras [1999b] reported some of the most important drawbacks of stepwise methods. The
most important is that it is not guaranteed that they will provide us with the best subset of vari-

ables of the given size. That explains the di erence in the results every time we run the method.

5



Moreover, when dealing with large datasets, signi cance tests may report small p-values even in
plausible models. In this case, the model space is poorly explored because the signi cance tests
used in the methods require models to be nested so the methods fail when the amount of models
to be checked becomes larger. Another signi cant disadvantage is that the methods select a
single model, which is persumed to be the "true™ model. This leads to more biased inference as
the source of model uncertainty is completely ignored. Finally, these procedures use sequential
signi cance tests for model comparisons. The most commonly used signi cance level of 0.05 is
arbitrary and does not correspond to the real signi cance level when these methods are used.
Bendel and A [1977] proposed a signi cance level of 0.15 for forward selection and Kennedy

and Bancroft [1971] proposed 0.25 for forward selection and 0.10 for backward elimination.

The Least absolute shrinkage and selection operator (LASSO) is one of the most famous reg-
ularization methods suitable for high-dimensional problems. With regularization we introduce
additional information (constraints) to select variables and safeguard against over tting at the
same time. In linear regression the goal is to minimize the sum of squared di erences between the
observed outcomes and the predictions. When applying regularization methods, the traditional
least squares objective function used in linear regression is modi ed by adding a regularization
term. This term is a penalty that discourages the model from using all available variables by
shrinking small e ects to zero. Thus, regularization methods work as variable selection methods.
They are extremely useful in high dimensional settings as they avoid over tting using less exible

approaches than ordinary least squares (OLS).

Lasso was rst proposed by Tibshirani [1996]. In this work, Lasso was compared to the most
promising regularization methods at that time, subset selection method, ridge regression method
and Breiman [1995] non-negative garotte. It was a breakthrough that Lasso managed to perform
well in highly correlated settings, and it remains one of the most popular regularization tech-

niques currently. The three methods’ di erences are presented brie y in this chapter.

variables and y; are the responses. We also assume that ;xjj=N = 0; ixizj:N =1 " =



Breiman’s non-negative garotte shrinks the ordinary least squares (OLS) estimates by non-

negative : factors c; with the additional restriction that their sum is constrained by t. It

minimizes 1,
X X< . _ >
Vi Cj jXij with ¢; > 0; Cj 6t
i=1 j
where "¢ is the full least squares estimates and o= " .
The garotte estimates are '
=+
No.
T

J
This method was compared by Brieman in extensive simulation studies with the subset selection

method ,which was extensively used in similar problems. Brieman’s non-negative garotte had
lower prediction error. In cases when the true model has not many small non zero coe cients
the method performed as well as ridge regression.

Ridge regression (L, regularization) adds the sum of the squares of the coe cients as a penalty
term to the optimization objective. The regularization term in ridge regression is proportional
to the squared L, norm of the coe cient vector. With its minimization , ridge shrinks the

coe cients proportionally towards 0 but keeps them all in the model.

In Ridge Regression, the OLS loss function is augmented in such a way that we not only minimize
the sum of squared residuals but also penalize the size of parameter estimates, in order to shrink

them towards zero:

Ridge regression minimizes

3 < XX
Yi Xy Tt i
i=1 i ]
or, equivalently, minimizes
I,
X X >
Vi iXij with JZ 6t
i=1 J
The ridge solutions are
1 A
1+



where depends on ort.

N

As 90 “igge ¥ Tois. As ¥ 1;

N

rigge ¥ 0. SO, setting to 0 is the same as using the

OLS, while the larger its value, the stronger is the coe cients’ size penalized.

Lasso (L, regularization) on the other hand, uses as penalty term the sum of the absolute values
of the coe cients. As the strength of the penalty increases, some coe cients are forced to become

exactly 0, so they are excluded from the model. Lasso estimate (*; ") is de ned by

8 1. 9

R <X < = X
(*7) =argmin _ Vi iXijj _ with j;j6t

! j ? j
where t > 0 is a tuning parameter which controls the degree of shrinkage applied to the estimates.
If to = AJ?’ , values of t < ty will cause shrinkage of the solutions towards 0 , and some
coe cients may be exactly equal to 0. In contrast with non-negative garotte, Lasso avoids the
explicit use of OLS estimates. This is why in the same work by Tibshirani [1996] outperformed

garotte in large data sets with non orthonormal design matrices.

Lasso’s overall e ectiveness stems from its capability to provide automatic variable selection, its
simplicity of implementation, and its amenability to e cient computational algorithms. A sig-
ni cant limitation of Lasso is its dependence on the tuning parameter t to regulate the degree of
regularization, hence rendering the process of choosing a suitable value di cult. Cross-validation
is frequently required to solve this problem, and this can be computationally demanding. Fur-
thermore, when multicollinearity or a large number of irrelevant predictors are present, the Lasso
tends to shrink coe cients to exactly zero. This can result in the omission of important vari-
ables, which can compromise the interpretability and robustness of the model as Hastie et al.
[2015] reported. This is why Lasso is often characterised as an "overly aggressive™ regularization
method. Furthermore, although the Lasso penalisation is based on its coe cients’ estimates, it
lacks inherent uncertainty estimates for its coe cient estimates. When variables have a high
degree of correlation, it creates bias in variable selection, maybe favoring one over the other.
Additionally, Lasso’s sensitivity to predictor variable scaling, may make tting a Lasso model
computationally costly for high-dimensional data sets when the number of predictors outweighs
the number of observations. Finally, when small changes arise in the data, the Lasso may show

discontinuity in variable selection, leading to instability according to (van de Schoot et al. [2021]).
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Bayesian variable selection techniques o er a viable solution to these problems. Bayesian tech-
niques provide posterior distributions for model parameters by integrating prior distributions
over the model space. This enables robust probabilistic variable selection and uncertainty as-
sessment. Additionally, it makes it possible to add domain experience and past knowledge to
the modeling process, which improves the model’s interpretability and customizability. Although
choosing priors and the computing costs of posterior sampling using methods like Markov Chain
Monte Carlo (MCMC) present issues of their own, Bayesian approaches provide a strong and

exible solution for overcoming frequentist methods’ limitations van de Schoot et al. [2021].

1.3 Bayesian Model Selection

Bayesian variable selection (BVS) methods consider the probability of including or excluding
each variable in a model to perform variable selection by evaluating the evidence in favor of the
null hypothesis (Kass and Raftery [1995]). The null hypothesis in this context is a candidate set
of variables that de ne a model. The obvious advantage is that the models do not need to be
nested in order to be compared with each other. In fact they do not even need to be just two,
as we have the opportunity to perform multiple models comparisons.

Model selection involves the denominator of Bayes’ formula, which requires computing a di cult
integral. One way to approach this is to use likelihood functions with \conjugate™ prior functions.
When a prior function that is conjugate to the likelihood function is used, the posterior function
comes out with the same functional form as the prior. Approximation of these functions that
work reasonably good under typical conditions can be used as well. Kruschke [2010] Another
method is to numerically approximate the integral. For small parameter spaces, the integral
is computed by exhaustive summation. For large spaces random sampling methods are used
in order to numerically approximate the probability distributions. They are known as Markov
Chain Monte Carlo (MCMC) methods. Determining a reasonable prior is a challenge in Bayesian
inference.

We de ne the set of all models M = fmy; :::; mjm;g. We assume that the data y we observe is
generated by one of the candidate models. For each model m the distribution of y is de ned

as f(yjm; (m)) where () 2 By, is the unknown parameter vector for model m, in the power



set of model’s m coe cients B,,. With f(m) we note the prior probability of model m which
represents the prior belief or probability assigned to a candidate model m before observing any
data. The posterior probability of a model m quanti es the updated probability of that model
being correct, given the observed data and prior beliefs, and is typically expressed as f(mjy). It
is given by the Bayes theorem as follows:

At rst we consider the case of comparison of two models mg and my, so M = fmg; m,g.

flyjm)f(m)
T (yjmo)f(mo) + F(yjmy)f(m;)
where, m 2 fmg; m;g and f(mg) + f(m,) = 1.

f(mjy) =

The variable selection is the most important aspect of model building, especially in high-dimensional
setups where the need of excluding unnecessary variables is bigger in order to avoid multicollinear-
ity and over tting. The Bayes factor which will be presented in the next part, performs variable
selection in the hypotheses testings context (van de Schoot et al. [2021]) along with models’ pos-
terior probabilities. This is mostly used when the number of potential predictors is small, so the
exhaustive tting of all potential models is possible. When this is not feasible, variable selection
methods perform penalized parameter estimation. In this case, shrinkage priors which induce
sparsity should be speci ed. These methods also perform in high-dimensional setups because

they t a single model and scale up to the data.

The marginal likelihood, also known as the evidence or the marginal probability of the data,
plays a crucial role in variable selection and Bayesian inference as it quanti es how well a par-
ticular statistical model (a set of variables), along with its speci ed prior, explains the observed
data. The marginal likelihood is computed as an integral or sum (in the discrete case of nite-
dimensional parameters) over the parameter space, involving both the likelihood of the data and
the prior distribution. The marginal likelihood changes with each prior choice, and this varia-
tion has important implications. The shape and scale of the prior distribution can signi cantly
impact the marginal likelihood. Occam’s Razor, suggests that simpler models with less complex
parameterizations (e.g., more concentrated priors) often have higher marginal likelihoods. This
is because simpler models tend to t the data well and explain it adequately without introduc-

ing unnecessary complexity. Thus, when you choose informative priors, it may result in higher
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marginal likelihoods for simpler models. Models with higher marginal likelihoods are considered
more plausible explanations of the data.

Furthermore, the variation of the marginal likelihood with di erent prior choices is very important
for sensitivity analyses to assess the robustness of our inferences to di erent prior speci cations.
The marginal posterior distribution may not be tractable in high-dimensional problems and ex-
pressible only as an integral. Of course as the dimension increases so do the computational
di culties of calculating the posterior distribution as well. Gelfand and Smith [1990] in their
work described that Markov Chain Monte Carlo (MCMC) techniques for sampling from a distri-
bution can be used to solve these problems. MCMC permits a set of sampled parameter values
of arbitrary size to be obtained from the posterior distribution, despite the posterior distribution
being high-dimensional and only known up to a constant of proportionality (van de Schoot et al.
[2021]). The number of sampled parameter values is adjustable to obtain the accuracy we need

for the posterior.

In variable selection literature, the model indicator m can be replaced by a vector of binary
indicators  of size p. Each ;j corresponds to ; with ; = 1if X; is included in the model (i.e.
j & 0)and ; =0 otherwise. If we wish the constant term to be included in all models, we

assign to o = 1 a prior probability equal to one.

The size of the model space is given by jMj = 2P, so it is obvious that when the number of
potential covariates increases the number of models from which the best one has to be selected
becomes enormous. In such cases, all posterior model weights will be low and we will not be able
to distinguish a better set of models from the other ones. This problem is not only apparent
in cases where p is extremely large, but even when p=20 we have to select from more than a

million models. The posterior inclusion probability of a variable in the model is de ned as follows:

- X -
f(j=1jy)= =L nly:
nj 270;1gP 1
which is essentially the sum of posterior probabilities for all models which include the x; covariate

in their linear predictor.
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and works as precision parameter and I, is an n  n identity matrix. In the variable selection

predictor variables we place additional restrictions on the subspace that contains the mean. We
will use  to symbolize a p-dimensional vector of indicators with ; = 1,when the X variable is
included in the model, and with ; = 0, when the X variable is excluded. Model M will be

the model with explanatory variables the ones corresponding to the vector. So we will have:
M : =1, +X ;

where is the common intercept for all sets of variables, X isthen p design matrix for model
M , and is the p -dimensional vector of nonzero regression coe cients. For each model we
want to examine, we need to specify priors on the unknown parameters = ; ; 2 to
obtain posterior probabilities of each model:

o SMHF(YM)
MV =Py T My

The marginal likelihood of the data under model M is compute as follows:
Z
f(viMm)= (Y] M)f( jM)d

and it varies with di erent priors’ choices. Improper priors for model parameters cannot be used
because the constants in marginal likelihoods do not cancel out and the model probabilities,
and Bayes factors cannot be determined(Berger and Pericchi [1998]). Usually, in the context of
variable selection we need to specify priors for each model parameter conditionally on the model
indicator. Most of the times, specifying a prior for the parameter vector of the full model is not
appropriate for interpretability reasons(Ntzoufras [1999D]).

In this chapter we will examine di erent prior speci cation variable selection methods and in
each one of them we will present the di erent marginal likelihoods and their properties. We will
also present more aspects of the MCMC procedures and some algorithms suitable for variable

selection in high dimension problems.
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1.3.1 The Bayes factor

The posterior odds in favor of a model measure the ratio of the updated probability of that model
being true (posterior probability) to the prior probability of that model, providing a quanti ca-
tion of the relative support for the model based on the observed data. For model mg versus m;

we calculate the posterior odds:

_ F(moiy) _ F(yimo)  F(mo)
T f(may) T f(yimi)  F(my)

The quantity {179 is called Bayes factor of mg against m;.

It is a statistical measure used to compare the evidence for two competing models. A Bayes

P Oo

factor greater than 1 favors model mg, and a value less than 1 favors model my, providing a
quantitative basis for model selection. So the posterior odds are calculated as the product of the
Bayes factor multiplied by the prior odds.

Kass and Raftery [1995] provided an explanation of the correspondence between Bayesian vari-
able selection (BVS) and hypothesis testing by de ning the models as di erent hypotheses in
their work. So according to their terminology mg would be Hy and m; would be H;. When the
models are equally probable a priori, so that f(mg) = f(m;) = 0:5, then the Bayes factor is
equal to the posterior odds in favor of my(Ho).

The quantity f(yjm) is the probability of having in disposal the data y if model m is true. Kass
and Raftery [1995] refer to this quantity as the "predictive probability of the data™. It is given by :

YA
fyim) = £ @:mMT( mim)d m)

where T( myjm) is the conditional prior distribution of the model’s parameters vector m .

For the general case, where M = fmy; :::; mjm;g the posterior probability is:

flyim)f(m) _p 1
m2nm FIMif(m)) mizn P Omim

f(miy) = P

According to Kass and Raftery [1995] the logarithm of the marginal probability of the models is

essentially their predictive score. This is a valuable interpretation of the Bayes factor that does
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not depend on accepting that a model is true. For each element y; of our data 'y = y;;:::;yn we
have a predictive distribution, given the data y,;::y; 1 that we have already observed. We can
quantify the score of any set of predictive distributions as: LS; = Pi log f(y;) and the use the
logarithmic score to evaluate the models’ performance.

For each model my we can de ne

- X -
LSk = log f(yimx) =  log f(yijys; =5 yi 15 mg)

i
Naturally, in order to compare the performance of two competing models mg, m; we can calculate

the logarithm of the Bayes factor as:
|OgBlo =LS; LSy

The log Bayes factor is considered a measure of evidence in favor of a statistical model (hypoth-

esis).
Bio log;10B1o | Evidence against Hg
(1.0,3.2) | (0,0.5) bare mention
(3.2,10) | (0.5,1) substantial
(10,100) (1,2) strong
> 100 > 2 decisive

Table 1.1: Kass and Raftery(1995) logarithm of Bayes factor and interpretation

Bayesian statistics provides various methods for calculating the Bayes factor and the posterior
distribution. A conventional and analytically tractable method for determining Bayes factors is
conjugate analysis. Conjugate prior distributions have the mathematical ability to produce a
posterior distribution of the same family as the prior. In certain situations, this feature allows
for closed-form solutions by streamlining the Bayes factor computation. For instance, the pos-
terior of a binomial distribution can be computed analytically, and the Beta prior is conjugate.
Conjugate analysis is particularly useful when the model and prior distribution match one of
the known conjugate pairs, as it o ers a straightforward and computationally e cient solution
van de Schoot et al. [2021]. Attention to the choice of prior is needed though because results are

sensitive to the choice of priors for the models’ coe cients, even when the sample size is large.
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In cases where conjugate analysis is not feasible due to complex models or non-conjugate priors,
approximate techniques are useful. These methods use numerical approximations to estimate the
Bayes factor and the posterior. One common approach is the Laplace approximation, which pro-
vides a Gaussian approximation to the posterior distribution and the Bayes factor. Approximate
techniques can be computationally more demanding than conjugate analysis but o er greater

exibility for a wider range of models and priors (Kass and Raftery [1995]). Markov Chain
Monte Carlo (MCMC) methods, such as the Metropolis-Hastings algorithm and Gibbs sampling,
are versatile tools for Bayesian model comparison and Bayes factor calculation. MCMC sim-
ulations allow for the estimation of the marginal likelihood, which is a key component of the
Bayes factor. By sampling from the posterior distribution of each model, MCMC techniques
provide an empirical approximation of the Bayes factor. MCMC can be very useful especially in
complex and high-dimensional models (Gilks [1996]). The models used in this thesis use MCMC
methods and were implemented using R and WinBUGS. The results will be discussed in the
fourth Chapter.

1.3.2 Lindley’s, Bartlett’s and Information Paradoxes

In the case where, y  Normal ( ; ?) with 2 known, Ho: = ovs. H;: & ¢ with prior
probability p for Ho and for j H; a uniform prior over an interval I containing o and y, a
paradox occured which was studied by Lindley [1957]. The posterior odds depend on the sample
size n and on y. They are calculated using:

poexp %Y o)

POg = 2 p
01lp 2|J

Lindley de ned the ’posterior odds at the limit of signi cance’ by considering samples at the
limit of rejection area of the usual signi cance test of 100 q% signi cance level. These samples

have = o Z4= Z:pﬁ (or z, for one tailed cases) and posterior odds

exp izZ
p 2°g=2
POLS S}, = —— P—p—
01 1 p ) -7
where z, is the g-th quantile of the standardized normal distribution. When the sample size

n increases the posterior odds will tend to in nity for any signi cance level g. The posterior
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distribution becomes increasingly concentrated around the maximum likelihood estimate as the
sample size grows. As a result, in large data sets the signi cance tests may support hypotheses
that may not coincide with the Bayesian methods supported hypotheses. This is called the

Lindley’s paradox.

Bartlett [1957] observed an additional paradox concerning the prior variance employed in the
Bayes factor. He emphasised the Bayes’ factor’s sensitivity which he characterised as normal,
but his work became a stimulus for many researchers who worked on nding reliable priors for
variable selection. Variable selection methods with di erent priors’ speci cation will be discussed
in more detail later on. According to Bartlett, using priors with large spread on y under H; to
make it non-informative will force the Bayes factor to favor Hy. The posterior Bayes factor
supporting Hyo becomes larger as the prior’s variance becomes larger. This phenomenon is highly
concerning as it becomes clear that it is not possible to use either large variance or improper
priors (because the posterior odds cannot be determined). The so called "information paradox™
describes the situation in which when we compare a model m with the null model mg, and we
have a large amount of information that favors the model m , jj Ajjz tends to 1 and R? tends to

1. The Bayes factor (m : myg) in this case, using a xed g will tend to a constant (1 + g)(n E

whilst we would expect it to tend to . Liang et al. [2008] reported that in order to resolve the

information paradox for all n and p <n, it su ces to have
Z a1
Q+g)" P (g)dg=1 8 p p

0
R
In the case of minimal sample size (i.e., n=p+2), it su ces to have 01(1 +0)¥¥ (g)dg = 1..
As we will examine later on, some prior speci cation variable selection methods have managed

to overcome this paradox.

Bayesian motivated information criteria

In the context of model selection strategies, we present brie y the di erent widely used infor-
mation criteria. AIC (Aikake’s information criterion) was introduced by Akaike [1973] in order
to approximate the expected Kullback-Leibler distance between a true and an estimated model.

If k is the number of estimated parameters for any model, and [ the maximized value of the
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likelihood function for the model, then the AIC value of the model is the following:
AIC =2k 2In(()

It can also be obtained as posterior model probability (the proof can be found in the appendix).
Burnham and Anderson [2004] reported that if two models’ AIC di er less than 2, they are

considered equal.

BIC (Bayesian information criterion) imposes a stronger penalty for model complexity by using

a logarithmic term of the sample size.
BIC=kIlnn 2In(()

with n the sample size. AIC tends to support less parsimonious models than BIC (Ntzoufras
[2010]) and since it is valid only when the sample size n is larger than the parameters k in the

model, BIC su ers handling complex models and high-dimensional problems.

DIC(Deviance information criterion) was introduced by Spiegelhalter et al. [2002]. It is a gener-

alization of AIC, useful in Bayesian model selection problems. It is calculated as:
DIC = D(") + 2pp

where y are the data , the unknown parameters, D( ) = 2log (f(yj )) + C the deviance
and f(yj ) the likelihood function. The C constant cancels out in model comparison. pp =
D’( ) D( ) where is the expectation of . For non-hierarchical models pp is approximately
equal with the true number of parameters. DIC is in uenced by the prior, the parametrization
and the skewness of the posterior distribution of . Small changes in the posterior mean of can
lead to di erent DIC values. If the posterior distribution is not symmetric then the posterior
mean does not produces a good DIC value. The models do not need to be nested to be compared
with DIC. The model with the minimum DIC is expected to give better short-term predictions
in the same logic as AIC. If the di erence between the DIC values is smaller than 5 then the two
models have similar predictive ability and we should report both of them.

RIC (Risk In ation Criterion) is a Bayesian model selection considers the risk of making incorrect
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decisions when choosing a model. It was developed by Foster and George [2007]. In the canonical

multiple regression model the risk of the estimator " is de ned as
R(;MN=EjX" X j

The idea is that the risk function should be calibrated to re ect the gains and risks of a variable
selection procedure. In regions of the model space where many of the !s are concentrated, the
risk function is calibrated against the risk of the "ideal" selection of ;"s which would keep only
the most relevant variables in the model. Small RIC value corresponds to good performance.
More details can be found in their work.

WAIC (Widely Applicable Information Criterion) and WBIC (Widely Bayesian Information Cite-
rion) are extensions of BIC that accommodate a wider range of models and likelihood functions.
According to Watanabe, WAIC is recommended for predictive loss estimation and WBIC for
model selection. Contrary to DIC approximation which is valid for symmetrical posterior, these
criteria are applicable even when the posterior distribution is far from any normal distribution,
and even not log-concave. They can be used even if Fisher information matrix is singular or even
if a true distribution is unrealizable by a statistical model. They are both easy to implement
using MCMC methods. For more details see SWATANAB [2010] and SWATANAB [2013]. Many

other criteria propositions have been made but we will not examine all of them in this thesis.

In this chapter we presented some of the most frequently used methods for variable selection.
We also presented some of the main aspects of Bayesian variable selection and potential issues
of which someone should be aware of when applying BVS methods such as Lindleys paradox.
Moreover we presented some of the information criteria used in model selection problems. In the
following chapter we will extend in the BVS problem and describe in detail some of the prior

speci cation methods, and also see their connection with the information criteria presented here.

1.3.3 Ciriteria for Model Selection

We have already discussed the importance of prior elicitation for variable selection procedures.
Over the years there has been a lot of criticism for the Bayesian methods and especially about
the prior speci cation that is often connected with subjectivity. As van de Schoot et al. [2021]

argued, frequentist estimation methods have many subjectivity sources as well, as for example
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the error assumptions and the model itself. Moreover and most importantly, it is misleading to
connect priors with subjectivity, as they are tools that allow us to adapt the shrinkage in variable
selection problems, based on existing scienti c results or the data itself in some methods (e.g
Empirical Bayes). This improves the accuracy of our results. All these con icts have lead to
conversations about non-informative, di use and weakly informative priors. The term "objective
prior'™ is used to describe a prior distribution chosen to represent minimal prior information about
the parameters of interest, allowing the data to predominantly inform the posterior distribution.
Bayarri and Garcia-Donato [2007] developed and strictly de ned model selection criteria which
should be ful lled to provide us with appropriate priors. They grouped these criteria in four
categories, basic, consistency, predictive matching and invariance criteria.

The basic criterion includes that the priors for the models’ coe cients parameters ; (model
speci c parameters), conditionally on the common parameters should all be proper and not ar-
bitrarily vague in order for the Bayes factors Bj, to be de ned, and to not contain di erent
constants for each model. Consistency criteria include model selection consistency criteria and
information criteria. According to the model selection consistency criterion, if data y are gener-
ated by a model M;j, the posterior probability of this model should converge to one as the sample
size n tends to .. Consonni et al. [2018] also noted that in order to di erentiate among priors
the rate of convergence is also crucial. Information consistency criterion states that for every
pair of sequences of data vectors of the same sample size for which the likelihood ratio tends
to 1, the corresponding sequence of Bayes factors should also tend to . Intrinsic consistency
criterion states that for any prior for the model speci c¢ parameters fi( jj ;n) of any model M;,
as n tends to 1, fi( ij ;n) should converge to a proper prior fi( ijj ). This means that as the
sample size grows, aspects of the model (or the data) that a ect model selection priors should
disappear, leading to a limiting proper prior which provides us with robustness.

According to predictive matching, discrimination between two candidate models is not possible
when working with minimal sample size, and consequently the Bayes factor is close to one. In the
case where it is exactly one we have exact predictive matching. Minimal sample size in strictly
de ned by (Bayarri et al, 2012) as the smallest sample size with a nite nonzero marginal density
for all combinations of models and priors.

Measurement invariance criterion states changes of measurement units should not a ect Bayesian
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answers. In the special case of families of sampling distributions for which the model structures
are invariant to group transformations, the conditional priors should be chosen such that the
conditional marginal distribution is also invariant under the same group transformations. Fur-
thermore, according to intrinsic consistency, a good Bayesian procedure should correspond to
the use of a meaningful prior (at least asymptotically). In the rest of this chapter we will exam-
ine some of the prior speci cation methods used for variable selection, and then evaluate them
using these criteria. After specifying the priors, usually MCMC algorithms explore the model
space resulting to a chain of models explored. Variable selection is realised through the marginal

posterior probabilities P ( j = 1jy).

1.4 Prior Speci cation Methods

Bayesian inference allows us to quantify how much more to believe one model over the other.
That is possible because Bayesian model comparison can adjust for model complexity. As a
model becomes more complex it ts the data better than simpler models as it becomes more
exible. The drawback is that it will also t random noise better. The aim of variable selection
methods is to chose a model that captures the real trends in the data, while avoiding noise.

The methods examined in this chapter concern the normal linear regression model
Y=X + ; N 0; °I,

Some extensions will also be included if stated so.

1.4.1 Zellner’s g prior

In the context of linear models, Zellner’s g-prior and mixtures of g-priors have witnessed widespread
use due to computational tractability, consistency, invariance, and other desiderata according to
Liang et al. [2008], leading to the preference of these priors over many other conventional prior
distributions. Zellner [1986] proposed the g-prior as a simple partially informative distribution in
Gaussian linear regression models. Through the use of imaginary responses at the observed design
1

matrix X, he obtained a conjugate Gaussian prior distribution j 2 N by g 2 X™X

and ( 2 / L, with an informative mean by, but having a covariance matrix that was a scaled
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version of the covariance matrix of the maximum likelihood estimator, and is equal to it up to the
g term. For 2 an improper prior was used, which was non-informative about the error variance.
There are alternative, more informative priors proposed by di erent researchers as for example

normal-inverse gamma distribution by Zellner and Siow [1980].

Furthermore, Zellner de ned Bayes factors for testing hypotheses Ho: = o versusH;: 2
R, using = g in the g-prior under H.

His work inspired future researchers, such as Zellner and Siow [1980] and Liang et al. [2008] to
expand the g-priors for testing hypotheses concerning nested models. In this case, using a at
prior for the common regression coe cients and a g-prior for the parameters that are present
only in the more complex model is a suggested technique. For multiple hypotheses testings the
Bayes factors are de ned every time we compare a new pair of models.

The g-prior’s interpretation according to Sabanes Bove and Held [2011] is the conditional pos-
terior of , where is the model indicator, given a locally uniform prior and a sample yo = 0,,.
By using a g-prior we separate the modeling of the intercept , from the modeling of the e ects
of the covariates  in the regression. Once we account for the mean level, any di erences in
observations are explained by the covariates in our model and their coe cients.

The greatest advantage of using g priors is that they are computationally e cient. All the
marginal likelihoods have closed form expressions, and only one hyperparameter (g) needs to be
speci ed each time. Additionally it is preferred for its interpretability and its connection to BIC.
Furthermore, the g-prior maintains the same prior distribution for the linear predictor, regardless
of whether we change the scale or shift the values of the covariates. This property provides a form
of robustness, ensuring that our prior beliefs remain consistent, and do not depend on how we
represent our covariates. Finally, as Robert [2007] reported, the g-prior’s automatic adaptation
to multicollinearity is crucial for addressing one of the common challenges in regression analysis,
ensuring that it can provide more reliable and interpretable results even when the covariates are
highly correlated.

A major drawback is that g functions as a dimensionality penalty which triggers Bartlett’s para-
dox. So the choice of g is extremely important as if we choose g large enough in order to be

non-informative the Bayes factor will go to zero. So it will favor the smallest model even if the

21



data carry a lot of information in favor of the alternative.

So it is obvious that the choice of g is crucial as it controls the variable selection process. When
we do not take into account prior model preferences (uniform prior used for models’ probabilities)
selecting a small g favors saturated models with small values for coe cients whilst selecting a
large g favors parsimonious models containing some large coe cients as well (George and Foster
[2000]). As Consonni et al. [2018] reported, the g hyperparameter determines the prior informa-
tion’s amount, compared to the data (also in the case of imaginary data). The ratio g can be
used to measure the prior’s information. Using g = n corresponds to one extra observation in
our analysis, whilst using g = 1 corresponds to n extra observations in our analysis.

G-prior is very frequently used in variable selection though the information paradox is present.
Zellner himself commented on this paradox (2008), saying that it is reasonable to place high
posterior probability in a perfectly tted model, and it should eventually converge to one with

increasing sample size, as the more data information we concentrate the less uncertainty we have.

1.4.2 Choice of g in g-priors

Kass and Raftery [1995] suggested that the amount of information about the parameter for which
we want to de ne a prior, should be equal to the amount of information one observation contains.
This amount can be de ned through Fisher transformation for regular parametric families. This
approach is called "unit information prior™ approach and when used in normal regression, g=n
and the variable selection is equivalent to using BIC, because the logarithm of the Bayes factor
is asymptotically equal to BIC. Unit Information Prior for a candidate model M, with parameter

vector | is de ned as:
JMi o Ng,( on™C D1 H

where d, is the parameter space dimension and 1™ is the negative of the Hessian matrix of the
log-likelihood. Multiple alternatives were studied for the unit information prior. More details
can be found in Consonni et al. [2018]

Risk in ation criterion can also be used for variable selection George and Foster [2000] by cali-

brating priors using g = p? (minimax perspective).
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In all of the cases discussed above, g is calibrated using AIC, BIC, RIC. If we want to avoid the
subjectivity of specifying g, we can use Empirical Bayes(EB) approach. In the g-prior methods
we saw that the posterior mean for  shrinks linearly with factor 1ng The great advantage of
the EB approach is that it does automatic prior speci cation using AIC and BIC together, so
that it combines non linear shrinkage and g-priors eaze. According to Liang et al. [2008] the
Local Empirical Bayes approach is equivalent to estimating a unique g for each candidate model,
and the Empirical Bayes estimate is de ned to be the maximum non negative marginal likelihood
estimate.

The Global Empirical Bayes approach, assumes that all candidate models have the same g
parameter and estimates this g from the data marginal likelihood averaged over all candidate
models. Though it manages to borrow strength from all models, the marginal likelihood is
not generally tractable and numerical optimization methods can be used to calculate g. Liang
et al. [2008] proposed an Expectation Minimization (EM) algorithm with latent data being the
model indicator and the precision parameter. Both the local and global EB approaches solve the
information paradox.

Since the choice of g is so crucial for the analysis, alternative methods which allowed g to be
de ned using the data in our disposal were developed and are presented in the next section.

They are called mixture of g-priors methods and they allow for data dependent shrinkage.

1.4.3 Mixtures of g-priors - Hyper-g prior

A good strategy for using the data to help us de ne the value of g is using a hyper-g prior

(9). Liang et al. [2008] introduced a new version of the g-prior called the "hyper-g prior” as an
alternative to the Zellner-Siow prior for the model choice problem. The benchmark prior, which
is a compromise between BIC and RIC, is used for g and it is a centered improper prior for the
intercept and a beta prior for the regression coe cients. G-priors mixture Liang et al. [2008] is
an attractive prior’s choice because it needs only an one dimensional integral calculation for the

marginal likelihood , and it is robust to mispeci cation of g.

@)= A+9)7ig>0
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for > 2 Cui and George [2008] also studied this prior in the context of variable selection with

known variance. This family improves mean square risk over MLE in the normal means prob-

lem. The posterior is available in closed form. They also suggested using = 3 for prior mean
shrinkage=2, and = 4 which corresponds to a uniform prior. For a shrinkage corresponding to
the unit information of the g-prior (), =21+ %) was suggested. Dellaportas et al. [2012]

reported that robust answers can be obtained with any 2 (2;4] but we need to be cautious
with values very close to 2, where the Lindley-Bartlett paradox is activated. Furthermore, he
reported that, as far as the method’s performance is concerned, sometimes the posterior inclusion
probabilities for non-important variables can be in ated to %

The variable selection using hyper-g prior is consistent in prediction, model selection except the
null model, and information consistent. For the null model we can have model selection consis-
tency using the hyper £ prior. Liang et al. [2008] also examined the Zellners-Siow Cauchy priors
and created a new BF approximation with tractable simple posterior probability. Zellner-Siow

prior was expressed as a mixture of g-priors using an inverse gamma hyper prior with parameters
1

5

Bayarri et al. [2012] developed another interesting mixture of g-priors. In their work, after
forming and applying prior’s choice criteria , they de ned a prior that satis es all of them . It is

suitable for variable selection in normal linear models
fi(yj i o; ) =Normala(yjXo o+ X i; 21);i=1;:52P 1

with o; ; i unknown.

Under a candidate model M;, this robust prior has the following form:
R . . — . R : .
i (o 0 )= (o i (il o)
1 Z) 1 1

= 1 Nk, ( 150;9 ) pR(g)dg

0

where ;=Cov ~; = 2(VIV)) ' is the covariance of the maximum likelihood estimator of
i, with
Vi= Ih X XiXo *XE X
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and
pR@) =al i+ nP@+b) @Vl iy b

witha>0;b>0 and ; 2.

o, is proper, as pR(g) is a proper density, and g is positive. Its robustness in estimation
was reported from Bayarri and Berger [2000] for a particular case of the prior. The reason for
these desirable properties is that R ( ;j o; ) behaves in the tails as a multivariate Student
distribution. This prior was inspired by the robust prior introduced by Strawderman (1971)
and Berger (1980; 1985), for estimating a k-variate normal mean  in the sampling scheme

N

Nk( ; ). The hyper-g prior priors we presented above by Liang et al. [2008] can be

seen as a particular case with a = 1=2;b = 1; ; = 1=(1 + n) , and the hyper-g/n prior as
a particular case with a = 1=2;b = n; ; = 1=2 . The prior in Cui and George (2008) has
a=1b=1; ; = 1=(1 +n). The original Berger prior for robust estimation is the particular

case witha=1=2;b =1; ; = (k; + 1) =(k; + 3)).

A lot of interesting mixtures of g-priors have been studied by many scientists. Ley and Steel
[2012] combined a Binomial-Beta prior on model size with a g-prior on each model’s coe cients.
In addition, they assigned a hyperprior to g, which they proved had a signi cant impact on the
results. The g priors they tried was a Zellner-Siow prior and a class of Beta shrinkage priors.
They also proposed a benchmark Beta prior, which was also consistent to model selection. Great
work has also been done as far as GLM extensions are concerned. We make a brief reference
to Chen and Ibrahim [2003] and Sabanes Bove and Held [2011] who proposed GLM extensions
for the usual g-prior. In this extensions we have the exibility to use any proper and contin-
uous hyperprior f(g) for the parameter g. Li and Clyde [2015] studied mixtures of g-priors in
GLMs by assigning the truncated Compound Con uent Hypergeometric (tCCH) distribution to
1/(1 + g), which is the generalized case of mixtures of g-priors such as the hyper-g, incomplete
inverse-Gamma, benchmark, robust, hyper-g/n, and intrinsic priors. The posterior distribution
of 1/(1 + g) is in turn a tCCH distribution, through a Laplace approximation and approximate
marginal likelihoods are analytically travtable, leading to "Compound Hypergeometric Informa-
tion Criteria™ for model selection. This methodology was implemented in the BAS package in R

and was used in our work as a benchmark to evaluate our methods performance.
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1.4.4 Intrinsic Priors

Berger and Pericchi [1996] proposed the use of intrinsic Bayes factor (IBF) to tackle with the
di culty of computation of the Bayes factor when improper priors are used. The procedure is to
use a subset of the data available (training sample) of size n in order to gain a proper posterior,
and then calculate the Bayes factor on the remaining sample. The median, arithmetic mean and
geometric mean IBF can be obtained by calculating the corresponding summary of the Bayes
factors over all possible samples of size n . To minimize the loss of data, the authors proposed
using minimal training samples. Still, this procedure is computationally di cult as it demands
considering all possible sub samples. Intrinsic priors are a remedy.
A similar procedure with applications mainly in multivariate time series models and graphical
models was proposed by O’Hagan [1995] and is called fractional Bayes factor (FBF). It is a
simple to execute and appealing method in which the improper prior is trained in a fraction of
the full sample likelihood. The marginal likelihood can be implemented using the complementary
fraction of the likelihood combined with the trained prior.
Equating the limit of arithmetic IBF with its corresponding Bayes factor when the same intrinsic
prior was used, provides us with two intrinsic equations for every model comparison of two
candidate models. If the models are nested the equations coincide. In the nested models cases,
the arithmetic IBF corresponds to a proper prior under the alternative hypothesis. Intrinsic
prior distributions were rst reported by Berger and Pericchi, to help with the interpretability of
IBF. The intrinsic priors based model comparison and hypothesis testing, is used in a majority of
problems, which can be found in Consonni et al. [2018]. For the variable selection problem, their
use was examined in normal regression byCasella and Moreno [2006] probit models Leon-Novelo
et al. [2012], multivariate regression. Casella et al. [2009] reported that in normal regression with
nite explanatory covariates the intrinsic prior ensures a consistent variable selection procedure.
Moreno and Giron [2008] studied models with dimensions growing with the sample size and
proved that in the cases where intrinsic priors were used for nested models the Bayes factor is
consistent for the model size growing with rate O(n®) for b < 1, and the same result holds when
BIC is used. If b =1 the Bayes factor is not consistent only for a particular set of larger models.

More details were provided by the authors.
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1.4.5 Model Space Priors

When the prior setups we studied in the previous part are used for model selection, a uniform
prior for the model space is used, giving the same weight in all models in M. In variable selection
terms, the equivalent is that each model’s prior can be expressed as Bernoulli distributions for
each indicator variable ; .

j Bernoulli( j);J2V

with ; the prior probability of j term’s inclusion in the model. The uniform prior on M is
Y L
f()=;ja pt
jav

When the prior probability is the same for all terms, ; = , we have
d()
f()/ T = [P rO]¢0)

where d( ) is the dimension of model, and d( ) = szv R The parameter PrO measures
the prior odds of each term’s inclusion in the model. In the case of additional restrictions
on the models space the prior for can be hierarchically speci ed. Chipman [1996] proved how
conditional probabilities are de ned to extract the prior. Ntzoufras [1999a] argued that a model’s
probability can be expressed as the product of conditional distributions of indicators as follows:

Y - -
f()=_ LHETS AN

j2v

He also de ned the prior parameter PrO as a function of prior covariance y or ¢2 which

(m

controls how at the prior is.

Methods’ Evaluation (Bayarri Desiderata)

In table 2 we present the criteria for some of the most promising methods we discussed.
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Consistency Model Selection Prediction Information | Basic Criterion
g-prior 3 7 3 3
Hyper-g 7 for null model | 3 under squared-loss function 3 3

EB 7 for null model 3 7 3
Bayarri robust prior 3 3 3 3
BAS 3 3 3 3

Table 1.2: Model selection consistency and prediction accuracy for di erent priors

1.4.6 Bayesian Lasso and Ridge

The penalty terms in the most popular frequentist regularization methods that we described

above have also Bayesian analogues.

In Bayesian terms, the Lasso’s regularization e ect is achieved by placing a conditional Laplace
prior distribution on the regression coe cients. This prior distribution assumes that the coef-

cients have a Laplace distribution with a center at zero, which induces sparsity by having a
higher probability of coe cients being exactly zero compared to the Gaussian prior used in Ridge
regression. The prior can be obtained as a scale mixture of normal distributions with exponential
mixing density. The scale parameter in the Laplace prior controls the strength of regularization
and a ects the sparsity of the model. Smaller scale values lead to stronger regularization and

result in more coe cients being exactly zero.

The Lasso constraint j ;j 6 t is equivalent to the addition of a penalty term J j] to the
residual sum of squares (Murray et al. [2006]). Now j ;] is proportional to the (minus) log-density
of the double-exponential distribution. So the Lasso estimate is in fact the Bayes posterior mode
under independent double-exponential priors for the j s,

()=, ep 1
with = 1= . By using a double-exponential density we assign more mass near 0 and in the tails

(Park,Casella (2008)). The Lasso estimate of ; can be interpreted as a Bayesian estimate that
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maximizes the posterior distribution under independent Laplace distribution priors. Unlike the
frequentist Lasso method, Bayesian penalization methods do not shrink regression coe cients to

be exactly zero. The credible intervals for ; are used for variable selection.

In Bayesian Ridge regression, the regularization e ect is achieved by placing a Gaussian (normal)
implicit prior distribution on the regression coe cients. This prior distribution re ects the belief
that the coe cients are normally distributed around zero, which e ectively discourages large
coe cient values. The choice of the precision (inverse variance) parameter in the Gaussian prior

controls the strength of regularization(George and McCulloch [1993], Park and Casella [2008]).

Lasso VS Ridge Priors

— Lasso
Ridge

06

04

Figure 1.1: Lasso and Ridge prior distributions

29



CC BY: Attribution alone 4.0 https://doi.org/10.26219/heal.aueb.6473
https://creativecommons.org/licenses/by/4.0/

30



Chapter 2

Computational Methods for Variable

Selection

2.1 Introduction

The frequentist variable selection methods examined in the previous section, as well as conjugate
prior analysis do not perform well in high dimensional problems, and especially in the regression
case where the covariates dimension p is larger than the data dimension n all of the methods
su er.
Bayesian variable selection methodology is very promising because it has the exibility to adapt
shrinkage and apply it to many dimensions. The challenge in many contemporary problems,
such as brain MRI imaging problem, is to de ne robust priors that apply strong shrinkage on
noise components whilst not penalizing much the parameters corresponding to strong signals, in
order to be able to distinguish them.
Moreover, in many situations when the number of variables p is much larger than the number
of observations n, new computationally e cient and easily interpretable priors should be used.
Many proposals have been made over the last decades, but most of them can be grouped in two
larger categories: the spike and slab priors, and the global local priors as Consonni et al. [2018]
rst reported. The spike and slab prior (George and McCulloch [1993]) is a mixture of one abso-

lutely continuous heavy tailed distribution, called the slab (] 1), with ; the hyperparameter

31



and a Dirac measure at 0, (). Conditionally on a binary vector = ( 1;::; )" it has the
form:
pCid s =@ Do)+ i (il

and the binary vector has a prior ( j ). The spike component is peaked around zero and
identi es the zero elements, while the slab component is a at distribution that captures the
non-zero coe cients. It was proved by Castillo et al. [2015] that for a properly selected value
or a beta-prior () the posterior concentrates on the true value at the minimax rate. In order
to gain speed and exibility while keeping the computation deterministic, many researchers used
alternatives. For example George and McCulloch [1993] replaced () with a peaked continuous
density. Rockova and George [2014] developed the spike and slab Lasso prior (SS-LASSO) with
a mixture of Laplace distributions which is more computationally e cient.

Other popular approaches were developed using continuous scale mixture priors. One of them,
proposed by Carvalho et al. [2010] , Scott [1992] is the so called horsehoe prior. It is a global-local

shrinkage prior which manages to combine robustness and sparsity.

The horsehoe prior is hierarchically speci ed as

g MMNoO 222

i
i fid Cauchy *(0; );
g( ). i=1::n

with the ; ’s being conditionally independent given the local parameters ;’s, which in turn are

the marginal posterior mean of ;, conditionally on , is
ECijyis )=yi E(Cijyi )i

The local shrinkage factor for the i-th component of the model is ; 2 [0; 1] and the global param-
eter is . The choice of a prior on is crucial, and many proposals have tackled this issue. Scott
[1992] suggested using a half-Cauchy prior. Piironen and Vehtari [2015], recommended that

prior’s selection is essentially based on the prior beliefs about the number of nonzero parameters

in the model. This prior was also extensively examined as far as the coincidence with frequentist
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methods is concerned.

Apart from the subjectivity of priors’ choice and the drawbacks and di culties of all the methods
we discussed in the previous chapter, it became apparent that as the data dimension grows in
more contemporary problems, so does the di culty of calculating and even approximating f(yjm)

for all possible models m 2 M becomes great.

In order to generate from the joint posterior distribution of m; ., we can use MCMC meth-

distribution, then posterior model probabilities can be estimated directly by

X
f\(m)=% I mMP=m m2Mm
=1

where 1() is the indicator function. Samples from f .y jm;y are also provided and used for

marginal parametric inference. All of the methods are based on Markov chains.

Especially, in variable selection problems, the models can be represented as (s; )2 S f0;1g°
with  the indicator vector which takes the value 1 for the variables included in the model s and
0 for the ones not included. S represents structural properties of each candidate model, such as
the distribution, link or variance function in the case of generalised linear models and the linear

predictor may be written as

j2v

Since variable selection is equivalent to model selection problem the m symbol used to di erenti-
ate models in the following algorithms can be substituted by , assuming that s is predetermined.
This notation will be used in the next part when we will describe the selected methods. In this
Chapter we will present, some of the oldest variable selection algorithms that are still widely

used, and are currently extended by many researchers to become more scalable.
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2.2 Stochastic Search Variable Selection(SSVS)

Stochastic Search Variable Selection (SSVS) was presented by George and McCulloch [1993] for
linear regression and then extended to more complex models. The method imposes a probability
distribution on the set of potential models M so that highest probability is assigned to the most
promising models. Then a correlated sample from this distribution is generated using Gibbs
Sampler. The probability distribution is essentially the posterior distribution that we get when
we put an hierarchical Bayes mixture prior on the models’ coe cients j?s , SO that high posterior

probability corresponds to models with })s di erent than zero.

The linear predictor in the normal linear model case is = X because the parameter vector
has p dimension for every model. Each ; is modeled as if it was produced by a distribution
concentrated around zero (spike) or spread to a larger interval of plausible values (slab). A

mixture of normal distribution is used as a prior.
i NGO D+ HINOK 2 )
where ; is the indicator expressing if a variable is included in the model and
P( =1)=1 P( =0)=w;

The kj and j priors should be speci ed in such a way that ; is constrained towards 0 when
a variable is not included in the model, because the corresponding coe cient would be small
( j =0). The hyperparameter w; describes the prior probability of ; having a non zero estimate

so that x; will be included in the model.

The full conditional posterior distributions of ; and ; are given by

J

f 50 gy Z7fyj 5 )F 5

and _ _
f ;=1 my _F ji=1 4 F j=1 4

Fi=0j .y f ;=064 F ;=0

where ; denotes all terms of except ;.

When we additionally assume that f ( ;= 0; ; =f ;=1
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we have

2
Ki 1+ 1
2 ) I | J

f i=1] ; Yy
f i=0j iy
The major drawback of this method is that in order to converge tuning is needed. The prior

— 1 i
=k; " exp

choice for ka and j a ects the posterior model probabilities. George and McCulloch [1993]
proposed to use the smallest value for which the term j ;j is signi cant, which is the value for

which the two prior densities are considered equal, as a value for kj2 and a di use prior for j.

Concentrated and Diffuse Normal Distributions

02
—
P

/

Figure 2.1: SSVS priors

George and McCulloch [1997] reported that SSVS gives optimal results for large values of k;,
but as the k; value grows the chain delays to converge. Ntzoufras [1999a] proposed the usual
speci cation used in model selection for the ; prior and k; in a way that balances the proximity
to the actual posterior, and the rate of convergence. He also reported that k; can be interpreted

as the prior odds of the j term being excluded if ;j =0and f( ;j =1) = % since
f(;=0i;=0_, f(;=0
f(;=Di;=1 7'f(;=1)

kj 2 (100;1000) is a sensible choice. Furthermore, he developed priors for multiple category

factors and log-linear models.

35



The method is e ective even when the simulated sample size is much smaller than the models’
powerset size 2P because we can ignore the models having small probability. It is relatively
slow but , e cient to produce a good informative sample from the posterior. Its extensions are

e cient for GLM problems and hierarchical model building.

2.3 Kuo & Mallick

Kuo and Mallick [1998] used the linear predictor

j2v
for variable selection in their method. For each regression coe cient they used a prior f( )
on the parameters of the full model, independent of , and the marginal distributions of lower
dimension models. Each prior is a mixture of a point mass (Dirac mass) at zero which is called
spike, and an absolutely continuous component called slab . This approach has the advantage
that no tuning is needed, but it is not as exible as SSVS. Moreover, when equals zero, the
updated ; is sampled from the full conditional which is equal to the prior, so sampled ; rarely in
region where j is. Attention is needed when specifying the prior distribution as too vague priors
result in poor chain mixing. Finally when the posterior support is high the sample rarely ips
and the model space may be poorly explored. Ntzoufras [1999a] also reported that specifying
a prior on the full model, produces inappropriate prior distributions for the lower dimension

models.
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2.4 Gibbs Variable Selection (GVYS)

Gibbs Variable Selection method was developed by Ntzoufras [1999a] and it is described as a
hybrid of SSVS and Kuo Mallick methods. The main idea is essentially the same as in SSVS. An
hierarchical normal mixture model is used and the latent indicator variables identify the most
promising subsets of variables, which are the ones with the highest posterior probabilities. A

Gibbs sampler algorithm is used to sample from this posterior distribution.

In this method, the  vector can be partitioned into ¥ (y; )9 with ( including the com-
ponents of  for which j; = 1 so that they are included in the model, and (,  including
the components of  for which ; = 0 so that they are not included in the model. The prior

distribution £( j ) is also be partitioned into a model prior f( (y), and a pseudoprior f( ¢ )).

Each prior for ; j  consists of a mixture of two densities, the true prior for the param-

eterisf ;j j=1; nj, and the pseudoprior ¥ ;j ;=0; ,; . An alternative is to de-
ne priors f ] oy =T (] and calculate the true prior conditional density as

f jj s i =1 nj -

A simpli cation is to assume that the prior for ; depends only on ; and we will have:

foji 5 = iN@O D+ HN 7;S;

where —.

j and S; are pseudoprior parameters. The above prior, f ;j ; , is most suitable

where X is orthogonal. This should always be the case when we are interested in prediction
as Clyde et al. [1996] reported. The pseudopriors should be carefully de ned in order for the
MCMC to converge.

The full conditional posterior distribution is given by
8
Sfyi o N@ ) =1

LY . _
- N j,Sj j—O

vy /

nj;

so it is apparent that the pseudoprior f ;j j =0 does not a ect the posterior distribution

unlike in SSVS. For more details on the pseudopriors elicitation see Ntzoufras [1999a].

The steps to apply this algorithm are brie y described below:
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1. The parameters included in the model are being sampled by the posterior distribution
fFCons /7 F0i 5 )FC 1)FCng )

2.The excluded parameters are being sampled by the pseudoprior distribution

fad oy /7t 0
3. Each variable’s indicator j is being sampled from a Bernoulli distribution with success
probability Oj=(1 + Oj); where Oj is given by

_fyi =L g f i Eh g f =g

0= .
DTy =0 g =0y f =0

2.5 Reversible jump

Reversible jump is a method introduced by Green [1995]. The great advantage of this method
is that it manages to create a Markov chain which jumps e ciently between di erent models in
parameter spaces of di erent dimensions, but in a balanced way that ensures the correct limiting
distribution, with the restrictions that the chain is aperiodic and irreducible. In the variable
selection context, the set of variables is updated by randomly selecting a variable j and then
proposing to add it or remove it from the set of variables. This way, the number of parameters
to be estimated changes during the estimation process. The idea is that in each step of the
algorithm we leave the rst k s the same and we generate the next p k from the proposal
distribution. This works when the data are centered and XX is diagonal. If this is not the
case (as for example when collinearity is apparent), then the new beta; value will be di erent, so
there is a great danger to explore a completely irrelevant part of the model space. This is why
the algorithm uses an algebraic transformation in the third step. The updating is done using
a modi ed Metropolis-Hastings algorithm. The algorithm, as described by Ntzoufras [1999a] is
summarized below: Suppose that the current state of the Markov chainis m; ., , where
has dimension d(m), then one version of the procedure is as follows:

Step 1: Propose a new model m’ with probability j (m;m?).

Step 2: Generate u from a speci ed proposal density ¢ Uj ) m; m° .

38



Step 3. Set %mg);u" = hm:mo my U where hpy.me IS @ speci ed invertible function. Hence
d(m) +d(u) = d(m") + d (u). Note that hyp.,, = h_*

m;m?-

Step 4: Accept the proposed move to model m’ with probability

fYi ym £ fyim FM)jmim)g u'j (mymim @h i

=min 1; - - - n - n
fyji mmf mimfmjmm)guj ,)mm @ @msu

The great advantage of Reversible jump is that when the variables are reduced, the model
space dimension becomes smaller as well, so it is computationally e cient. In variable selection
problems where the predictors are not highly correlated, we can use simple reversible jump. In
this work this method was not appropriate to use as the data both on our toy example setting

and our case study ere highly correlated.
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2.6 Expectation-Maximization Variable Selection (EMVS)

Expectation-Maximization Variable Selection (EMVS) was proposed by Rockova and George
[2014] to address the issues of Bayesian variable selection methods in cases where the covariates
outnumber the observations. It is a deterministic alternative to stochastic search which uses
an EM (Expectation-Maximization) algorithm and a conjugate spike and slab normal mixture
prior to identify sets of variables with high posterior probabilities in linear regression settings.
Deterministic annealing is also incorporated in this method to battle being trapped in local modes
because of posterior multimodality. Moreover, the method allows for the exploitation of external
information, such as covariate groupings or network structures. The spike distribution used is
continuous, making the method relatively fast at computing the closed form expressions. High
variance spike distribution is recommended to absorb negligible coe cients, and reduce posterior
multimodality. This helps to better identify the sparse high-probability subsets. Also there are
some extensions of this method, suitable for simulation from heavy-tailed slab distributions such
as the Cauchy or double exponential, such us averaging the slab distribution variance over an
additional prior. It can also incorporate structured priors on variable inclusion probabilities at
the top level of the hierarchical model such as the logistic regression product prior or the Markov
random eld prior of Stingo and Vannucci [2011] which is mainly used in brain MRI problems.

More details about the method can be found in the original paper of Rockova and George [2014].

In this chapter we saw some of the most used computational methods for variable selection. Other
popular methods that were not presented here are Bayesian model Averaging (see Wasserman
[2000] and Hoeting et al. [1999] for details)

In the next chapter we will apply the algorithms in some toy examples and evaluate them, in

order to proceed to our speci ¢ MRI neuroimaging problem.
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Chapter 3

Methods Evaluation

3.1 Introduction

As we described in the previous chapters, BVS is characterised by exibility and computational
ease due to its reliance on state-of-the-art sampling methods. In this chapter the prior speci-

cations associated with the Kuo-Mallick (K-M) and the Stochastic Search Variable Selection
(SSVS) and Gibbs Variable Selection (GVS) methods shall be applied to a dataset in order to
evaluate their performance. The prime motivation is to compare the Maximum A posteriori
Probability (MAP) models chosen by each method and the algorithms features. Based on the
above performance comparisons, one method will then be chosen for application to a subsequent

analysis of an MRI dataset. The analysis is performed in the normal linear regression setup.

3.2 Data description

The OBICE (OBesidad Infantil en redes CEntinelas) data set found in the "BayesVarSel" pack-
age in R was used as a toy example to evaluate the di erent methods. The main aim here was
not to focus on inference, but to assess the performance of di erent algorithms and di erent
priors use on variable selection problems. The original dataset has 1188 observations and 121
variables. It is the dataset from the OBICE studyZurriaga et al. [2010] about factors related to
childhood obesity. The OBICE Study is a case and control study including 751 controls and 437

41



cases carried out in sentinel networks in several Spanish autonomous communities. The study
population was recruited by 106 paediatric consultations in the sentinel networks of ve regions
(Asturias, Castilla y Leon, Extremadura, La Rioja and Comunitat Valenciana). Children were
between two and 14 years old. Children with special dietary habits because of pathological con-
ditions were not included.

The variables selected by each one of the algorithms examined where then compared to the ones
used in original paper, after replicating the variable selection methods that were used in the orig-
inal paper. The variables names are in Spanish. We rst describe the variables of the original
dataset to understand and explain the nature of our data and then we describe the process we
followed in detail for replicability reasons. Some of the variables contain similar information as

the questionnaires were lled by the parents and the paediatricians as well.

3.2.1 Data Processing
In this section we will brie y describe the variables included in the original data set.

1. Variables related to exercise habits: ActFisica is a categorical variable with 5 levels
corresponding to weekly hours of training, ActivDepor is a numerical variable about the
weekly hours of training (paediatrician’s questionnaire). The second one was used in our

analysis.

2. clSocEl, clSocElla, clSocXiquet variables are categorical variable with levels 1-6 for the rst
two and 1-4 for the third one related to parents’ and family’s social status. They were

discarded before the analysis.

3. EstudiosMadre, EstudiosPadre are ordinal variables with 4 levels related to parents’ ed-
ucational level. Also EstudiosMadreSinCon, EstudiosPadreSinCon are binary variables

that indicate if mother and father have studied or not. The binary variables were excluded.

4. Desayuno, Almuerzo, Merienda, Cena, EntreHoras, CincoComidas, Acostarse are all binary
variables about if a child eats breakfast, lunch, afternoon snack, dinner and if they eat

between meals. CincoComidas is about if a child regularly has ve meals a day or not.
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Acostarse variable is about if a child eats before going to bed or not.

5. Variables related to frequency of consumption of various food. All variables starting
with F(standing for Frecuencia) are related to the frequency of consumption of certain
foods. For all of them, a second variable with the su x mp (standing for mucho and
poco ) also exists. These are categorical variables with two levels about the consumption
being little or high. The variables Faperitivos, Farroz, Fcarnes, Fchucherias, Fdulces,
F ambres, Ffritos, Ffruta, Fhuevos, Flacteos, Flegumbres, Fpan, Fpescado, Fprecocina,
Frefrescos, Fverduras describe the frequency of eating appetizers, rice, meat, candy, sweets,
cold cuts, fried food, fruit, eggs, dairy, legumes, bread, sh, precooked food, refreshments
and vegetables respectively. The mp variables were excluded. About the consumption of
fruit we also had three more variables, one binary variable named "Fruta™ about the usual
consumption of fruit, one name "Verdura" about the usual consumption of vegetables,
and one named "FrutaVerdura™ about the usual consumption of both fruit and vegetables.

Only the FrutaVerdura variable was kept in the analysis.

6. Postre, Chuches, Bebida are all variables concerning the consumption of certain type of
products. Postre is a categorical variable with six levels about the dessert of children.
Chuches is a numerical variable from 0-5 about how many times a week a child consumes
sweets and soft drinks. Bebida is a categorical variable with 7 levels about the nature of

the drink accompanying the main course (water, juice, soda etc).

7. A whole category of variables is related to the nature of the breakfast. All variables
starting with D ( standing for Desayuno, which means breakfast in Spanish) are binary
variables about the items the breakfast consists of. Daceite, Dcereal, Dgalletas, Dleche,
Dotros, Dpan, Dzumoenv, Dzumonat take the value one if a person consumes oil, cereal,

cookies, milk, other, bread, bottle juice or natural juice with breakfast.

8. ComedorEscolar and IndEdadComedorEscolar are variables concerning the existence of

consession points in schools.

9. Another group of variables examines the hours each child spend in front of the screen.

HorasPantDia is a numerical variable about the daily hours spent in front of screens. Ho-
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10.

11.

rasPCDiaPond is a numeric variable about the daily hours playing videogames or browsing
the web. HoraTVDiaPond is a numeric variable about the daily hours spent watching TV.
HorasPCsem1 and HorasPCsem2 are about the hours spent in front of a computer dur-
ing the week and the weekend respectively. HorasTVsem1 and HorasTVsemz2 is the same
but for TV. HorasTV is the total hours of TV. TVDiario is a numerical variable about
the daily hours spent watching TV and TVFinSemana is a numerical variable about the
hours spent watching TV during the weekend. OrdenadorDiario and OrdenadorFinDe are
also numeric variables about the hour a child spend in front of the computer daily or in
weekend, respectively. HorasPCseml1, HorasPCsem2, HorasTVseml, HorasTVsem2, TV-
Diario, TVFinSemana, OrdenadorDiario,OrdenadorFinDe, HorasPCDiaPond, HorasTV,

HorasTVDiaPond were excluded.
HoraSuenyo is a numeric variable about how many hours a child sleeps per day.

Variables concerning weight and height are the PesoActual and TallaAct about the
current weight and height of a child, PesoNac and TallaNac about the weight and height
of a child at birth. IMC (Indice de Masa Corporal) variable is the BMI (Body Mass
Index) variable which was used as a response, assuming that its latent variable follows a
normal distribution. BMI is interpreted di erently for children and teens, even though it is
calculated using the same formula as adult BMI. Children and teen’s BMI need to be age
and sex-speci ¢ because the amount of body fat changes with age and the amount of body
fat di ers between girls and boys. The CDC BMI-for-age growth charts take into account
these di erences and visually show BMI as a percentile ranking. These percentiles were
determined using representative data of the US population of 2- to 19-year-olds that was
collected in various surveys from 1963-65 to 1988-94. Obesity among 2- to 19-year-olds is
de ned as a BMI at or above the 95th percentile of children of the same age and sex in
this 1963 to 1994 reference population. For example, a 10-year-old boy of average height
(56 inches) who weighs 102 pounds would have a BMI of 22.9 kg/m2. This would place
the boy in the 95th percentile for BMI { meaning that his BMI is greater than that of 95%
of similarly aged boys in this reference population { and he would be considered to have

obesity. tipoObeso is a categorical variable about the obesity type with three levels.
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12.

13.

14.

LactMaterna is a binary variable about breastfeeding.

Family status variables: NumHnos a numeric variable about the number of siblings,

NumPadresEsp02 a numeric variable about the number of Spanish parents

Family Obesity Status: MadreObesa is a binary variable concerning mother’s obesity.
PadreObeso is a binary variable about the father’s obesity. NumPadresObesos is a numeric
variable about the number of obese parents and NumHnosOb is a numeric variable about
the number of obese siblings in the family. The NumPadresObesos was not used in our

analysis.

Variables totally excluded before the analysis:

1.

Variables concerning gender and age, weight and height at birth (Sexo and Edad) were

excluded from the dataset as the study is age and gender matched.

Caso01, Tipocaso, and Tipocaso.y variables about each observation being a case or control

were also excluded.

Comida variable was excluded as it is a binary variable which has only 0.4% of the obser-

vations take 0 as a value.

Descubrimiento, NumContOK, NumControles, PorcHnosObesos and porcHnosObesosOK
and TipoObeso were excluded as We excluded columns that contained NAs in more than

50% of the observations .
NumComidas, Semlact, ResoponF01 were excluded because of data quality.

PesoActual and TallaAct were excluded as the BMI is calculated using these variables,

dividing the weight by the square of the height.

LactMater, LactMatMeses, LactMatSemanas were variables about the months and weeks
of breastfeeding that were excluded because of poor data quality and contradictory answers

for the same observations.

. variables HTA and HTARelation about hypertension were excluded due to zero variabil-

ity. The same happened to variables IntolGlucosa and IntolRelacion, OsteoRelacion and
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OtrosPatol, ProbOsteo, ProbPsico, ProbResp, PsicoRelacion, RespRelacion

9. were not used due to poor data quality and the variable about number of obese siblings

was pre ered. MadreObesa0l was also excluded as MadreObesa was used

For the variables TallaNac and PesoNac we changed the units before the analysis. TallaNac to
meters from centimeteres and PesoNac to kg. We also excluded observations which contained
more than 17 NAs.

3.3 Methods Implementation

All categorical variables were transformed to dummy variables with binary indicators so the nal
dataset before running the variable selection algorithms contained 88 variables. The NAs were
excluded from the dataset as they were only 0.8% of the total observations. We implemented
various variable selection algorithms for the normal linear model with predictor the BMI variable
(IMC in our dataset) continuous latent variable. The same setup which will be used also in our
main brain MRI dataset. Since we focused on Gibbs-sampling based methods, the WinBUGS
language was used, along with the "R2WinBUGS" package in R.

3.3.1 LASSO-stepwise

At rst, Lasso and forward stepwise selection with BIC was used as a reference so that the results
resemble the method on the original paper by Zurriaga et al. [2010]. In the original paper the
model tted was a multiple conditional logistic regression model about if each child is obese or
not. Also the procedure used to clean the data and select variables before running the algorithms
was not identical to the one used on the paper, so di erences in the results are expected. The
stepwise method is not recommended in such a collinear dataset as most of the p-values assigned

to each variable are very small without truly being statistically signi cant.
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3.3.2 Priors Speci cation

KM

As discussed in section 2.2.2, the KM method places independent prior on the regression coef-

cients. The Bernoulli (0.5) distribution was used as an uninformative prior for the inclusion
probability of each indicator-variable. The intercept was included in all models. For the re-
gression coe cients, the Gaussian distribution was used (and di erent parameters were also
examined to make the penalty stricter). We placed an improper gamma prior distribution on
the precision parameter with shape parameter a = 0:1 and rate parameter b = 0:1. The use of
this prior implies a very weakly informative prior, allowing the data to predominantly in uence
the posterior distribution of . Consequently, the equivalent prior for the standard deviation

2

= 12 s an improper prior proportional to e 91

SSVS

The continuous spike distribution in SSVS was modelled as a Gaussian density with zero mean
and a very high precision . The slab distribution used was the same prior as KM to ensure the

amount of prior information was the same.

GVS

Since we will use a normal linear model and each covariate parameter vector is univariate we

used independent priors
D=0 PFC;ii=0+ f(;=1

So the actual prior distribution is given by:
- Y -
fCj)= (i
i=1
The pseudoprior distribution is given by:
- Y -
f(nj 3 )= LGN,
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Our prior choice was a mixture of normal independent distributions :

i N )+@  HNC S =105p
where, j;S;j are the mean and variance for each corresponding pseudoprior distribution and ~;
is the prior variance for the model with the j term included. For the pseudoprior, we performed a
pilot run of the full model to obtain the posterior distributions for mean and standard deviation
and then use it in the GVS algorithm. For the true prior part a unit-information g-prior was

used. The multiplier g of g(X"X ! 2) was selected equal to n so that the information was

equivalent to one data point.
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3.3.3 Results

For all the methods we had 15000 iterations with a burn-in period of 1500 iterations . For the
empirical prior used in GVS we had a pilot run of 10000 iterations with 1000 burn-in period.
The time reported for the methods was calculated by running them in a computer with eight

GB RAM and four cores CPU  2.9GHz.

The SSVS, KM and GVS algorithms were used in the dataset with di erent priors, and the

results can be summarized in the following table:

SSVS KM GVS
Parameter space | Original Di erent Original
Tuning parame-

Many None Some
ters
Speed 32040 sec | 27720 sec | 30240 sec
Relative time 1 0.86 0.93
Iterations until

13700 11800 12800
convergence

Table 3.1: Algorithms Features Comparison

The best two Maximum a Posteriori probability (MAP) models selected from each method are
presented in Table 3.2. The posterior model probabilities are not considered realistic in this type

of settings with many covariates.
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Method | Number of Variables | Model’s Posterior Probability
GVS 9 0.18
GVS 9 0.15
KM 9 0.14
KM 10 0.12
SSVS 8 0.17
SSVS 8 0.13

Table 3.2: MAP Models

The mean inclusion probabilities for each variable with their Monte Carlo Standard Error
(MCSE) are presented in Tables 3.3, 3.4 and 3,5. The variables inclusion probabilities could
have been also computed after following Fouskakis et al. [2008] strategy and reducing the model

space by removing variables with low inclusion probabilities.

Variables Inclusion Probabilities | MCSE
Fdulces 0.68 0.008
HoraSuenyo 0.53 0.009
NumHnosODb 0.63 0.008
EntreHoras 0.75 0.009
ComedorEscolar 0.72 0.007
MadreObesa 0.57 0.008
Merienda 0.56 0.007
PadreObeso 0.58 0.006

Table 3.3: SSVS Variables Inclusion Probabilities and MCSE

50



Variables Inclusion Probabilities | MCSE
HoraSuenyo 0.60 0.113
EntreHoras 0.63 0.109

ComedorEscolar 0.75 0.092
MadreObesa 0.65 0.077

Merienda 0.76 0.091

PadreObeso 0.68 0.084

Table 3.4: KM Variables Inclusion Probabilities and MCSE

Variables Inclusion Probabilities | MCSE
Chuches 0.98 0.011
Fdulces 0.97 0.028

HorasPantDia 0.57 0.032
HoraSuenyo 1.00 0.012
NumComidas 0.79 0.098
NumHnosODb 0.88 0.015
EntreHoras 0.67 0.172
ComedorEscolar 0.59 0.191

Table 3.5: GVS Variables Inclusion Probabilities and MCSE

The Median Probability (MP) models which were also tted, are the models with all variables
with mean inclusion probablity larger than 0.5. In some cases the MP models show better
predictive ability than the MAP models (Ntzoufras [2009]).

From frequentist variable selection methods we used a Lasso and stepwise forward selection
with BIC criterion combination to approach the technique that was used in the original paper.

Statistical learning dimension reduction and variable selection methods were not explored.

51



To evaluate models’ predictive ability, we implemented 10-fold cross-validation for each model.
The dataset was divided into ten equal parts, nine of which were used for training in each
iteration, and one for testing. The process was repeated ten times. The model’s accuracy
was assessed using several diagnostics. The performance metrics reported are the Root Mean
Squared Error (RMSE), Mean Absolute Error (MAE), and R-squared R?. According to Hastie
et al. [2021] MAE measures the average magnitude of prediction errors, after equally weighting
all errors, to be robust to outliers. RMSE assigns a higher weight to larger errors, making it more
sensitive to outliers, in order to consider the impact of larger errors to the model’s performance.
They also reported that lower values of MAE and RMSE indicate better predictive performance.
R? indicates the proportion of variance in the dependent variable explained by the independent

variables in the model. AIC and BIC are also reported.

Method Numbers of Variables | AIC | BIC | R?2 | RMSE | MAE
LASSO-stepwise Model 23 3761 | 3874 | 0.39 | 3.90 3.01

SSVS MAP model
SSVS MP model

3487 | 3526 | 0.28 | 4.05 | 3.15
3476 | 3520 | 0.29 | 4.03 | 3.16

GVS MAP model 9 3472 | 3521 | 0.30 | 4.00 3.14
GVS MP model 8 3512 | 3556 | 0.25 | 4.14 3.26
KM MAP model 9 3486 | 3534 | 0.28 | 4.02 3.15
KM MP model 7 3492 | 3528 | 0.27 | 4.07 3.20
8
8

Table 3.6: Models’” Comparison

In this case, it is obvious that Lasso and stepwise methods do not perform well in this highly
correlated setup as they choose models prone to over- tting the data. The dataset was also split
in a train dataset with 80% of observations and a test dataset with the remaining 20%, and the
predictive distribution was calculated. The predictive distribution of each model compared to

the actual distribution is presented in the following plots (Figure 3.1 to Figure 3.7).
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Density Plot of Predicted vs. Actual Values for GVS-MAP model
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Figure 3.1: GVS MAP model’s predictive distribution
Density Plot of Predicted vs. Actual Values for GVS-MP model
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Figure 3.2: GVS MP model’s predictive distribution
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Density Plot of Predicted vs. Actual Values for KM-MAP model
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Figure 3.3: KM MAP model’s predictive distribution
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Figure 3.4: KM MP model’s predictive distribution
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Density Plot of Predicted vs. Actual Values for SSVS-MAP model
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Figure 3.5: SSVS MAP model’s predictive distribution
Density Plot of Predicted vs. Actual Values for SSVS-MP model
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Figure 3.6: SSVS MP model’s predictive distribution
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Density Plot of Predicted vs. Actual Values for stepwise best model
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Figure 3.7: Lasso-stepwise model’s predictive distribution

In this chapter we saw that spike and slab variable selection methods are promising in high
correlated and dimension setups. In the following chapter we will apply the most promising
method in a neuroimaging dataset. GVS method performed better, in speed, computational

e ciency and model performance.
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Chapter 4

Neuroimaging Data Case Study

4.1 MRIs and fMRIs

Neuroimaging data are collected from images that visualize the structure, function, or pharma-
cology of the brain. When analyzed, they allow us to understand brain anatomy, brain activity
and identify pathological conditions earlier than the symptoms occur Lindquist [2008]. The most
common neuroimaging techniques include the Structural Magnetic Resonance Imaging (MRI),
Functional MRI (fMRI), Positron Emission Tomography (PET), Electroencephalography (EEG),
Magnetoencephalography (MEG), Computed Tomography (CT).
The Magnetic Resonance Imaging o ers a better contrast between tissues compared to Com-
puted Tomography (CT), by using a magnetic eld instead of X-rays. This powerful magnetic
eld causes the Hydrogen atoms in our body to be aligned. These atoms’ nuclei create a magnetic
eld which is scanned and then transformed into a three dimensional digital picture (Huettel et al.
[2004]). Structural MRIs are used to get the anatomical information for a brain. This type of
MRIs is also used in this work.
Functional MRIs measure the blood ow in the brain in response to some kind of stimuli. An
increase in the neuronal activity creates changes in the blood ow, and consequently to the oxy-
gen amount in the area. The fMRI includes the depiction of di erent levels of electrical activity
in the brain. Data from the images can be used in statistical analysis and images are viewed

as a collection of pixels overtime so the main aim is to identify changes in the pixel intensity
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overtime and distinguish if the changes are statistically signi cant or not (Lindquist [2008]).
Brain measures data are quantitative metrics derived from neuroimaging data. This measures
can include structural measures, brain activation measures, functional connectivity measures,
brain wave patterns measures, event-related potentials measures, neurotransmitter activity etc

(Kornak and Haggard [2008]). In our analysis, structural measures brain volume data are used.

4.2 About Dementia

Dementia is a syndrome characterized by an acquired and persistent decline of brain functions.
Most common and known symptoms are memory loss and cognitive impairment with typical nal
outcome being neuronal loss with reduced volume of brain regions (Rodr guez et al. [2018a]). In
our work we used brain volume measures data in order to locate the brain regions that contribute
more in the cognitive impairment of patients with frontotemporal dementia. No other predictors
were used in the models as we wanted to focus only on the information we can obtain by brain
measures data.
MRI data analysis is a very promising eld as MRIs contain information that can con rm a
diagnosis, and show the extent of damage done to the brain. It is known that some types of
dementia can be identi ed based on di erent MRI ndings. However there is great variability
among individuals and noise in the scan process that needs to be considered in the statistical
analysis. Furthermore, global brain atrophy and hippocampal atrophy exist in late stages of
many dementia types but in normal aging as well (Sta aroni et al. [2019]). So it is urgent to
nd a way to distinguish the extent of atrophy that is considered normal or not. Our main aim
is that this work will contribute to using MRI images as a prognostic tool, and potentially as a

clinical trial eligibility tool as well.

In Table 5.1 we present the most common symptoms on some of the dementias of neurodegener-
ative origin according to Rodr guez et al. [2018b]. In cortical dementias such as Frontotemporal
Dementia and Alzheimer’s Disease, the regional volume of di erent brain regions is the main

brain measure that provides valuable information about the disease progression.
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Degenerative Origin Dementia Types

_ _ Alzheimer’s disease
Cortical Dementia _
Frontotemporal dementia

Multi-infarct dementia
Lacunar dementia
Dementia of Binswanger’s disease
vascular origin Amyloid angiopathy
Cerebral autosomal dominant arteriopathy with

subcortical infarcts and leukoencephalopathy (CADASIL)

. Parkinson’s disease
Dementia with _
Progressive supranuclear palsy (PSP)

Lewy bodies
Di use dementia with Lewy bodies
Parkinson’s disease
Other dementia Huntington’s disease
types Amyotrophic lateral sclerosis (ALS)

Multiple sclerosis

Table 4.1: Di erent Dementia Types

The main MRI ndings as reported by Rodr guez et al. [2018b] connected to each dementia type

are brie y presented in the next part.

In Alzheimer’s disease (AD) the symptoms include cognitive impairment (Cl) and early memory

loss. The main MRI ndings are

Global brain atrophy (Medial temporal lobe (MTL), hippocampus, and entorhinal cortex)

Early changes in the posterior cingulate cortex and precuneus.

Atrophy spreads to temporoparietal cortex.

Presenile AD may show parietal atrophy with normal MTL.

Vascular congitive impairment is associated with cerebrovascular risk factors (hypertension, to-
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bacco, age). There are early cognitive alterations, but usually memory loss occurs later. The

main MRI ndings are the following:

e White matter (WM) rarefaction visible as hypersignal foci on long-echo-time (TE) se-

quences.
= Periventricular lessions or lessions in long association pathways.

Dementia with Lewy bodies (DLB) is characterized by uctuating cognitive impairment (Cl),

visual hallucinations and Parkinsonism. The main MRI ndings are:
= Anterior cingulate cortex and insular cortex atrophy.
e Loss of temporal volume in established stage, sparing Ammon’s horn and subiculum
e Atrophy in parahippocampal gyrus and striated body.

Frontotemporal Dementia (FTD) has multiple clinical symptom types e.g. behavioral, aphasic,
and semantic. In the Behavioral early personality and behavioral changes exist without initial
aphasia. In the Aphasic variant which lasts at least two years, progressive speech de cits exist
without alterations in comprehension or behavior. In the Semantic variant speech becomes uid,
progressive anomia is present along with comprehension impairment amd associative agnosia.

Main MRI nding for each variant are presented below:

» Behavioral: Bilateral frontotemporal atrophy with right predominance and gliosis in ad-

jacent subcortical white matter (WM).

e Aphasic: Increased extra-axial space in temporolateral region, insular and perisylvian
cortex atrophy, Sylvian ssure predominance, atrophy of superior and inferior frontal gyri,

usually asymmetric on the left, sparing the medial temporal lobe (MTL).

e Semantic: Basal and lateral temporal lobe atrophy, non-hippocampal, asymmetric, usu-
ally left predominance "knife blade™ gyri, secondary hippocampal and parahippocampal

atrophy, frontotemporal subcortical WM hypersignal on FLAIR due to gliosis.

Progressive supranuclear palsy (PSP) is characterized by Parkinsonism, instability, dysarthria,

dysphagia and supranuclear vertical gaze palsy. The main MRI ndings include:
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Midbrain atrophy with "hummingbird™ or "penguin™ sign in sagittal slices.

Reduced anteroposterior diameter of midbrain at superior colliculi level.

Atrophy of anterior cingulate cortex, superior cerebellar peduncles, corpus callosum

Dilation of Sylvian aqueduct and third ventricle, periaqueductal hypersignal and hypersig-

nal of tegmentum on T2, putamen atrophy and hypointensity.

Multisystemic atrophy (MSA) has two patterns. The MSA-P (Parkinsonian variant) is char-
acterized by dysautonomia and Parkinsonian symptoms. The MSA-C (Cerebellar variant)

is characterized by cerebellar symptoms. The main MRI ndings can be summarized below:

e MSA-P: Hyperintense ring (physiological on 3T), putamen atrophy, globus pallidus hy-

pointensity and atrophy, more frontal and premotor atrophy

e MSA-C: Atrophy and hypersignal of middle cerebellar peduncles, pontine atrophy, higher

temporal, parietal, or lingual damage, atrophic pons and cerebellum.

Parkinson’s disease (PD) mainly presents with motor symptoms. In about 30-80% cases dementia
can be present later accompanied with de cits in attention and executive functions. Depression,
agitation, visual hallucinations are also reported. Individually, scans may appear normal, but
longitudinal studies have shown temporal volume losses and atrophy progression. The main MRI

ndings are:

« Discreet cortical atrophy, interpeduncular cistern abnormalities, substantia nigra calci ca-
tions with poor red nucleus di erentiation, dorsal-lateral putamen hyposignal due to iron
deposits. Loss of hypersignal in nigrosome-1 of pars compacta on magnetic susceptibility

sequences.

Corticobasal degeneration (CBD) presents atypical Parkinsonian symptoms, progressive apraxia

with "alien hand™ and possible frontotemporal dementia. The MRI ndings show

e Asymmetric atrophy of parietal and posterior frontal lobes, possible ipsilateral cerebral

peduncle atrophy.

e Subcortical white matter hyperintensities in atrophic frontoparietal sulci and atypical

61



frontal subcortical gliosis, basal ganglia atrophy.

4.2.1 Basic Brain Anatomy

The brain is the most complex human organ. It consists of billions of neurons that constantly
exchange signals with one another. This exchange is what creates our mind. During the 19th
century scientists gained a lot of knowledge about the human brain structure, by studying it after
a human’s death. Thanks to the contemporary scanning technology, nowadays we have a detailed
picture about the brain structure and functions . The brain’s most basic working unit is a special
cell called the neuron. Neurons are quite similar to other cells in the body but have specialized
branching extensions called dendrites and axons. It’s those extensions that allow neurons to
communicate with one another through synapses, small gaps between the cells where chemical
messages are exchanged. It’s the di erent sections of neurons that make up the brain’s two types
of matter: grey and white matter. All the activation happens in grey matter. In this section
we present some of the main functions and characteristics of di erent brain regions which will
help us interpreting our results as far as cognitive impairment is concerned. Usually the di erent
brain regions have various functions, which are also a ected by interactions among them. Most
of the brain structures exist in pairs, with identical stems in the left and right hemisphere .
Neuroscience is a very complex science and the information presented here is basic information
which will be used only for intepretation of our results. In fact, is not easy to distinguish brain
regions and its functions as there is not an one to one correspondance. Many regions collaborate
for a certain function and vice versa. Here we provide just a picture of functions for the eight
brain regions (left and right) from which we will use brain volume measures data in our analysis.

More information can be found at S. Carter [2019].
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e Frontal Lobe: The frontal lobe, is the largest in sized lobe of the brain and the one which
evolved last. It is one of the four major lobes of the cerebral cortex. It is situated at the front
of each cerebral hemisphere and is positioned anterior to the parietal lobe and above and
anterior to the temporal lobes. It is useful for the control of an individual’s actions, accurate
control of the muscles in its posterior part, and high-level planning in its anterior part. It
consists of many subregions such as the superior frontal gyrus, the middle frontal gyrus,
and the inferior frontal gyrus (where Broca’s motor speech area is also located). In this
area there are important motor zones involved in motor planning, saccadic eye movements.
The frontal lobe’s front region, is responsible for executive functions such as planning,
decision making, working memory, personality expression, regulating social behavior, and
controlling certain aspects of speech and language. The frontal lobe is associated with
higher mental functions such as concentration, judgement, emotional expression, creativity

and inhibition.

e Parietal Lobe: The parietal lobe is located behind the central sulcus and above the lateral
sulcus. Anteriorly, it is separated from the frontal lobe by the central sulcus, and beneath
it is separated from the temporal lobe by the lateral sulcus. The main function of the
parietal lobe is sensory, touch information and spatial processing. The superior parietal
lobule, which is a part of the parietal lobe, is extensively connected with other sensory areas
in the cortex. It receives and integrates sensory information from di erent modalities and
it helps us recognize objects only by touching them. It is also responsible for the sensation

of muscles and skin.

e Occipital Lobe: The occipital lobe is small and pyramidal in shape; it presents three sur-
faces: lateral, medial, and tentorial. It is mainly responsible for processing and interpreting

visual information, and recognizing images.

e Temporal Lobe: The temporal lobe is one of the four major lobes of the cerebral cortex in
the brain of mammals. It is the major processing center of sound (including language) and

some forms of memory. It is related to short-term memory, equilibrium and emotion.
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4.3 Dementia Data

4.3.1 Statistical fMRI Analysis

Functional MRI (fMRI) examines blood ow changes in the brain. The blood ow changes allow
us to study neuronal activity, in a simple and non-invasive way (Huettel et al. [2004]). Structural
MRI (sMRI) provide in vivo information about brain structure and integrity (Bischo -Grethe
and Fennema-Notestine [2023]). Statistical analysis of fMRI data is challenging as they consist of
a series of images, and each one of them is a collection of volume elements, which are called voxels
(in correspondence to the two-dimensional pixels). These voxels partition the brain in uniformly
sized units. The volume of data is immense even after excluded noise voxels from the analysis,
as a typical fMRI experiment uses 100 to 2000 images, each one containing aproximately 100000
voxels (Besag [1989]). The typical data processing pipeline for neuroimaging data is described
in Figure 5.1. Lindquist [2008]

F " Preprocessing | | DataAnalysis \

Figure 4.1: fMRI data processing pipeline

4.3.2 SPM

Statistical Parametric Mapping (SPM) analyzes region-speci ¢ responses to experimental condi-

tions using a voxel-based approach with topological inference. Typically, data are aligned to a

64



standard anatomical space to link observed responses to speci ¢ brain structures.

SPM is a mass univariate approach across voxels that involves creating continuous statistical
processes to test hypotheses about these e ects (Karl J. Friston [2006]). The resulting statistical
parametric maps (SPMs) are images or elds where values, under the null hypothesis, follow
a known probability density function, typically the Student’s t- or F-distributions, referred to
as t- or F-maps. The simplicity of SPM lies in analyzing each voxel with standard univariate
statistical tests and assembling the results into an image. These maps are interpreted using the
probabilistic behavior of random elds, which model both the univariate properties and the spa-
tial covariance structure. Signi cant topological features, such as peaks, indicate region-speci ¢
e ects due to experimental manipulation. SPM combines the general linear model (GLM) and
random eld theory (RFT). The GLM estimates parameters that explain continuous data and
RFT addresses the multiple comparison problem in volumetric analyses by adjusting p-values

for the search volume, akin to the Bonferroni correction for independent tests.

4.3.3 SPM for structural MRIs

SPM is most commonly used in functional MRI data but also used in preprocessing structural
MRI data. Especially the coregistration and normalization steps are used for structural MRI
data as well. Coregistration is the process of aligning di erent images of the same subject to
ensure that corresponding anatomical locations across images are in the same spatial position.
Normalization is the process of mapping individual brain images into a standard anatomical
space, such as the Montreal Neurological Institute (MNI) space. This process is necessary to
be able to compare brain images across di erent subjects by transforming them into a common

space.

4.3.4 The ARTFL LEFFTDS Longitudinal Frontotemporal Lobar
Degeneration (ALLFTD) Research Study

The data we worked with was part of the ALLFTD Study, which seeks to understand better

Frontotemporal Lobar Degeneration (FTLD) and examine the brain changes due to FTLD, and
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also compare them to changes happening due to normal aging. FTLD is a type of dementia
that a ects the frontal and temporal lobes of the brain, which usually a ects speech, decision
making, and movement. Despite being the most common type of dementia for people under
60, it is still an open area for research. FTD is a very heterogeneous disease and that make
the prognosis and therapeutic planning di cult. Our goal is aligned with ALLFTD study goal
which is to better understand brain changes before symptoms occur. This will give us great
power and potential for new treatments development as diagnosing dementia in the early and
moderate stages of the disease plays a crucial role for its progression. More information can be
found at "https://www.allftd.org/".

The participants included in the study may be symptomatic or \at-risk". Among the symp-
tomatic cases there are sporadic and familial patients. Sporadic cases have no known cause,
while familial cases are caused by genetic mutations. In the FTLD cohort, the familial cases (f-
FTLD) have not necessarily developed symptoms. Participants are considered to be "at-risk™ if
they have a mutation in one of the three most common genes associated with FTD { microtubule
associated protein tau (MAPT), progranulin (GRN), or chromosome 9 open reading frame 72
(C90rf72), or they are blood relatives with someone with a mutation in one of those genes, or
they have a strong family history of FTLD but no genetic mutation has been identi ed.
Participants in the sporadic cohort of the study may have one of the following FTLD spectrum di-
agnoses: frontotemporal dementia, primary progressive aphasia, progressive supranuclear palsy,
corticobasal degeneration syndrome, or frontotemporal dementia with amyotrophic lateral scle-
rosis.

ALLFTD study has two arms : a Longitudinal and a Bio uid Focused arm. In all visits the
participant is accompanied by their study partner. Those in the Bio uid Arm will take part in

the study during one of their clinical visits.

Longitudinal Study Visits
Longitudinal Study Visits include:
e A brain MRI,

e A blood draw used to examine DNA and RNA for genetic markers of the disease, and
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measure blood proteins that could be related to FTLD,
* Memory and thinking skills questionnaires,
< An examination by a neurologist, to track changes in cognitive function,

e An optional lumbar puncture, which measures proteins in spinal uid, which are possible

indicators of FTLD.

Bio uid Study Visits
Bio uid study visits include:
= A blood draw,
e An examination by a neurologist,

e Questionnaires.
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4.3.5 Data Description

The data is structured such that each row is a participant visit. Data that remains the same for
a participant across visits (such as IDs, genetic data, etc) will be identical for all rows for that
participant. The original dataset provided to us, contained 1298 variables. Since in our work
we will be examining only MRIs at time point one ( rst visit for each patient) we Itered the
patients based on ID and time point of clinical visit. We provide some general plots and details
about our data below. The longitudinal part of the study will be explored on future work, by
adding multiple time points.

The original data set contains patients from multiple studies and some patients may be co-
enrolled in more than one study. In our data set studies that had overlapping years had di erent
patient inclusion criteria. Studies may include the same patient but in a di erent time point
so it was handled as di erent case as in this analysis the temporal correlation was not further
investigated. The nal dataset used for variable selection, after merging and cleaning was checked
for duplicate rows and they were non-existent, so we are certain that each MRI were included

once. In Figure 4.2 all di erent projects and their frequencies are depicted.

Bar Plot of Projects Frequencies

Figure 4.2: Projects Barplot
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Demographics

e Patients Age. The dataset contains two variables about subjects’ age. The variable
"age at onset™ is not very informative as it contains a big amount of missing values. This
may be justi ed by the fact that most patients get diagnosed at the latest stages of the
disease. So the histogram of "age at visit" was used for visualization as it is considered
more informative. In Figure 4.3 the dotted line symbolizes the mean value of "age at visit"

which was around 59 years.

75-

Frequency

18 23 28 33 38 43 48 53 58 63 68 73 78 a3 88
Age at Visit (years)

Figure 4.3: Age at visit distribution

e Education is a continuous variable with values from ve to 20 about the years of education

each person had.
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Histogram of Years of Education
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Figure 4.4: Years of education

e Sex is a categorical variable with two levels about the gender at birth, corresponding to

male and female. The sample is balanced as 50.6% of observations are female at birth.

e Handedness is a categorical variable with three levels corresponding to left handed, right
handed and ambidexterous. 10% of the sample is left handed, 87% of our sample is right

handed and 3% was ambidexterous.

Clinical Data

e Primary Clinical Phenotype and Investigator Con dence Rating
This is the clinician’s diagnostic impression based on patients’ observable characteristics or
traits. In cases where the \Primary Clinical Phenotype™ is listed as \Other", the clinician
did not feel that the participant met criteria for any of the listed clinical phenotypes. For
these cases, the clinician was asked to provide a speci ¢ diagnosis. There are multiple
variables included in the data concerning the phenotype. There are also variables about
the secondary and tertiary clinical phenotype and pertinent diagnosis, which will be used

in future research with longitudinal data from multiple visits. The Frequency of Primary
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Clinical Phenotypes in the data set is shown in Figure 4.5.

Distribution of Primary Clinical Phenotypes
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Figure 4.5: Frequency of Primary Clinical Phenotypes

e PSP Rating Scale variables

The PSP rating scale is used to track the progression of the disease and plan appropriate
interventions. It evaluates the patients’ physical function while simultaneously pointing out
their limitations. The domains examined are: ability to perform activities of daily living
(ADLs), mobility, and self-care. It also considers factors such as cognitive function, com-
munication abilities, and social interactions. Each domain is scored based on observable
capabilities, often using a numerical rating system that ranges from 0 (indicating complete
dependence or inability) to 100 (indicating full independence and functionality).

A full Questionnaire example can be found in the Appendix. In our data we have several
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variables related to each domain examined by this scale . All of them are ordinal with
categories from 0 to 4 with 0 corresponding to normal cognition. Some examples of the
symptoms examined are dysarthria, dysphagia, arising without help, gait, irritability, sit-
ting, using utensils, sleep di culty, withdrawal from conversations,hand apraxia, ngertap

test etc. The total rating is a score from 0 to 100.

UPDRS (Uni ed Parkinson’s Disease Rating Scale) The Uni ed Parkinson’s Disease
Rating Scale (UPDRS) consists of four parts:

{ Motor Experiences of Daily Living,
{ Non-Motor Experiences of Daily Living,
{ Motor Examination, and

{ Complications of Therapy.
It focuses on the examination of tremor, rigidity, bradykinesia, postural instability,
and complications related to treatment. The score for each part of the scale is a
combination of patient self-reporting, clinician observation, and speci ¢ motor tests.

A full example of a questionnaire can be found in the Appendix.

Schwab & England (SEADL). The Schwab & England Activities of Daily Living Scale
(SEADL) is a clinician-rated scale used to assess the functional abilities of individuals with
Parkinson’s disease. The scale ranges from 0% (complete dependence) to 100% (complete
independence). It assesses di erent tasks including personal hygiene, dressing, feeding, and

mobility.

Clinical Dementia Rating (CDR). These variables were examined as potential depen-
dent variables for our analysis as they are considered reliable to re ect a patient’s cognitive
ability. The CDR variables with range from zero to three included in our dataset corre-
spond to scores for di erent domains of examined such us memory, orientation, personal
care, judgment and problem solving etc. The FTLDCDR_SB variable which was used
as a dependent variable in the analysis is the sum of all subscores including behavior
and language with values from zero to 24, with zero corresponding to normal score. The

FTLDCDR_GLOB variable, which was also a variable that could potentially be used as a
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dependent variable for modeling, is the global score based on eight domains and takes values
from zero to three, with zero corresponding to normal clinical image. Their distributions

are shown in Figures 4.6 and 4.7.

Patients’ Score Distribution (FTLDCDR_SB)
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Figure 4.6: SB score Distribution
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Figure 4.7: GLOB score Distribution

Clinician’s Global Impression { Severity (CGI-S) and Clinician’s Global Im-
pression { Change (CGI-C) These variables are categorical variables which describe

the clinicians’ estimation about patients’ symptoms severity and improvement.

NPI-Q variables. These variables are part of the Neuropsychiatric Inventory Question-
naire. The Neuropsychiatric Inventory Questionnaire (NPI-Q) is a brief and widely used
tool designed to assess neuropsychiatric symptoms. It evaluates a range of behavioral
and psychological symptoms such as agitation, depression, hallucinations, and sleep dis-
turbances. Caregivers are asked to rate the frequency (or severity for some items) of each
symptom based on their observations over the past month. The variables included in our
dataset examine symptoms such as depression, dysphoria, irritability, motor disturbance,

nighttime behavior and their severity.

FAQ. The FAQ (Functional Activities Questionnaire) dementia scale assesses functional
impairment. It consists of ten items that examine the ability to perform everyday activi-

ties independently, such as managing nances, preparing meals, and remembering appoint-
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ments. Each item is scored based on the reported frequency of di culty, ranging from 0

(no di culty) to 3 (dependent on others).

 Family Gene (if known) is a categorical variable about family genes related to dementia.
All the participants are genotyped for mutations of genes related to FTLD. Figure 4.8 shows
the frequency of mutated genes in our sample. Figure 4.9 shows the proportion of males

and females with mutated genes in our sample.

e Biomarker results data from plasma neuro lament levels are also included in the data.

Bar Plot of Gene Mutations
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C9AND GRN GRN MAPT NONE OTHER UNKNOWN
Genes

Figure 4.8: Gene Mutations Barplot
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Figure 4.9: Gene-Gender Barplot

e FTLD Module data. These variables are collected during interviews and they are cat-
egorical variables about the severity of symptoms examined in the Social Norms Ques-
tionnaire or Social Behavior Checklist. For example the clinician rates how delayed the
responsee of a patient is, or if they forget the instructions. Also Behavioral Inhibition Scale,
Interpersonal Reactivity Index and Revised Self Monitoring Scale variables are included in

our dataset.

Neuropsychology Variables (Diagnostic: NACC UDS 3.0 Neuropsy-
chology Battery)

e Montreal Cognitive Assessment (MoCA) is numeric variable with a range from 0 to 30 with
0 referring to a highly pathological case and 30 referring to a non-pathological case. The
detailed MoCA scale and questionnaire can be found in the Appendix. The MoCA score

variable was also examined as a potential dependent variable.
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Figure 4.10: MoCA score Distribution

Variables related to di erent tasks performance such as: Craft Story 21, Benson Com-
plex Figure, Numbers forward and backward, Category Fluency, Trail Making Test (A &
B), Multilingual Naming Test (A & B), Phonemic Fluency (F-words; L-words), were also
included in the data.

Experimental: NACC UDS 3.0 FTLD Module Neuropsychology Battery

Some variables about the patients’ performance in some of the following tasks were also included

in our dataset:

Word Reading Test { Regular and Irregular Words

Semantic Word-picture Matching

Semantic Associates Test

Northwestern Anagram Test

Sentence Repetition Test

7



e Noun and Verb Naming Tests
« Sentence Reading Tests

The variable selected as a dependent variable for all of the models in our analysis, was the SB
Score variable. More information about the Dementia rating scales can be fount at Sheehan
[2012].
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4.3.6 Imaging Data

The MRI scans from which our data are extracted, are stored at the Laboratory for Neurolmag-
ing (LONI). The ALLFTD imaging core has created a dataset consisting of regional volumetric
estimates from the brains of enrolled participants. After quality control review at the Mayo
Clinic Rochester, images were processed by the UCSF Memory and Aging Center Imaging Core
using a Statistical Parametric Mapping (SPM12) based processing pipeline. The processing
pipeline produces volume estimates in each of the regions of the Desikan-Killiany brain par-
cellation (PMID16530430) and the Automated anatomical labelling (PMID: 31521825) atlases
(Miyagawa et al. [2020]). By implementing SPM the brain is segmented into tissue types. Volu-
metric estimates for the white matter and grey matter tissue types were produced. In our analysis
the grey matter set of variables was used. Estimates of the grey and white matter volumes for
the whole brain and major hemispheres were also included in the dataset. The total intracranial
volume (TIV) is a variable commonly used as a surrogate for head size. All volumes provided
are expressed in cubic millimeters.

Subcortical volume estimates were not used in the analysis. In future work Caudate, Putamen,
Thalamus, Pallidum, and periventricular structures and brainstem estimates will be also included
in the analysis. Our interest is to use volumetric data that quantify the volume of di erent brain
regions to explain and predict a patient’s cognitive impairment level (using the SB score). Vari-
able selection methods help us identify the combination of brain regions that best describes and
predicts the outcome.

As we focus only in the imaging variables, so all variables concerning genes, biomarkers, demo-
graphics etc are not included in our study. In the nal version of our dataset, we have three po-
tential variables to use as response variables in our models, FTLDCDR_GLOB, FTLDCDR _SB,
and MOCATOTS. Each one of them corresponds to a di erent type of neuropsychological asesse-
ment test. All of them were used to run the methods, but we include the results only for the
SB variable. Rows with missing data for more than ten imaging variables were removed for the
dataset as the MRI could not be trusted for these observations. The nal data set has 1141 ob-
servations and 727 variables. For our model selection process a segmentation of the total volume

of grey matter in eight di erent regions was used. The variables used were the following:
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e FTLDCDR_SB

e GM_HEM_DK _LFront for left frontal lobe

e GM_HEM_DK_LOccip for left occipital lobe

e GM_HEM_DK_LPari for left parietal lobe

e GM_HEM_DK _LTemp for left temporal lobe
e GM_HEM_DK_RFront for right frontal lobe

» GM_HEM_DK_ROccip for right occipital lobe
e GM_HEM_DK_RPari for right parietal lobe

e GM_HEM_DK_RTemp for right temporal lobe

The variables measure each region’s cortical volume in mm3. We divided them by the GM_HEM_DK_TIV
variable which measures the total intracranial volume for each patient (in mm?®). Then we mul-
tiplied by 100, so that each variable expresses the percentage of the total intracranial volume
occupied by each brain region. Our main goal is to use neuroimaging data to predict the pro-
gression of dementia earlier (before the onset of symptoms) and explore the potential use of

neuroimaging data in clinical trials to develop personalized treatment strategies.
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4.4 Methods Implementation and Results

The distribution of our response variable (SB Score) in the nal dataset is shown in Figure 4.11

Figure 4.11: SB score Distribution

Our rst approach was a symptom level analysis. We worked with conditional models for symp-
tomatic cases only. All observations corresponding to patients with a score equal to zero or 0.5
were discarded as they are considered clinically normal. The response distribution and its loga-
rithm is depicted in Figures 4.12 and 4.13 respectively. The nal dataset has 575 observations

and eight potential predictors.
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Figure 4.12: Non zero score patients’ SB score Distribution

Figure 4.13: Logarithm of SB score Distribution
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The logarithm transformation of the original variable looked more normal than the original data

so it was chosen for our analysis. The logit transformation

y

log ———
9248 y

was also examined, and the results are presented later. The Pearson’s correlation heatmap for

all variables in the nal dataset is depicted in Figure 4.14

Figure 4.14: Pearson’s correlation heatmap

In Figure 4.15 the regional volume of the eight brain regions used in our analysis, for a patient
with normal cognition was compared to the average regional volume in our data. In Figure
4.16 the regional volume of the eight brain regions used in our analysis, for a patient with the
maximum neurocognitive test score (high level of cognitive impairment) was compared to the

average regional volume in our data. The shrinkage of the regional volume in a patient with

dementia symptoms is apparent.

83



Figure 4.15: Brain Regions Volume in a patient with normal neurocognitive score

Figure 4.16: Brain Regions Volume in a patient with bad neurocognitive score

GVS with empirical prior (information equivalent to one data point)

The GVS algorithm was implemented with a g-prior. Di erent values for g were examined.
In the GVS prior choice the Lindley paradox is present as the posterior model probabilities of

the simpler models increase when c? increases. When the e ect of a covariate is strong, the
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posterior model probabilities are robust for a wide range of values for the prior ¢2. In order
to approach the BIC penalty we impose a unit information g-prior with N(A; n ?) to

This modi cation is like using one datum information prior, so the penalty becomes equal to
In(n + 1) and it approaches the BIC penalty. The proposed models with the corresponding
posterior probabilities are shown in Table 4.2. the posterior model probability for each model m

is calculated using

I(m® =m)
t=B+1

f(mjy) = m

where T and B are the total and burn- in iterations of the algorithm and m® is the model

indicator value at iteration t.

Model | Posterior Model Probability
11000001 0.61
10000101 0.18

Table 4.2: GVS best models

The variables mean inclusion probabilities according to GVS are shown in Table 4.3.

Variable Inclusion Probability
GM_HEM_DK_LFront 0.94
GM_HEM_DK_LOccip 0.71
GM_HEM _DK _LPari 0.03
GM_HEM_DK_LTemp 0.03
GM_HEM_DK_RFront 0.02
GM_HEM_DK_ROccip 0.33
GM_HEM DK _RPari 0.02
GM_HEM_DK_RTemp 0.97

Table 4.3: Inclusion Probabilities for Each Variable (GVS)
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For this method we observed that the MP model coincides with the MAP model proposed.

The MAP model is:

y=237 087 (GM_HEM DK LFront)+1:60 (GM_HEM_DK_LOccip)

0:53 (GM_HEM_DK_RTemp) + ;

where N(0; ?)

4.4.1 Models’ Evaluation

In order to make inference and assess the models’ predictive ability Ntzoufras [2009] reported
that we can use the predictive distributions instead of the posterior distribution as it includes
also unobserved parameters. The predictive distribution is the distribution of the data averaged
over all possible parameter values. The prior predictive distribution is based on the marginal

likelihood (The likelihood averaged over all parameter values supporting our prior beliefs).
z
f(y)= f(yi)f()d

After observing the data y, we can predict future data y° using the posterior predictive distri-
bution. The posterior predictive distribution is the likelihood of future data averaged over the

posterior distribution T( jy).
Z

fyiy) = fO5 y)FCiy)d

So, by using the predictive distribution we have a way to measure the probability of observing
in the future the exact same data y, assuming that the model m is true. So it is a measure for
models’ goodness of t.

As far as predictive ability is concerned, it is not appropriate for predictive ability evaluation
because it uses the data twice. The cross-validatory predictive densities were proposed by many

authors e.g.Ntzoufras [2009]. The dataset is separated in two parts y;; Yy, from which one part is
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used for tting the model and estimating the posterior distribution, and the other part is used
for nding the cross-validatory predictive density. We used 70% of the data for tting the model

(train dataset) and 30% of the data for estimating the posterior (test dataset).
z

f(yay1) = F(y2j )F( jy1)d

The predictive distributions compared with the actual y values distribution is depicted in Figures

4.17 and 4.18.

Figure 4.17: Real VS Predictive Distribution (logarithmic scale) in the test data set (30% of
observations) for the GVS MAP model
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Figure 4.18: Real VS Predictive Distribution in the test data set (30% of observations) for the
GVS MAP model

To better estimate the predictive performance of models we also used a ten fold cross validation
method. We split the data into ten equal subsets, trained the model on nine of them, and tested
it on the remaining data. This process is known k-fold cross-validation, a common method which
divides data into k equal subsets or ’folds’, trains the model on k 1 subsets and tests on the
remaining one (Yates et al. [2023]). The process was repeated ten times, in order to ensure
that all subsets were used as test datasets. The predictive distribution and the actual values

distribution is shown in Figure 4.19.
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Figure 4.19: Predictive VS Actual Distribution after 10 fold CV

To establish a reference, we compared the GVS results with those obtained from running Bayesian
Adaptive Sampling (BAS) using the g-prior. We implemented this method with the 'BAS’ pack-
age in R. The Bayesian Adaptive Sampling algorithm described by Clyde et al. [2011] selects
models without replacement based on initial sampling probabilities, and optionally updates these
probabilities after a speci ed number of models (set by the "update™ parameter) using the es-
timated marginal inclusion probabilities. The results included in this section, are results from
using a g-prior for BAS method. BIC prior proposed the same models. The MAP models pro-
posed by this method can be found in Table 4.4, and the estimated mean inclusion probabilities

for all variables in Table 4.5.

Model | Posterior Model Probability
11000001 0.51
10000101 0.23

Table 4.4: BAS g-prior best models
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The MAP model proposed by BAS coincides with the MAP model proposed by GVS. To fur-
ther assess this model’s t we present the residuals plot in Figure 4.20. The model’s t seems
satisfactory because the residuals seem randomly scattered around zero, indicating no obvious
patterns. While linear patterns are apparent due to the discretization of some response variable

values, the overall randomness of the residuals suggests a good model t.

Figure 4.20: BAS models residuals
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Variable Inclusion Probability

GM_HEM_DK_LFront 0.99
GM_HEM DK _LOccip 0.65
GM_HEM_DK_LPari 0.05
GM_HEM_DK_LTemp 0.04
GM_HEM_DK_RFront 0.04
GM_HEM_DK_ROccip 0.31
GM_HEM DK _RPari 0.05
GM_HEM_DK_RTemp 0.94

Table 4.5: Inclusion Probabilities for Each Variable

The model with the second higher posterior probability proposed by BAS is the following :

The proposed model is:

y=37 0382 (GM_HEM_DK_LFront)+1:40 (GM_HEM_DK_ROccip)

0:53 (GM_HEM_DK_RTemp) + ;

where N(0; ?)

The left frontal and right temporal lobes remain in the best model. The left occipital lobe
was substituted by the right occipital lobe. The diagnostic plots of the Predictive and Actual
Distributions in the test data set are shown in Figure 4.21. The diagnostic plot for predictive

distributions after ten-fold CV is shown in Figure 4.22.
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Figure 4.21: Predictive VS Actual Distribution in the test data set (30% of observations) for the

second best model (logarithmic scale)
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Figure 4.22: Predictive VS Actual Distribution after 10 fold CV

In Table 4.6 the DIC, AIC, BIC values as well as the R?, RMSE and MAE values (after 10-fold
CV) for both models are provided. Although the models’ performances are very similar, the

diagnostics are slightly better for the MAP model.

Model Variables | DIC | AIC | BIC | R? | RMSE | MAE
GVS MAP model 11000001 | 1169 | 1164 | 1190 | 24% | 0.66 0.53
GVS second best model | 10000101 | 1173 | 1170 | 1192 | 22% | 0.66 0.54

By comparing the proposed models with the full model (model including all the covariates) and
the null model (model including zero covariates) we better comprehend their value. In Table 4.7

the AIC and BIC values for these models are shown.
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Model AIC | BIC
full model (11111111) | 1186 | 1220
null model (00000000) | 1312 | 1323

Table 4.7: Full and Null Normal linear models’ Metrics

Logit Transformed Model

To potentially improve the best model’s t, we also used the logit transformation

y

log 24:8 vy

instead of the original y variable. The results for the GVS MAP model’s predictive ability and

t were similar to the logy model, and are shown in Figures 4.23 and 4.24 .

Figure 4.23: Predictive VS Actual Distribution (logit transformed scale)
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Figure 4.24: Predictive VS Actual Distribution (original scale)

So the logarithmic transformation results were presented instead of the logit transformation for

interpretation reasons.

4.4.2 Symptom-Presence Analysis

The second approach was to focus on predicting if any level of impairment is rather present than
trying to predict the level of impairment within impaired patients. Both symptomatic and at
risk patients were used in this approach. The goal was to nd the best combinations of predictors
to predict how likely is a patient to present any level of cognitive di culty based on their MRI
images. In order to do this we tted Variable Selection methods adjusted to a logistic regression
model. We set the observations with zero and 0.5 score equal to zero, as they do not indicate
signi cant cognitive impairment, and the observations with any score values greater than zero or
0.5 were set equal to one. Then we tted a logistic regression model where zero corresponds to
no cognitive impairment and one corresponds to signs of cognitive impairment. The full model

with all eight potential predictors is de ned as follows:
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logitP(y=1)= o+ 1 1+:1+ g g

In(l (P(g(;i)i))): o+ 1 1+ 0+ g3
In(%)= ot 11+ + g3
P(y=1)= -

1+e (ot 1 1+ii+ g g)

The transformed response variable is shown in Figure 4.25.

Figure 4.25: Response for Logistic Regression Plot

BAS

The BAS method was used as a reference, with hyper g prior. The variables inclusion probabilities

are shown in Table 4.8:
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Variable Inclusion Probability

GM_HEM_DK_LFront 0.99
GM_HEM DK _LOccip 0.41
GM_HEM_DK_LPari 0.18
GM_HEM_DK_LTemp 0.99
GM_HEM_DK_RFront 0.08
GM_HEM_DK_ROccip 0.24
GM_HEM DK _RPari 0.11
GM_HEM_DK_RTemp 0.10

Table 4.8: Inclusion Probabilities for Each Variable

resulting to the following Median Probability (MP) model :

logit(P(y = 1)) = 15:61 2:59 GM_HEM_DK_LFront 3:86 GM_HEM_DK_LTemp

Py=1)= L
y=1= 1+ e (1561 2:59 GM_HEM DK _LFront 3:86 GM_HEM_DK_LTemp)

The model’s performance seems to be satisfactory (Hosmer-Lemeshow X?= 4.85 with eight
degrees of freedom and p-value = 0:77. The AIC value was equal to 928 and BIC value was equal
to 943.

To evaluate the performance of predictive models, speci city and sensitivity metrics are used.
Sensitivity, is the true positive rate which is de ned as the proportion of actual positives correctly
identi ed by the model. Speci city, is the true negative rate which is de ned as the proportion
of actual negatives correctly identi ed. A high sensitivity in logistic regression indicates that the
model is e ective at identifying positive cases. On the other hand, high speci city indicates the
model’s strength in correctly identifying negative cases, minimizing the number of false positives
(Verbakel et al. [2020]). To assess the model’s sensitivity and speci city we constructed the

confusion Matrix which is depicted in Figure 4.26
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Figure 4.26: Confusion heatmap of BAS MP model

The ROC curve is widely used to evaluate the performance of a binary diagnostic classi cation
system, with the true positive rate plotted on the Y-axis and the false positive rate on the X-
axis, so it is suitable for logistic regression models. The diagonal line y = x indicates random
guessing, and the Area Under the Curve (AUC) provides a measure to compare classi ers, with
values ranging from 0 to 1, where an AUC less than 0.5 indicates performance worse than random
guessing (Muschelli [2020]).

To assess the model’s predictive performance we computed the ROC curve after performing ve

fold Cross Validation. The results are presented in Figure 4.27.
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Figure 4.27: ROC curve for BAS MP model

The MAP models proposed by BAS along with their posterior probabilities are shown in Table
4.9. The second best model proposed by BAS was the MP model which we tted in the previous
part.

Model | Posterior Probability
11010000 0.26
10010000 0.18

Table 4.9: BAS (hyper-g-prior) MAP Models

The MAP model is the following:
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logit(P(y = 1)) =14:99 2:98 GM_HEM_DK_LFront
+4:17 GMHEM_DK_ LOccip 445 GM_HEM_DK_LTemp

Piy=1)= .
(y - )_ 1+ ¢ (1499 2:98 GM_HEM_DK_LFront+4:17 GM_HEM_DK_LOccip 4:45 GM_HEM_DK_LTemp)

The model’s performance seems to be satisfactory (Hosmer-Lemeshow X?= 4.69 with eight
degrees of freedom and p-value = 0:78. The AIC value was equal to 924 and BIC value was equal
to 944. To assess the model’s sensitivity and speci city we constructed the confusion Matrix

which is depicted in Figure 4.28.

Figure 4.28: Confusion heatmap of BAS MAP model

To assess the model’s predictive performance we computed the ROC curve after performing ve

fold Cross Validation. The results are presented in Figure 4.29.
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Figure 4.29: ROC curve for BAS MAP model

GVS

The GVS method which was the most promising for highly correlated datasets as was proven in
Chapter 3, was chosen for this dataset. In order to use a prior equivalent to the prior used in
the log linear model we set c? Pi =4 nand Pi =4 n as proposed by Dellaportas et al.
[2000]. For the pseudo-prior, we run a pilot chain as before with 20000 iterations and a burn in
period of 2000 iterations, and used the estimates for mean and standard deviation. The mean
inclusion probabilities for each variable are presented in Table 4.10. The most promising models

according to GVS, and their posterior probabilities are shown in Table 4.11.
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Variable Mean Inclusion Probability
GM_HEM_DK_LFront 1.00
GM_HEM_DK _LOccip 0.12
GM_HEM _DK _LPari 0.04
GM_HEM_DK_LTemp 0.33
GM_HEM_DK_RFront 0.09
GM_HEM DK _ROccip 0.06
GM_HEM DK _RPari 0.14
GM_HEM_DK_RTemp 0.63

Table 4.10: GVS Variables’ Inclusion Probabilities

Model | Probability
10000001 0.63
10010000 0.31

Table 4.11: GVS best models and their Posterior Probabilities

The second best model coincides with the MP model proposed by the BAS method. The MAP
model coincides with the MP model proposed by GVS and is the following:

logit(P(y = 1)) = 15:551  3:21 GM_HEM_DK_LFront
2:95 GM_HEM_DK_RTemp

The model’s performance seems to be satisfactory (Hosmer-Lemeshow X?= 4.41 with eight
degrees of freedom and p-value = 0:81. The AIC value was equal to 948 and BIC value was equal
to 964. To assess the model’s sensitivity and speci city we constructed the confusion Matrix

which is depicted in Figure 4.30. The ROC curve is shown in Figure 4.31.
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Figure 4.30: Heatmap for GVS MAP model

Figure 4.31: ROC curve for GVS MAP model

The full and null models’ AIC and BIC values are shown in Table 4.12 for reference.
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Model AIC | BIC
full model (11111111) | 932 | 977
null model (00000000) | 1583 | 1588

Table 4.12: Full and Null logistic regression models’ Metrics

4.5 Overall Summary of the Results

4.5.1 Choosing the best model

All of the Bayesian variable selection methods resulted in models with satisfactory performance
both for the normal linear and for the logistic regression case. Both the linear and logistic
regression analyses seem to have predictive value. The R? value for the linear regression is
relatively good, but it is up to clinicians to decide if the model can be trusted for interpretation.
The two models with the best performance for each case are presented below. For the normal
linear model the best model was the MAP model proposed by GVS. The model which considered

"best™ was selected qualitatively based on AIC, BIC values and parsimony.

y=37 087 (GM_HEM_DK_LFront)+1:60 (GM_HEM_DK_LOccip)

0:53 (GM_HEM_DK_RTemp) + ;

where N(; ?)

If the percentage of intracranial volume occupied by the left frontal lobe decreases by one unit,
the expected logarithm of the patient’s score will increase by 0.87 units, holding other variables
constant. So the expected value of the original y score is multiplied by 2.3. For a one-unit decrease
in the percentage of intracranial volume occupied by the left occipital lobe, the expected value
of the log-transformed score y decreases by 1.60 units, holding other variables constant. For a
one-unit increase in the percentage of intracranial volume occupied by the right temporal , the

expected value of the log-transformed outcome y decreases by 0.53 units, holding other variables
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constant. For the logistic regression task, the models had similar performance. The best model

was the MP model proposed by BAS which was the second best model proposed by GVS.

logit(P(y =1)) =15:61 259 GMHEM.DK_LFront 3:86 GM_HEM_DK_LTemp

For each one-unit decrease in the percentage of intracranial volume occupied by the left frontal
lobe, the odds of showing cognitive impairment are expected to increase by 0.075. Similarly, for
each one-unit decrease in the percentage of intracranial volume occupied by the left temporal
lobe, the odds of showing cognitive impairment are expected to increase by 0.021.

In gures 4.32 and 4.33 we can see that there is a clear separation between the two classes,
related to the percentage of intracranial volume occupied by the two most important regions.

Boxplots about all of the brain regions used in our analysis can be found in the Appendix.

Figure 4.32: Left Frontal Lobe volume percentage and Cognitive Impairment Boxplot
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Figure 4.33: Left Temporal Lobe volume percentage and Cognitive Impairment Boxplot

4.6 Discussion

In this worked we examined neuroimaging data challenges, and implemented Bayesian variable
selection methods to predict the patients’ cognitive ability. The highly correlated OBICE dataset
was used as a toy example to implement some spike and slab priors methods and compare
the results. The GVS method was selected as more appropriate for our problem and then
implemented to the ALLFTD study volumetric data. We were able to succesfully t models
with good predictive value based on ROC curve. An interesting result is that the variables
corresponding to frontal lobe and temporal lobe regions (either left or right) were included in
all of the best models proposed by the methods examined. This is an intuitive result, as the
frontal lobe is mostly connected to speech and language, and the temporal lobe is connected
to sound processing and memory. The response variable used (SB score) is mostly connected
with language tests, as mentioned in Chapter 4. An interesting extension would be to see if by
changing the scale used as a response, di erent results occur. The occipital lobe variable (either
left or right) was also included in some of the normal linear models tted. This result is intuitive

as well since the occipital lobe is mainly responsible for visual information interpretation and
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image recognition tasks. Even if this is a promising start, more steps need to be made in order

to optimize the information we can get from imaging data.

4.6.1 Limitations-Future Work

Creating a combined analysis that simultaneously models the presence and level of cognitive
impairment is our next goal. After that, the subregions of the the regions that seem to have the
biggest in uence on the response based on our models will be added to the analysis. So we will
be using more variables (a more detailed segmentation of each brain region). This approach is
promising as it could help as gain more speci ¢ information which is needed in tasks related to

prediction of disease progression.

Proposed Sampling Method

In order to deal with the high dimensionality issue in our original dataset (including 726 potential
predictors) we developed a random sampling method. The original idea was to partition the data
in six subsets of 121 potential predictors each. On the rst step, we sample randomly for the
variables indices and run a variable selection method of our preference for this subset. We store
the inclusion probabilities calculated for each one of the potential predictor of this subset. On
the second step, the indices that were previously used are removed from the potential predictors
and we take a new subset of 121 variables of the remaining ones. We repeat this procedure six
times to extensively examine the whole set of predictors, while storing the inclusion probabilities
for each variable. This whole procedure is repeated x times and then we compute the average
inclusion probabilities for each variable. The variables who have an inclusion probability greater
than 50% are included in the best model. The next step will be to add a correlation criterion to
this method in order to explore the most promising combination of predictors in our candidate
models. In this work. we are mostly interested in using the segmentation of the brain examined
in the previous chapters so the results are not included.

If we are interested in working with high dimensional data, we could explore statistical learning
methods such as random forests, xgboost etc that tend to perform better in great dimension

problems. The suitability of these methods remains unknown as they tend to perform well in
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high dimensional problems but at the expense of interpretability, which is crucial for our study,
as we work with patients and clinicians.

Of course in order to extend the Bayesian methodologies examined in this thesis in such high
dimensional setups the need of developing scalable methods is prominent. Furthermore, Bayesian
methods allows us to use prior distributions based on our knowledge and experience, a feature
which could be really important for new methodology concerning neuroimaging. Markov Ran-
dom Field priors, which are extensively used in brain imaging could be incorporated in variable
selection algorithms in order to add brain structure and spatial correlation information to the

variable selection process.

Proposed Extension

In order to capture the nature of our data, we need to capture the excess of zero values, which
depends on the population examined. The zero in ated models have this ability as they intro-
duce an extra probability parameter. In general, for a random variable Y D with D being
any distribution, its zero-in ated version will be Y ZID( o; ) and the ZID (zero-in ated

distribution’s) probability function will be given by:

fzio(y) = oly=0+@0Q o)folyj)
with fp(yj ) being the probability function of D distribution and fz,p(y) being its zero-in ated
version. The parameter , is the proportion of additional zeros. The probability of zero is equal
to o+(1 o)fo(0j ), and the probability of y >0 is equal to (1  ¢)fp(yj ). For the mean
and the variance we have:

E(Y)=(1 0)E(Yp)

and

Var(Y)=(@0Q o)(Var(Yp) + oE(Yp))
These models could be an interesting alternative for modeling as they match our samples nature.
Even in time points later in the study, the nature of the scores remain similar as the patients
who are consistent in follow-ups are usually patients with better cognitive ability and physical

state. Patients die or drop out of the study in the latest stages of the disease.
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NAS and Imputation

An extra problem that needs to be adressed is the presence of missing values in our data. The
missing values in the score of the tests correspond to people with higher cognitive impairment who
are unable to complete the test. Their MRIs could potentially be more informative. Imputating
these variables with the score corresponding to the worst clinical picture, or using predictive
distributions for imputation could be two potential approaches. Another great obstacle is that
these patients tend to drop out of the studies as they are unable to be present for follow-up
exams. It is apparent that an interesting issue to be addressed is also that the missingness in

this type of data is not random, so the imputation techniques to be used should also be examined.

4.6.2 Conclusion

The analysis presented in this thesis is cross-sectional. The most important part of this work is to
be able to use MRI images earlier than the symptoms onset to predict dementia’s manifestation
and its rate of progression. So the longitudinal part of the analysis should be explored. In order
to do this, we need to work with temporal correlation in our methods, so that the information
of multiple MRI ndings over time needs to be exploited. Of course this methodology has the
potential to be extended in other elds as well, such as oncology, psychology and cognitive

sciences.
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4.7 Appendix

Instrument and Scoring

It is a Clinician reported measuring disability across six domains giving a maximum score of 100.
It comprises of 28 items in six areas. Six items are rated on a 3-point scale (0{2) and 22 are

rated on a 5-point scale (0{4).

History/Daily Activities area: Seven items with a total maximum score of 24.

Mentation area: Four items with a maximum score of 16.

Bulbar area: Two items with a maximum score of 8.

Ocular motor area: Four items with a maximum score of 16 points.

Limb motor area: Six items with a maximum score of 16.

Gait area: Five items with a maximum score of 20.
Item name and score de nitions Comments, instructions
1. History

e 1. Withdrawal
0 None
1 Follows conversation in a group, may respond spontaneously, but rarely if ever
initiates exchanges

2 Rarely or never follows conversation in a group

e 2. Irritability
0 No increase in irritability
1 Increased, but not interfering with family interactions

2 Interfering with family interactions

« 3. Dysphagia for solids
0 Normal; no di culty with full range of food textures

1 Tough foods must be cut up into small pieces
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2 Requires soft solid diet
3 Requires pureed or liquid diet

4 Tube feeding required for some or all feeding

4. Using knife and fork, buttoning clothes, washing hands and face
0 Normal

1 Somewhat slow but no help required

2 Extremely slow; or occasional help needed

3 Considerable help needed but can do some things alone

4 Requires total assistance

5. Falls

0 None in the past year

1 <1 per month; gait may otherwise be normal
2 1-4 per month

3 5-30 per month

4 >30 per month (or chairbound)

6. Urinary incontinence

0 None or a few drops less than daily

1 A few drops staining clothes daily

2 Large amounts, but only when asleep; no pad required during day
3 Occasional large amounts in daytime; pad required

4 Consistent, requiring diaper or catheter awake and asleep

7. Sleep di culty

0 Neither primary nor secondary insomnia

1 Either primary or secondary insomnia; averages <5 h sleep nightly
2 Both primary and secondary insomnia; averages <5 h sleep nightly
3 Either primary or secondary insomnia; averages <5 h sleep nightly
4 Both primary and secondary insomnia; averages <5 h sleep nightly
primary insomnia is di culty falling asleep

secondary is di culty remaining asleep
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4.8 PSP Instrument and Scoring

2. Mentation
« 8. Disorientation ; Use MMSE items 1 10 or history to estimate interference in ADLs
« 9. Bradyphrenia
e 10. Emotional incontinence
e 11. Grasping/imitative /utilizing behaviour
3. Bulbar

e 12. Dysarthria
0 None
1 Minimal; all or nearly all words easily comprehensible
2 De nite, moderate; most words comprehensible
3 Severe; may be uent but most words incomprehensible

4 Mute; or a few poorly comprehensible words

e 13. Dysphagia
0 None
1 Single sips, or uid pools in mouth or pharynx, but no choking/coughing
2 Occasionally coughs to clear uid; no frank aspiration
3 Frequently coughs to clear uid; may aspirate slightly; may expectorate frequently
rather than swallow secretions
4 Requires arti cial measures (oral suctioning, tracheostomy or feeding gastrostomy)

to avoid aspiration
4. Ocular motor
e 14. Voluntary upward command movement
e 15. Voluntary downward command movement

e 16. Voluntary left and right command movement
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e 17. Eyelid dysfunction
0 None
1 Blink rate decreased (515/min) but no other abnormality
2 Mild inhibition of opening or closing or mild blepharospasm; no visual disability
3 Moderate lid-opening inhibition or blepharospasm causing partial visual disability

4 Functional blindness or near-blindness because of involuntary eyelid closure
5. Limb motor

e 18. Limb rigidity
0 Absent
1 Slight or detectable only on activation
2 De nitely abnormal, but full range of motion possible
3 Only partial range of motion possible

4 Little or no passive motion possible

e 19. Limb dystonia
0 Absent
1 Subtle or present only when activated by other movement
2 Obvious but not continuous
3 Continuous but not disabling

4 Continuous and disabling

e 20. Finger tapping
0 Normal ( <14 taps/5 s with maximal amplitude)
1 Impaired (6 -14 taps/5 s or moderate loss of amplitude

2 Barely able to perform (0 -5 taps/5 s or severe loss of amplitude)

e 21. Toe tapping
0 Normal (<14 taps/5 s with maximal amplitude)
1 Impaired (6 -14 taps/5 s or moderate loss of amplitude

2 Barely able to perform (0 -5 taps/5 s or severe loss of amplitude)

e 22. Apraxia of hand movement
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0 Absent
1 Present, not impairing most functions

2 Impairing most functions

e 23. Tremor in any part
0 Absent
1 Present, not impairing most functions

2 Impairing most functions
6. Gait and midline

e 24. Neck rigidity or dystonia
0 Absent
1 Slight or detectable only when activated by other movement
2 De nitely abnormal, but full range of motion possible
3 Only partial range of motion possible

4 Little or no passive motion possible

e 25. Arising from chair
0 Normal
1 Slow but arises on rst attempt
2 Requires more than one attempt, but arises without using hands
3 Requires use of hands

4 Unable to arise without assistance

e 26. Gait
0 Normal
1 Slightly wide-based or irregular or slight pulsion on turns
2 Must walk slowly or occasionally use walls or helper to avoid falling, especially on
turns
3 Must use assistance all or almost all the time

4 Unable to walk, even with walker; may be able to transfer

e 27. Postural stability
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0 Normal (shifts neither foot or one foot)

1 Must shift each foot at least once but recovers unaided

2 Shifts feet and must be caught by examiner

3 Unable to shift feet; must be caught, but does not require assistance to stand still

4 Tends to fall without a pull; requires assistance to stand still

e 28. Sitting down
0 Normal
1 Slightly sti or awkward
2 Easily positions self before chair, but descent into chair is uncontrolled
3 Has di culty nding chair behind him/her and descent is uncontrolled

4 Unable to test because of severe postural instability
This scale is designed to work as a clinical prognostic guide.
Psychometric Properties
Reliability: excellent (IRR= 0.86, 95% CIl= 0.65{0.98)
Good sensitivity to disease progression

Validity: moderate construct validity

4.8.1 UPDR

Scoring: Parts 1 to 3 are scored on a 0-4 rating scale. Part 4 is scored with yes and no ratings.
Higher scores show increased severity. Then the administrator rates the patient on the H and Y

Scale and the Schwab and England Activities of Daily Living Scale.

Permission: Permission of the International Parkinson and Movement Disorder Society is re-

quired before using the scale.

Evidence: Reliability: The UPDRS has shown excellent internal consistency across multiple
studies and across stages of disease severity as measured by the Hoehn and Yahr staging system
?7?. Inter-rater reliability was found to be adequate for the total UPDRS as well as the Activities

of Daily Living and the Motor Examination sections ??. The Intra-class correlation coe cients
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were very high: total score: 0.92; Mentation: 0.74; Activities of Daily Living: 0.85; Motor: 0.90
??.

Validity: Adequate Face Validity ?. Studies have demonstrated that the UPDRS is sensitive to

change in clinical status ?.
Miscellaneous: The UPDRS has been modi ed since its conception into:

e Movement Disorder Society-Uni ed Parkinson’s Disease Rating Scale (MDS-
UPDRS): The revision was made after an MDS-sponsored Task Force on Rating Scales
for Parkinson’s Disease highlighted the limitations of the original UPDRS. The scale was
modi ed into 4 parts: Part I, Nonmotor aspects of experiences of daily living (6 items
assessed by interview and 7 items by self-assessment); Part 11, Motor aspects of experiences
of daily living (13 self-assessed items); Part 111, Motor examination (18 items resulting in
33 scores by location and lateralization); and Part 1V, Motor complications (3 items for

dyskinesia and 3 for uctuation) ?.

e UPDRS-8 ?: 8 items from the original UPDRS comprise the UPDRS-8. All are rated
on a 5-point (0{4) scale. The items selected are: Nonmotor: Cognition (UPDRS item 1),
Mood (UPDRS item 3) Motor: Rest tremor upper extremity ] right, left (UPDRS item 20),
Finger taps | right, left (UPDRS item 23), Gait (UPDRS item 29) Motor complications:
O time (UPDRS item 39), Dyskinesia duration (UPDRS item 32), Dyskinesia disability
(UPDRS item 33)
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4.8.2 MOCA

Figure 4.34: MOCA test example
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4.8.3 NPI

Please answer the following questions based on changes that have occurred since the patient rst
began to experience memory problems. Circle "Yes" only if the symptom(s) has been present in

the last month. Otherwise, circle "No". For each item marked "Yes":
a) Rate the SEVERITY of the symptom (how it a ects the patient):
e 1 = Mild (noticeable, but not a signi cant change)
e 2 = Moderate (signi cant, but not a dramatic change)
e 3 = Severe (very marked or prominent, a dramatic change)
b) Rate the DISTRESS you experience due to that symptom (how it a ects you):

e 0 = Not distressing at all

1 = Minimal (slightly distressing, not a problem to cope with)

2 = Mild (not very distressing, generally easy to cope with)

3 = Moderate (fairly distressing, not always easy to cope with)

4 = Severe (very distressing, di cult to cope with)

5 = Extreme or Very Severe (extremely distressing, unable to cope with)

» Delusions: Does the patient have false beliefs, such as thinking that others are stealing from

him/her or planning to harm him/her in some way?
{ Yes No SEVERITY: DISTRESS:

« Hallucinations: Does the patient have hallucinations such as false visions or voices? Does he

or she seem to hear or see things that are not present?
{ Yes No  SEVERITY: DISTRESS:
e Agitation/Aggression: Is the patient resistive to help from others at times, or hard to handle?

{ Yes No SEVERITY: DISTRESS:
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Depression/Dysphoria: Does the patient seem sad or say that he/she is depressed?
{ Yes No SEVERITY: DISTRESS:

Anxiety: Does the patient become upset when separated from you? Does he/she have any
other signs of nervousness such as shortness of breath, sighing, being unable to relax, or feeling

excessively tense?
{ Yes No SEVERITY: ___ DISTRESS: _

Elation/Euphoria: Does the patient appear to feel too good or act excessively happy?
{ Yes No SEVERITY: _ DISTRESS:

Apathy/Indi erence: Does the patient seem less interested in his/her usual activities or in the

activities and plans of others?
{ Yes No SEVERITY: DISTRESS:

Disinhibition: Does the patient seem to act impulsively, for example, talking to strangers as if

he/she knows them, or saying things that may hurt people’s feelings?
{ Yes No SEVERITY: DISTRESS:

Irritability/Lability: Is the patient impatient and cranky? Does he/she have di culty coping

with delays or waiting for planned activities?
{ Yes No SEVERITY: DISTRESS:

Motor Disturbance: Does the patient engage in repetitive activities such as pacing around the

house, handling buttons, wrapping string, or doing other things repeatedly?
{ Yes No SEVERITY: DISTRESS:

Nighttime Behaviors: Does the patient awaken you during the night, rise too early in the

morning, or take excessive naps during the day?
{ Yes No SEVERITY: DISTRESS:

Appetite/Eating: Has the patient lost or gained weight, or had a change in the type of food
he/she likes?
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{ Yes No SEVERITY: DISTRESS:

Please answer each question carefully. Ask for assistance if you have any questions.

4.8.4 Cognitive Impairment and Brain Regions Volume Boxplots
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4.8.5 Markov Random Field Prior in EMVS

Among other structured priors, Rockova and George [2014] also considered a Markov Random
Field (MRF) prion for ( j ) which was initially proposed proposed by Li and Zhang (2010)
to model a priori genetic network information. An MRF is represented as an undirected graph
where predictors x; and X; can interact if and only if i and j are connected by an edge within

the edge set E =f(i;j):1 16 ] pg, which leads to the MRF prior
(j)=epli + ', (1 2

where =( 1; ) with =( 4115 IC,)O being a sparsity parameters vector and , = ( ij)?;j:1
a symmetric matrix of real numbers with j; =0 , (i;j) & E. This matrix controls a variable’s
inclusion probability based on the selection status of its neighbors. In the brain MRIs example,
if all regions of interest are disconnected, we will have , = 0, and the prior will be reduced to
an independent product of Bernoulli distributions with parameters p; = exp ( i) =[1 +exp ( i)].
T ( 1; 2)isanormalizing constant, named partition function, which usually is not tractable

due to the many combinatorial possibilities when summing over all 2° model con gurations. The
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conditional distributions are given by:

F)
_ EXp it jei ij ]
il ni & P ;
1+exp i+ jei i |

To implement the EMVS algorithm under the MRF prior, in order for the evaluation of E j ;, =
P ;=1j ®; ®. 0 =p. tobe realised in the E-step, an approximation is needed. This is
due to the dependence among the components in . In Rockova and George [2014] work a naive
mean eld based approximation, which is suitable for distributions on completely disconnected
graphs was used as proposed by (Wainwright and Jordan 2008). So j G, G s
approximated by a simpler distribution for which it is feasible to do exact inference. q( j )=

Q

C @ )t ' where  =( 4;::1; ) 2[0; 1] denotes the vector of mean parameters.

They also considered the case where the sparsity parameters ; arise from a prior distribution
( 1) ). The logistic-beta distribution is a feasible prior distribution ( ), which corresponds to
the beta-binomial prior in case , = 0. The M-step of the algorithm then requires the additional

step of updating the parameter by nding the maximum of the function
|

X

MRE 00, (0. (0 = pi+a + (; 2)

i=1

(a+Db)log[l +exp( )I:

and then use again mean eld theory to approximate the partition function. More details can

be found in the original paper.
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